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Preface
The second international workshop on Views On Designing Complex Architectures
(VODCA 2006) is held in Bertinoro, Italy, on the 16th and 17th of September 2006,
as a satellite event to the sixth international school on Foundations of Security
Analysis and Design (FOSAD 2006).
Security and management of information are key issues in informatics, and they
have been for several years now among its fastest developing fields. Such a synergetic
combination calls for a continuous attention of computer science researchers to the
most recent developments in the area, in order to bring forth novel ideas and insights
and thus to contribute to the growth of those fields.
The VODCA workshop series aims to provide a platform for young computer
scientists to present their research views on all areas related to the design of complex
architectures, with a special focus on the security and management of information:
Information Security:

Information Management:

• security protocols

• knowledge management

• privacy and anonymity

• data and knowledge sharing

• protocol analysis

• component-based design

• access control policies

• service-oriented computing

• intrusion detection strategies

• workflow modelling

• mobile secure code

• CSCW and groupware systems

• formal methods for security

• intelligent information systems

• language-based security

• information retrieval

• availability

• distributed systems

• confidentiality

• identity and trust management

• model-driven security

• fault-tolerance

• verification of security properties

• business process management

This volume contains the preliminary versions of the papers to be presented at
VODCA 2006. After a regular refereeing process, only 11 papers, out of 20 submissions, were selected for a long presentation, while a further 2 of them were selected
for a short presentation. In addition to the presentations of original research results,
the programme includes 2 invited lectures.
As for VODCA 2004, also the proceedings of VODCA 2006 will be published as a
separate volume in the Electronic Notes in Theoretical Computer Science (ENTCS)
series, which is published electronically through the facilities of Elsevier Science B.V.
and its auspices. The volumes in this series can be accessed online at the URL:
http://www.elsevier.nl/locate/entcs.
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VODCA 2006 Preliminary Version

Data Anonymity in the FOO Voting Scheme
S. Mauw J. Verschuren E.P. de Vink1
Department of Mathematics and Computer Science
Technische Universiteit Eindhoven
P.O. Box 5600 MB Eindhoven
The Netherlands

Abstract
We study one of the many aspects of privacy, which is referred to as data anonymity, in a formal context.
Data anonymity expresses whether some piece of observed data, such as a vote, can be attributed to a
user, in this case a voter. We validate the formal treatment of data anonymity by analyzing a well-known
electronic voting protocol.
Keywords: e-voting, anonymity and privacy, data anonymity, attribution set, formal methods for security
protocols

1

Introduction

The privacy of users of electronic services is certainly not a matter of course. Electronic services like loyalty schemes and payment systems (e-auctions and electronic
tolling for instance) may have severe consequences in the field of privacy. Currently
foreseen developments like RFID [4] lead to a growing concern in this respect.
In the framework of “privacy” several aspects can be discerned. In the Common
Criteria [30] the functional class FPR distinguishes between four aspects of privacy:
anonymity, pseudonymity, unlinkability and unobservability. Anonymity, the topic
of our research, ensures that a someone may use a resource or service without
disclosing its identity. Pseudonymity ensures that someone may use a resource or
service without disclosing its identity, but can still be hold accountable for that
use. Unlinkability ensures that a someone may make multiple uses of resources or
services without others being able to link these uses together. Unlinkability differs
from pseudonymity in the sense that, although in pseudonymity the user is also
not known, relations between different actions can be provided. Unobservability
ensures that someone may use a resource or service without others, especially third
parties, being able to observe that the resource or service is being used. Informal
definitions, as the above, are essential for the understanding of the different notions
1
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of privacy, but will only allow to investigate a system informally. In addition to [30],
informal definitions of anonymity are given in [33,15,40].
Concerning formal definitions of anonymity several ways of expressing anonymity
have been proposed in the literature. Halpern and O’Neill [32] and also Syverson, Stubblebine and Gray [49,26] define information-hiding properties in terms of
knowledge known to the agents of the system. They formalize information-hiding
requirements and in particular anonymity. Reasoning about these properties is possible using epistemic logic. Hughes and Shmatikov [29] describe the behaviour of
a system as a set of functions. Information-hiding properties like anonymity are
formalized by means of the knowledge an attacker has about these functions. In
this respect Hughes and Shmatikov talk about the function view of the attacker.
The authors show that the function view framework is able to specify information
hiding properties for any protocol formalism and arbitrary attacker models. Information theoretic approaches to characterize anonymity and unlinkability aspects
are described, e.g., in articles written by Serjantov and Danezis [45], Diaz et al. [21]
and by Steinbrecher and Köpsell [47].
Another way of expressing forms of anonymity is done by means of process algebras. Schneider and Sidiropoulos [44] use CSP when proposing a definition of
anonymity. They define anonymity with respect to a set A of events. Anonymity
with respect to A means that if any event in A occurs, it could equally well have been
any other event in A. In [36], following Pfitzmann et al. [40], the present authors
give a formal definition of anonymity by introducing the concept of an anonymity
group AG. An anonymity group precisely indicates a group of users who are identical from the viewpoint of an intruder. An intruder cannot distinguish a certain user
from other users of the anonymity group. Subsequently, in [36], it was analyzed to
what extent and under what conditions the onion routing network [25,48,50] realized
“anonymity” of users making use of the network. Probabilistic analysis of protocols
for network anonymity, along the lines of work by Shmatikov [46] for Crowds [42],
for the path set-up in Onion Routing [48] and Tarzan [23] has been reported in [3].
In this article it is shown that there exists another aspect of anonymity not
formally addressed in articles [44] and [36]. There the focus is on the definition of
what can be called control anonymity. This refers to hiding the originator of an
event. This anonymity aspect plays an important role in anonymizing communication networks.
When considering other systems (e-voting systems for instance) one wants to
prove that some piece of information (a specific vote) cannot be related to its
originator (i.e. the voter). In other words, the originator of data must be kept
secret. This property is called data anonymity here. In order to reason about data
anonymity we need a model where it is not only possible to reason about the occurrence of events but where it is also possible to reason about the information within
an event. In other words, a more sophisticated model is needed than the models
introduced in [44] and [36]. In this paper we will concentrate on data anonymity
and define a formal framework to reason about this concept.
As already mentioned, data anonymity plays an essential role in voting systems.
Electronic voting systems aim to provide a convenient, efficient and secure facility
for recording and tallying votes. E-voting can be used in order to realize elections
2
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at a small local scale such as share holder meetings to full-scale national elections.
Lipmaa [35] discerns two instances of e-voting: kiosk voting (voting in some fixed
location using special hardware) or Internet voting using generally available devices,
e.g. a PC or a mobile phone. In the literature several sets of requirements are
found applicable to e-voting schemes [6,24,19]. These requirements are not identical.
In [18] Cranor and Cytron made a survey of the literature and formulated four
security related core properties.
accuracy (1) It should not be possible to alter votes. (2) It should be impossible
to cause a situation where a valid vote is not taken into account. (3) On the other
hand, an invalid vote should not be counted in the final tally.
invulnerability (1) Only eligible voters are allowed to vote. (2) These voters are
only allowed to vote once.
verifiability Everyone should be able to verify independently that counting of the
votes has been done correctly.
privacy (1) It is not possible for anyone to link a vote to a voter. (2) Moreover, a
voter cannot prove that she voted in a specific manner.
In order to fulfill the above mentioned requirements the designers of e-voting
systems have devised security protocols between different entities in the system.
The goal of these protocols is to guarantee that the system fulfills the requirements
even in the presence of an intruder. It is clear that our notion of data anonymity
refers to the first part of the privacy requirement.
Broadly spoken, two groups of e-voting schemes can be discerned: (i) schemes
that use homomorphic encryption (see, for example, [6,16,17,28]); (ii) schemes requiring an anonymous channel which is used to hide the identity of the voter when
casting his vote (including [13,24,38,10]).
The voting scheme of Fujioka, Okamoto and Ohta [24] – which we concentrate
on and which we refer to hereafter as the FOO voting scheme – makes use of
blind signatures In voting schemes using blind signatures, the voter obtains a token
from the Administrator, which is a message blindly signed by the Administrator.
After this registration phase, the voter can unblind the token and can send his
encrypted vote (signed by the administrator) to the Counter via an anonymous
channel. Finally, the voter sends her decryption key – again via an anonymous
channel – to the counter. After decryption, the counter adds the vote to the tally.
The complete e-voting protocol will both informally and formally be described in
Section 3 below.
As said before, the FOO scheme makes use of an anonymous channel. In their
paper Fujioka, Okamoto and Ohta do not formulate explicit requirements concerning
the anonymous channel however. Several anonymous channels have been proposed
and analyzed. We mention [11,42,39,31,25,48,50] and [20,41].
Informal analysis of the FOO voting scheme [24,43] indicates that it fulfills the
data anonymity requirement. Herschberg, Cranor and Cytron perform informal
analyses of the voting systems EVOX and Sensus [27,18], that are based on FOO.
Herschberg [27] concludes that in the EVOX system the data anonymity aspect is
only compromised if the anonymous channel is broken, that is if the channel reveals
3
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information about the origin of votes to the counter. Cranor and Cytron [18] argue
that the system Sensus fulfills the first part of the privacy requirement and does not
realize the second. In other words, Cranor argues that Sensus fulfills data anonymity
whereas it does not prevent a voter to show that he voted in a certain way. In this
paper we will formally analyze the FOO voting scheme. More specifically, we will
verify to what extent FOO is in line with the given definition of data anonymity.
In their paper [34], Kremer and Ryan present a formal analysis of three security
aspects of the FOO voting protocol. Fairness and eligibility are proven using the
ProVerif tool [8,9], while for privacy they give a manual proof in the applied pi
calculus [1,2]. Their privacy proof consists of verifying that two systems are observationally equivalent. In the first system, voter V1 has vote v1 and voter V2 has
vote v2 , while in the second system voter V1 has vote v2 and voter V2 has vote v2 . If
these systems cannot be distinguished by an observer, the voters and their votes are
unlinkable. This is reminiscent to the control anonymity of the permuation based
approach of [44].
The main difference between their approach and ours is that we define the attribution set of a voter (complementary to the anonymity set), which contains all votes
that can possibly be attributed to a voter. This allows us to measure the anonymity
of a voter, whereas the approach of Kremer and Ryan provides a yes/no answer.
In the case of the FOO protocol this is a useful tool, since Fujioka, Okamoto and
Ohta are not completely clear about the status of the synchronization points they
mention. Are these synchronizations required for the protocol to work? Are there
any possible alternative synchronization points that will do? We will be able to
analyze such questions after determining the attribution sets of the FOO protocol
without synchronization points. This approach also supports to design alternative
approaches to increase the attribution set without providing full anonymity. Such
practical anonymity might be achievable without the mentioned synchronization
points.
Our formalization of the FOO voting scheme exploits an ACP style process
algebra [5,22,7]. In the modeling of [34], the anonymous channel is not made explicit.
In the applied pi calculus, every channel is anonymous unless input and output
can be explicitly linked. By explicitly modeling the anonymous channel here, we
take the opposite stance. Therefore, we can formally show that the level of data
anonymity of the FOO voting scheme depends on two items: (i) the behaviour of
the anonymous channel; (ii) the way of synchronization after the registration phase.
Our formal analysis reveals that from the viewpoint of data anonymity these items
are interrelated. If no synchronization takes place after the registration phase, data
anonymity can only be obtained if extra requirements are put on the anonymous
channel. In the case voters may only start voting after everyone has registered, the
anonymous channel may be less sophisticated. Finally, as explained in Section 5,
our analysis suggests a weakness in case the publication medium is compromised.
This paper is organized as follows. In Section 2 we provide a formal definition of
data anonymity. In Section 3 we describe and specify the FOO voting scheme. Section 4 provides a characterization of anonymity of voters in the FOO voting scheme
in terms of attribution sets, whereas Section 5 presents the resulting vulnerability
analysis. In Section 6 we discuss conclusions and future research.
4
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2

Data anonymity framework

Let Data, Keys, Nonces and Users, ranged over by d, k, n and u, be the primitive
classes of (sensitive) data, keys, nonces and users. The class Terms of terms, ranged
over by ϕ, is given by the BNF
ϕ ::= d | k | n | u | (ϕ, ψ) | {ϕ}k | [ ϕ ]u
So, a term is either a primitive element, a pair of terms, the encryption of a term ϕ
with the key k, or the term ϕ attributed to the user u. The attribution construction [ ϕ ]u is used to associate a term with a user. In particular, we will be interested
in the sensitive data that can be linked to a specific user. We use d ⊆u ϕ to denote
that the datum d occurs in subterm [ ψ ]u of the term ϕ.
We will use the construct [ ϕ ]u in a process description to indicate with respect
to which data we are interested in anonymity. Protocols are modeled such that
none of the agents (including the intruder) can inspect or modify the attribution.
It should be considered as a construct at the meta-level; its sole purpose is to
facilitate verification.
The class Event of events, ranged over by e, consists of triples hsender, receiver, ϕi
representing the communication of the term ϕ from the user sender to the user
receiver. Thus, Event = Users × Users × Terms. In case e = hsender, receiver, ϕi,
we use msg(e) to denote the term ϕ. In a given setting we fix a class Obs ⊆ Event
of observables.
The class Traces of traces, given by Traces = Event∗ and ranged over by t,
consists of all finite traces of events. The semantics of a system S is given by the set
of traces traces(S) ⊆ Traces. We refer to traces(S) as the trace set of the system S.
The function obs : Traces → Traces is defined by
obs(ε) = ε
obs(e · t) = e · obs(t)
obs(e · t) = obs(t)

if e ∈ Obs
if e ∈
/ Obs.

Clearly, for any t ∈ Traces, it holds that obs(t) ∈ Obs∗ . We use the notation ϕ ∈ t
for a term ϕ and trace t if, for some sender sender and receiver receiver the event
hsender, receiver, ϕi is an event of t. We use the notation d ∈u t for a datum d and
trace t if d ⊆u ϕ for some term ϕ ∈ t. We write, for a trace t, ⊥ ∈u t if for no
datum d it holds that d ∈u t. We use a as typical element of Data⊥ = Data ∪ {⊥}.
The class Know of knowledge sets, ranged over by K, is the collection of subsets of terms, i.e. Know = P(Terms). For a particular situation we fix a knowledge set I ∈ Know called the initial intruder knowledge. The auxiliary function
know : Know × Traces → Know, to be given in a minute, returns for a knowledge
set K and trace t the knowledge that is built up starting from the knowledge K
along the trace t. First, we need a notion of closure for knowledge sets. We say that
the term ϕ can be derived from the knowledge set K, notation K ` ϕ, if ϕ can be
derived from K by repetitive use of the derivation rules in Table 1.
The closure closure(K) of a knowledge set K is then given by
closure(K) = { ϕ | K ` ϕ }.
5
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ϕ, ψ `pair (ϕ, ψ)

ϕ, k `enc {ϕ}k

(ϕ, ψ) `left ϕ

{ϕ}k , k `dec ϕ

(ϕ, ψ) `right ψ

[ ϕ ]u `user ϕ

Table 1: Knowledge derivation rules

Based on this notion of closure, the function know can be given by
know(K, ε) = K
know(K, e · t) = know(J, t)
where J = closure(K ∪ {msg(e)}).
Note that the accumulation of knowledge in the definition above, ignores sender
and receiver roles. So, all communication of a trace can be observed. To compensate
for this, we use the function obs to prevent that particular traffic is collected.
In order to deal with encrypted terms we introduce the notion of tagging, an
auxiliary technical mechanism to mark terms that cannot be decrypted by the
observer or intruder. In essence, with keys k, `, m not in the particular knowledge
set, it helps to distinguish, for terms ϕ, ψ and ρ, the two traces {ϕ}k · {ψ}` from
{ρ}m · {ρ}m while identifying the two traces {ϕ}k · {ψ}` and {ψ}` · {ϕ}k . First
we introduce the class Tags of tags with typical element τ . The class TagTerms
is constructed similar to the class Terms but with Tags added as a new primitive
ingredient. Thus, TagTerms, also ranged over by ϕ, is given by the BNF
ϕ ::= d | k | n | u | τ | (ϕ, ψ) | {ϕ}k | [ ϕ ]u .
The class TagTraces is the collection of finite strings of tagged events, i.e. finite
strings of triples hsender, receiver, ϕi where ϕ ∈ TagTerms. A tagging is an injective mapping θ : Terms → Tags. Given a knowledge set K and a tagging θ, the
θ
interpretation function intK
: Terms → TagTerms is given as follows:
θ
intK
(p) = p

for p = d, k, n, u

θ
θ
θ
intK
((ϕ, ψ)) = (intK
(ϕ), intK
(ψ))
θ
θ
intK
({ϕ}k ) = {intK
(ϕ)}k

if k ∈ K

θ
intK
({ϕ}k ) = θ({ϕ}k )

if k ∈
/K

θ
θ
intK
([ ϕ ]u ) = [ intK
(ϕ) ]u .

So, if a term ϕ is encrypted with a key k that does not belong to the knowledge set
under consideration, the composed term {ϕ}k is interpreted as a tag, viz. the tag
θ({ϕ}k ) ∈ Tags yielded by the tagging θ. Now, two traces t, t0 ∈ Traces are considered equivalent with respect to a knowledge set K, notation t ∼K t0 , if they yield the
same knowledge and are equal upto renaming of tags, i.e. know(K, t) = know(K, t0 )
6

Mauw, Verschuren and de Vink

and there exists a bijection β : Tags → Tags such that intLθ (t) = intLβ◦θ (t0 ), for any
tagging θ and L = know(K, t).
For example, for traces t1 = {d1 }k · d2 · {d3 }` , t2 = {d3 }` · d2 · {d1 }k , a knowledge
θ
set K such that k, ` ∈
/ K, and an arbitrary tagging θ, we have intK
(t1 ) = θ({d1 }k ) ·
d2 ·θ({d3 }` ) = τ1 ·d2 ·τ3 where τ1 = θ({d1 }k ) and τ3 = θ({d3 }` ). If β : Tags → Tags is
β◦θ
a bijection of tags that switches τ1 and τ3 , we obtain intK
(t2 ) = β(t3 ) · d2 β(t1 ) =
τ1 · d2 · τ3 . Hence, t1 ∼K t2 . On the other hand, no bijection γ : Tags → Tags
will, assuming τ1 6= τ3 , verify γ(τ1 ) = τ1 and γ(τ3 ) = τ1 . So, for t1 above and
t3 = {d1 }k · d2 · {d1 }k , we have t1 6∼K t3 .
The idea behind tagging is that different bit strings in different runs of the
system can represent the same encrypted information. The difference can be due
to non-essential phenomena, in particular a different choice of nonces in the other
run. The identification of bitstrings does not make sense within the same system
run where different bit strings represent really different data.
Finally, we are in a position to give the definition of our notion of an attribution
set.
Definition 2.1 Let S be a system with set of traces traces(S), set of observables Obs and initial intruder knowledge I. The attribution set AS t (u) of a user u
with respect to the trace t ∈ traces(S) is given by
AS t (u) = { a | ∃t0 ∈ traces(S) : obs(t) ∼I obs(t0 ) ∧ a ∈u t0 }.
Thus, given a system run t, a datum d can be attributed to user u if for some
trace t0 , that is the same as the trace t from the intruder’s perspective, i.e. t ∼I t0 ,
d is in fact associated with u, i.e. d occurs in a subterm that is associated with u in
some message in t0 .
For instance, if u is a voter and t is a run of a voting protocol, then u’s vote
is anonymous in this run if from the viewpoint of the intruder every collected vote
could have been attributed to u. This is the case if AS t (u) contains all votes collected
in t.
The special element ⊥ can be assigned to a user u if in a trace t0 , observational
equivalent to the trace t, no datum d is associated with the user u.
In case traces(S) = { t1 , t2 , t3 } where t1 = [ {d1 }k ]u · [ d2 ]v · {[ d3 ]w }` , t2 =
{[ d3 ]u }` · [ d2 ]v · {[ d1 ]u }k , t3 = {[ d1 ]u }k · [ d2 ]v · {[ d1 ]w }k and d2 6= k, ` ∈
/ I, we have,
for user u, ASt1 (u) = { d1 , d3 } as d1 ⊆u [ d1 ]u ∈ t1 , 1 ∼I t2 and d3 ⊆u {[ d3 ]u }` ∈ t2 .
For user v it holds that ASt1 (v) = {d2 } as only d2 is associated with v. Also, for
user w, we have ASt1 (w) = {d3 } is a singleton. In t2 no data is associated with w,
whereas the trace t3 is not observably equivalent to the reference trace t1 .

3

The FOO voting scheme

In this section we will present the voting scheme proposed by Fujioka, Okamoto and
Ohta in 1992. First, we give an informal explanation, that is used as a basis for an
formal description that follows.
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3.1

Informal description

In this section we will explain the electronic voting protocol proposed by Fujioka,
Okamoto and Ohta [24], also known as the FOO voting scheme. This scheme is
claimed to satisfy a number of security requirements, one of which is privacy of
the voter. We will use the informal representation of the protocol in the Message
Sequence Chart in Figure 1 to explain the protocol. The symbols occurring in the
explanation are summarized in Table 2.
v

voter identity

b(v)

voter v’s ballot

k(v)

voter v’s key

n(v)

voter v’s nonce

cb

{b}k(v)

committed ballot

bcb

cb ∗ n(v)

blinded committed ballot

sv

sigv (bcb)

blinded committed ballot signed by v

sa

siga (bcb)

blinded committed ballot signed by a

check(v)

can v (still) vote?

verifyx (p, sp)

is sp indeed p signed by x?

scb = sa/n(v)

siga (cb)

committed ballot signed by a

L1

public list of encrypted votes

L2

public list of opened votes
Table 2: Symbols used

The protocol describes the communication between an administrator, a number
of voters and a counter. The role of the administrator is to check if the voter is
eligible to vote and to sign the (blinded) ballot of the voter. The role of the counter
is to collect all (anonymous) ballots and to publish them.
We focus on the protocol interactions of an individual voter. Voter v starts
by selecting his random secret key k(v) and a random nonce n(v) and he fills in
his ballot b(v). By encrypting his ballot with his key, he constructs a committed
ballot cb. At a later stage the voter will make his ballot public by (anonymously)
providing cb and k(v). Next, the voter blinds his ballot with his secret nonce, which
yields bcb. For this purpose, he uses the blinding operation denoted by ∗. In order
to ensure that this is his blinded ballot, he signs the result, which gives sv.
The voter sends his identity, the blinded committed ballot and the signed blinded
committed ballot to the administrator in order to allow the administrator to check
that the voter is (still) eligible to vote and to verify v’s signature. The administrator
acknowledges the received ballot by signing it and returning the signed blinded
committed vote sa to the voter. The signing algorithm used by the administrator
8
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Figure 1: The FOO e-voting protocol.

is a so-called blinding signature technique [12]. The purpose is that the voter can
obtain a signed committed ballot from the signed blinded committed ballot by
applying the unblinding operator (denoted by /). Formally, this requires that the
signing and blinding operations commute.
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Therefore, after verifying the signature of the administrator, the voter can deduce scb, which is his committed ballot signed by the administrator. After this, the
role of the administrator ends and the voter communicates to the counter. Messages
sent from the voter to the counter go via an anonymous channel, so that the identity
of the sender of the messages cannot be retrieved.
The voter sends his committed ballot cb and its signed version scb to the counter,
who verifies that it is indeed signed by the administrator. He stores the received
information from all voters in the list L1 and after all voters have voted (or after
some deadline has passed), he publishes this list. Every voter can now verify that
his committed ballot is in the list and sends the key to open the committed ballot
to the counter (again using the anonymous channel). The counter opens the ballots
and finally publishes the second list L2 , containing all open ballots.
Note that we only explained the main line of the protocol. We did not specify
exactly what happens if one of the checks fail due to an attempt to disrupt the
voting by one of the participants. The interested reader is referred to [24] for the
details.

3.2

Formal specification

Next, we provide a formal specification of the FOO voting scheme in process algebra
(see, e.g., [5,22,7]). This process algebra allows us to give a compact and formal
specification of the set of all traces of the FOO voting scheme. However, it should
be noted that, our treatment of anonymity is not tied to any particular specification
formalism, as long as it supports reasoning about traces.
For the reader who is not familiar with the chosen specification language, we
summarize the meaning of the constructs used. A process is specified by means
of a (possibly recursive) equation. A process may be parametrized by a number
of data values. Processes can be combined using operators. We use · to denote
sequential composition, + to denote non-deterministic choice, Σx∈X to denote the
generalization of + over an index set X, k to denote (interleaved) parallel execution, and kx∈X to denote the generalization of k over a index set X. The parallel
composition operator also provides a means to synchronize two processes by synchronizing communicating events. The definition of the communication function
takes the form a | b = c, which expresses that if events a and b occur in parallel,
they will result in event c. In order to encapsulate partial communications (i.e. to
force synchronization of events), the encapsulation operator ∂H is used, where H is
the set of communicating events that have to synchronize.
Apart from these operators at the process level, we will also need some operators
and additional data types at the data level. Most of these have already been defined
above. In addition we define types List1, List2, and Buffer to contain lists of pairs,
lists of triples, and multisets of terms, respectively. We use the operator ⊕ to denote
adding elements to a list as well as to a buffer. The deletion of an element is denoted
by . We denote projection on the n-th element of a tuple by πn , and we extend
this notation to lists of tuples in the obvious way. By V and Ballots we denote the
set of all (potential) voters, and all ballots, respectively. The voters play the role of
the users as introduced in Section 2.
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Since the informal description of the protocol does not specify the precise characteristics of the anonymous channel (surprisingly, no standard definition is available
in the literature) and the publication medium, we will have to take some design
decisions in this respect. Thus, besides the three processes mentioned in the informal specification, we will define two more processes, representing the anonymous
channel and the publication medium.
Therefore, we consider processes
Admin(S), Counter(L1 , L2 ), Channel(B), Publisher(L1 , L2 ),
and a family of processes Voter(v), for L1 ∈ List1, L2 ∈ List2, S ⊆ V, B ∈
Buffer, and v ∈ V. In addition, we use the subprocesses Counter0 , Publisher0 , and
Publisher00 . Using shorthand notation c, a, ch, p for these processes, we denote the
set of sources and destinations for messages by Dest = { c, a, ch, p } ∪ V.
Possible events are taken from the alphabet
E = { sx→y (ϕ), rx→y (ϕ) | x, y ∈ Dest, ϕ ∈ Terms }.
Event sv→a (ϕ), for instance, means that voter v sends a message ϕ, apparently to
the administrator. Likewise, rch→c (ϕ) means that the counter receives a message
ϕ, apparently coming from the channel.
In the formal description, we will use shorthand notation cb for {b}k , bcb for
cb ∗ n, sv for sigv (bcb), sa for siga (bcb), and scb for sa/n(v).
We strive to obtain a minimal specification by leaving out all exceptional behaviour. Having understood the informal description of the protocol in the previous
section, the formal algebraic specification is relatively easy to read. However, we
will explain some of the intricacies of the design decisions that we made.
Voter(v) =
P

b∈Ballots,k∈Keys,n∈Nonces

sv→a (v, bcb, sv) · ra→v (sa) · sv→ch (cb, scb) ·
P
L1 ∈List1,(cb,scb)∈L1 rp→v (L1 ) · sv→ch ({[ b ]v }k , k) ·
P
(L1 ,L2 )∈List1×List2 rp→v (L1 , L2 ).
The voter starts by (non-deterministically) selecting his ballot, key, and nonce.
Without making this explicit by the use of an internal event for this selection process,
we assume that this choice is completely under control of the voter. Moreover, we
require that different voters select different keys and different nonces. After having
sent the first message, the voter receives his blinded committed ballot, signed by the
administrator (sa). As an exception, this read event is not preceded by a summation.
The reason is that, although the voter cannot construct this message himself, it is
possible for him to verify whether the received datum satisfies the requirements.
Given a deterministic signing algorithm, there will be only one such term. The
ability to select only such validly signed term is expressed by the syntactic form of
the expansion of sa, which is siga (bcb), where bcb is known to the voter.
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When the voter opens his ballot, by sending his key via the channel to the
counter, we will have to model that the vote which is to be opened is attributed to
this particular user. This attribution does not influence the behaviour of the system,
nor is it observable by the intruder. The only reason to include this attribution is
to enable the formal analysis of the system by determining the ballots that could be
possibly attributed to this voter. Please notice that we did not require the voters
to explicitly synchronize with the different phases of the election. The only event
that can play this role is the reception of the lists from the publisher.
Admin(S) =

P

v∈V,ϕ∈Terms rv→a (v, ϕ, sigv (ϕ))

· sa→v (siga (ϕ)) · Admin(S \ { v }).

The administration process is parameterized by the set of voters that still have to
vote. After having sent a signed ballot to a voter, the user is deleted from this set.
Counter(L1 , L2 ) =
P
ϕ∈Terms rch→c (ϕ, siga (ϕ)) · Counter(L1 ⊕ (ϕ, siga (ϕ)), L2 )
+ sc→p (L1 ) · Counter0 (L1 , L2 )
Counter0 (L1 , L2 ) =
P

ϕ∈π1 (L1 ),k∈Keys,deck (ϕ)∈Ballots rch→c (ϕ, k)

· Counter0 (L1 , L2 ⊕ (ϕ, k, deck (ϕ)))

+ sc→p (L2 ).
The counter proceeds in two stages, which are modeled by two different process
variables. In the first stage the counter receives a term signed by the administrator.
The transition from the first to the second stage is modeled in a non-deterministic
way. This allows us to validate the system in case the counter makes this transition
“too early”. In the second stage the counter accepts keys which allow him to
unpack the committed ballots. We remark that the condition ϕ ∈ π1 (L1 ) should be
interpreted as not to take the user attribution in ϕ into account. The end of the
second stage is also modeled non-deterministically.
Channel(B) =
P

v∈V,ϕ∈Terms rv→ch (ϕ)

+

P

ϕ∈B sch→c (ϕ)

· Channel(B ⊕ {ϕ})

· Channel(B

{ϕ}).

The anonymous channel receives messages from a voter, which are added to the
buffer. Alternatively, the channel can select any message from the buffer and pass
it on to the counter.
Publisher(L1 , L2 ) =

0
L01 ∈List1 rc→p (L1 )

P

· Publisher0 (L01 , L2 )

Publisher0 (L1 , L2 ) = kv∈V sp→v (L1 ) k rc→p (L02 ) · Publisher00 (L1 , L02 )
Publisher00 (L1 , L2 ) = kv∈V sp→v (L1 , L2 ).
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The publisher process accepts a list from the counter and sends it to all voters. In
the course of publishing the first list, the publisher can also receive the second list,
after which this list gets distributed too.
Finally, we specify the complete system FOO as the parallel composition of all
its agents. Hence,
FOO = ∂H (kv∈V Voter(v) k Admin(V) k Counter(∅, ∅) k Channel(∅) k Publisher(∅)).
We initialize the administrator with the set of all voters, and the other processes
with empty lists and buffers. The communication function matches read and sent
events, i.e.
sx→y (ϕ) | rx→y (ϕ) = cx→y (ϕ)
for x, y ∈ Dest and ϕ ∈ Terms. The events cx→y (ϕ) are the concrete versions of
the abstract events hx, y, ϕi introduced in Section 2. The set H of encapsulated or
forbidden events is given by
H = { sx→y (ϕ), rx→y (ϕ) | x, y ∈ Dest, ϕ ∈ Terms }.
The set of traces traces(FOO) of the specified system now easily follows by applying the familiar operational semantics described in e.g. [5]. The definition of the
anonymous channel requires that its input events cannot be observed by the intruder. Therefore, we define the set of observable events Obs = { cx→y (ϕ) | (x, y) 6=
(v, ch), ϕ ∈ Terms }. We will not provide a precise definition of the initial intruder
knowledge I. The reason is that we will consider the situation where all voters are
trusted, as well as the situation in which some voters may be untrusted. Untrusted
voters will be modeled by assuming that their chosen ballot, key and nonce are in
the initial knowledge of the intruder.

4

The FOO attribution set

For the characterization of the attribution set of a voter we need an auxiliary definition. The predicate acmatch(i, t) holds true iff in trace t upto position i the
number of blinded votes signed by the administrator exactly matches the number
of covered votes received by the counter. The specific property of an index i such
that acmatch(i, t), in a trace t of the FOO system, is that voters that have been
registered no later than position i in t must have sent one of the covered votes
collected by the counter upto this point.
Definition 4.1 The predicate acmatch is given by
acmatch(i, t) ⇐⇒ i ≤ len(t) ∧
#{ j | j < i ∧ ∃v, sa : t[j] = ca→v (sa) } =
#{ j | j ≤ i ∧ ∃cb, scb : t[j] = cch→c (cb, scb) }.
The set of indices chunk(i, t) for an index i and trace t such that i ≤ len(t) is given
by
{ j | (j < i → @h : j ≤ h < i ∧ acmatch(h, t)) ∧
(i < j → @h : i ≤ h < j ∧ acmatch(h, t)) }.
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It holds that, if j ∈ chunk(i, t) and t[j] is a registration sent by the administrator
or a covered vote received by the counter, than t[j] is matched by a corresponding
covered vote or registration t[h], respectively, with h ∈ chunk(i, t).
Given the above definition we are in a position to precisely describe the attribution set of a voter v with respect to a trace t of FOO. The characterization
theorem 4.2 states that the attribution set of a voter v with respect to a trace t
of FOO contains a ballot b if a covered vote, that apparently carried b, has been
received by the counter in the same chunk as v’s registration. Moreover, voter v
could possibly not have voted at all (either because her covered vote or her opening
did not reach the counter in time) if a registration of a voter in the chunk of v
remains unmatched, or all registrations of voters in the chunk of v are matched but
not all are opened in the end.
Theorem 4.2 For all v ∈ V and t ∈ traces(FOO) it holds that
AS t (v) =
{ b | ∃i, j, `, sa, scb, k, v 0 :
t[i] = ca→v (sa) ∧
i < j ∧ j ∈ chunk(i, t) ∧
t[j] = cch→c ({b}k , scb) ∧
t[`] = cch→c ({[ b ]v0 }k , k) } ∪
{ ⊥ | ∃i, sa :
t[i] = ca→v (sa) ∧
@j : i < j ∧ acmatch(j, t) } ∪
{ ⊥ | ∃i, j, sa, cb, scb, k :
t[i] = ca→v (sa) ∧
i < j ∧ j ∈ chunk(i, t) ∧
t[j] = cch→c (cb, scb)∧
@` : t[`] = cch→c (cb, k))) }
Proof. Directly from Lemma 4.5 and Lemma 4.8 below.

2

So, Theorem 4.2 states that the attribution set AS t (v) of a voter v with respect to
a trace t of the FOO system, contains a vote b iff
•

the registration of v of her blinded committed vote bcb is confirmed by the administrator, i.e. v receives sa = siga (bcb), at some position i in t,

•

at some position j in t, the counter received a covered vote {b}k together with
the administrator’s signature scb for {b}k

•

that could have matched the registration conformation at position i, i.e. the
position j is later than i in t and is in the same chunk of t as i is,

•

whereas the opening of the covered vote {b}k , i.e. the receipt of the counter of
the pair ({b}k , k), at some position ` in t, yields the vote b.

The special element ⊥ is included in AS t (v) iff the registration of voter v was
confirmed by the administrator at position i in t, but
•

registrations and deposits of committed ballots where never in balance since then,
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i.e. for no position j later than i in t the predicate acmatch(j, t) holds, so that
voter v may not have sent her vote to the counter at all or that her vote was lost
underway, or,
•

there is a committed ballot that could match v’s registration, i.e. for some position j later than i and in the same chunk as i in t, which is never opened, i.e. the
corresponding key k never reached the counter.

Note that an opening ({b}k , k) as described above, may originate from a voter v 0
different from v. Thus, with the meta-level annotation to attribute data to users in
processes (not interpreted at the process level) the action cch→c ({[ b ]v0 }k , k) occurs
at position ` in the trace t, rather then cch→c ({[ b ]v }k , k) or cch→c ({b}k , k).
The two inclusions underlying a proof of the theorem have been split over two
lemmas. First we collect a few properties of the traces of FOO that follow straightforward from the definitions.
Lemma 4.3
(a) b ∈v t iff ∃i : t[i] = cch→c ({[ b ]v }k , k).
(b) t[i] = cch→c ({[ b ]v }k , k) implies ∃g, h, n :
g < h < i ∧ t[h] = cch→c ({b}k , siga ({b}k )) ∧ t[g] = ca→v (siga ({b}k ∗ n)). 2
The next lemma states that acmatch and hence chunk respect the equivalence ∼I .
The lemma follows from the observation that the matching is based on the senderreceiver information and the form, not the content, of events.
Lemma 4.4 Suppose t ∼I t0 and k ∈ know(I, t). If t[i] = cch→c ({b}k , siga ({b}k )) ∧
2
acmatch(i, t) then ∃i0 : t0 [i0 ] = cch→c ({b}k , siga ({b}k )) ∧ acmatch(i0 , t0 ).
Next we prove half of the characterization theorem.
Lemma 4.5 Let RHSt (v) be short for the concrete characterization of ASt (v) as
given by Theorem 4.2. Then it holds that ASt (v) ⊆ RHSt (v), for every voter v and
trace t of FOO.
Proof. Let t ∈ FOO and v ∈ V. Assume b ∈ AS t (v). Pick t0 ∈ traces(FOO)
such that t0 ∼I t and b ∈v t0 . From Lemma 4.3 we obtain that t0 [i0 ] =
ca→v (siga ({b}k ∗ n)), t0 [j 0 ] = cch→c ({b}k , siga ({b}k )) and t0 [`0 ] = cch→c ({[ b ]v }k , k)
for some indices i0 , j 0 and `0 and suitable key k and nonce n. Note k ∈ know(I, t0 ),
so the term {[ b ]v }k can be interpreted. Since t ∼I t0 if follows that, for suitable
indices i, j and `, t[i] = ca→v (ϕ), t[j] = cch→c (ψ), t[`] = cch→c (ρ) for terms ϕ,
ψ and ρ that correspond to siga ({b}k ∗ n), ({b}k , siga ({b}k )) and ({[ b ]v }k , k), respectively. From the definition of the administrator and voter processes of FOO it
follows that ϕ = siga ({b0 }k0 ∗ n0 ) for some ballot b0 , key k 0 and nonce n0 , as this is
the only type of communication from the administrator to voter v. Since both ψ
and ρ can be completely interpreted by the intruder modulo the user attribution, we
get that ψ = ({b}k , siga ({b}k )) and ρ = ({[ b ]v0 }k , k) for some voter v 0 . It remains
to show that j ∈ chunk(i, t). As i0 and j 0 match in t0 , this follows from Lemma 4.4
since t ∼I t0 .
Assume ⊥ ∈ AS t (v). Pick again t0 ∈ FOO such that t0 ∼I t and ⊥ ∈v t0 .
We distinguish two cases: (i) voter v did only register; (ii) voter v sent in her
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covered vote, but did not open it. In the first case, we have, for some index i and
suitable b, k and n, t0 [i] = ca→v (siga ({b}k ∗ n)) but for no index j, j > i, it holds
that t0 [j] = cch→c ({b}k , siga ({b}k )). So, t0 [j] remains unmatched. In the second
case, we can pick indices i and j such that t0 [i] = ca→v (siga ({b}k ∗ n)), t0 [j] =
cch→c ({b}k , siga ({b}k )). As t0 [i] and t0 [j] match, it follows that j ∈ chunk(i, t0 ). By
the assumption on unique keys and ⊥ ∈v t0 we derive that for no index ` it holds
that t0 [`] = cch→c ({[ b ]v }k , k). Exploitation of the equivalence t ∼I t0 , similar to
the reasoning above, yields corresponding indices of t. It follows that ⊥ ∈ RHSt (v)
too.
2
For the proof of the other half of Theorem 4.2 we need a combinatorial result.
Suppose a’s and b’s come in pairs with the a of a pair preceding the corresponding b
(such as registrations and covered votes in traces of FOO). In general, one can not
change the arrangements of pairs without disturbing the precedence. E.g., in the
trace a1 a2 b1 b2 we can swap b1 and b2 while maintaining a1 ≺ b1 and a2 ≺ b2 , but
in a1 b1 a2 b2 we cannot. Roughly speaking, as long as some a is in the same chunk
as any b with a ≺ b, we can find a pairing containing a pair of the occurrences of
the particular a and b that respects the precedence.
Lemma 4.6 Let w be a string of length 2s in which the symbols ar , br , for 1 ≤ r ≤
s, all occur exactly once. If
(i) ar occurs before br , for all r, 1 ≤ r ≤ s, and
(ii) w has no proper prefix with an equal number of a’s and b’s
then, for any two p, q, 1 ≤ p < q ≤ s, there exists a permutation π of {1, . . . , s} such
that π(q) = p for which the string w0 obtained from w by replacing each br by bπ(r)
satisfies properties (i) and (ii).
Proof. Induction on s. Base case, s = 1: trivial. Induction step, s + 1: Pick
indices p and q, 1 ≤ p < q ≤ s + 1. If aq occurs before bp swapping of bp and bq
clearly satisfies the claim. So, suppose bp occurs before aq in w. By condition (ii),
for some r it holds that bp occurs between ar and br . The string w0 of length 2s
obtained from w by first applying the swapping of bp and br and then removing
the pair ar , br satisfies the two conditions. By induction hypothesis, there exists
a permutation π on {1, . . . , s + 1}\r and a corresponding string w00 satisfying (i)
and (ii). The permutation π 0 that extends π with π 0 (r) = r and the string w000
obtained from w00 by inserting the pair ar , br back again verifies the claim.
2
Example 4.7 Put a1 = w, a2 = x, a3 = y, a4 = z and b1 = W , b2 = X,
b3 = Y , b4 = Z. The string wxXyzZY W satisfies the requirements (i) and (ii) of
Lemma 4.6 above. For indices 1 and 2, we can simply swap W and X obtaining
wzW yzZY X for a permutation that maps 1 to 2. For the indices 2 and 4, we
cannot, on wxXyzZY W , do a similar swapping of X and Z, as z would then no
longer preceed Z. Therefore, we use W as auxilliary permuting element by mapping
2 to 4 (as intended) and 4 to 1, 1 to 2 yielding wxW yzXY Z.
We next prove the remaining part of the characterization of FOO’s attribution set.
Lemma 4.8 It holds that RHSt (v) ⊆ ASt (v), for every voter v and trace t of FOO.
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Proof. Suppose t ∈ FOO and v ∈ V. Pick b ∈ RHSt (v). We consider
the typical case that v timely submits its covered vote and opening, leaving the
other two degenerate cases to the reader. Choose suitable indices, data elements
and voter v 0 such that t[i0 ] = ca→v (siga ({b0 }k0 ∗ n)), t[j] = cch→c ({b}k , scb),
t[`] = cch→c ({[ b ]v0 }k , k), t[i] = ca→v0 (siga ({b}k ∗ n)), t[j 0 ] = cch→c ({b0 }k0 , scb 0 ) and
t[`0 ] = cch→c ({[ b0 ]v }k0 , k 0 ). Moreover, i < j and j ∈ chunk(i, t). By the matching
lemma 4.6 we can arrange for a trace t0 of FOO such that t0 ∼I t and voter v
submits a covered vote containing b. It follows that b ∈ AS t (v).
Suppose ⊥ ∈ RHSt (v). Suppose data that t[i] = ca→v (siga ({b}k ∗ n)) and for
no j, j > i, it holds that acmatch(j, t), for suitable indices. Then there exists h ∈
chunk(i, t) such that t[h] = ca→v0 (siga ({b0 }k0 ∗ n0 )), but t[j] = cch→c ({b0 }k0 , scb 0 )
for no j. Hence, for no `, t[`] = cch→c ({[ b0 ]v0 }k0 , k 0 ). By rearranging the activity
of v and v 0 we find a trace t0 ∈ FOO such that t ∼I t0 and, for no `, t0 [`] =
cch→c ({[ b0 ]v }k0 , k 0 ). Thus ⊥ ∈v t0 and ⊥ ∈ ASt (v). The other case is similar and
omitted.
2

5

Vulnerability analysis

In this section we interpret the results above and discuss (potential) vulnerabilities
of the FOO voting scheme. Rather than providing a yes/no answer to the question
whether the FOO voting scheme satisfies the privacy requirement claimed by Fujioka, Okamoto and Ohta, we have calculated the set of all ballots that could be
attributed to a given user. There are several ways in which we can use this information to assess the vulnerability of the FOO voting scheme to privacy attacks.
Synchronization
The precise description provided by Theorem 4.2 is a starting point to look
for ways to influence the privacy of the voter beneficially. In order to avoid the
situation that votes are being submitted to the counter while voters are still able
to register, Fujioka, Okamoto and Ohta suggest, as modeled in [34], to synchronize
the registration, sending and opening of ballots of voters. However, the authors
of [24] make not explicit which synchronizations are essential. The same applies to
the privacy analysis that is part of [34].
One can distinguish three phases in the voting process: all registration takes
place before any sending of ballots; openings are sent only after all votes have
been sent in. This can be arranged by having explicit time lines. Looking at our
specification, we find two places where synchronization may be implemented. The
first way to synchronize affects the behaviour of the voters: they will have to wait
until a certain deadline has passed before they submit their vote to the anonymous
channel. After this deadline they will not try to register anymore. Disadvantage,
when elections take place at a large scale, is that voter processes span a relatively
large time frame. This may be undesirable from a usability point of view if such is
at the responsibility of each individual voter. Therefore, as our formal specification
facilitates, it is better to have the synchronization at another place, viz. to have
the anonymous channel in charge for this. The anonymous channel specified above
already starts producing output while still accepting input. One can adapt the
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process such that it first collects all inputs and only then starts to transmit:
Channel(B) =

P

Channel 0 (B) =

P

v∈V,ϕ∈Terms rv→ch (ϕ)
ϕ∈B sch→c (ϕ)

· Channel(B ⊕ {ϕ}) + Channel 0 (B)

· Channel 0 (B

{ϕ}).

(Further details to deal with time or voter counting have been suppressed here.)
This implements a synchronization point and solves the problem. Note that, the
solution boils down to the plain old ballot box which may only be opened for
counting after collection of the votes.

Active intruder
Taking the intruder’s perspective the goal is to minimize the attribution set for a
(or any) voter. In case of a malicious administrator in a non-synchronized system,
he can distinguish the ballot of the first voter by delaying all other voters until
the first voter’s ballot is transmitted by the anonymous channel. If time allows to
repeat this process, the intruder can jeopardize the privacy of all voters.
In a synchronized system, though, at the publisher side a similar attack is possible for an active intruder, i.e. a malicious party that also adapts the information sent
out to voters: Instead of presenting the voters with the correct list L1 of committed ballots, the intruder blocks this communication (or takes over control over the
publisher process) and sends a specific voter v1 with a list with only one entry from
the original list and all other entries garbled. All voters different from v1 receive
a completely garbled list. Now two cases should be distinguished: the remaining
entry indeed was the covered vote of v1 or it was not. In the former case, v1 will be
the only voter sending in his opening, since the other voters will miss their covered
votes from the list. In the latter case, all voter processes block as their covered
votes are missing. Thus, for a population of n voters, chances are 1 out of n that
the privacy of a single voter, v1 in our case, is compromised. In the possibilistic
stance this amounts to stating that an active intruder has for any voter a trace that
violates the voter’s anonymity.
Although havoc may result from complaints of voters missing their covered votes
from the published list, one may even try to stretch the approach a bit further.
Instead of only presenting voter v1 with a list with only one valid entry, now voter v1
gets a list that is scrambled except for entry e1 , voter v2 gets a list that is scrambled
except for entry e2 , and so on. The qualitative interpretation then yields that the
intruder has a trace in which all votes are revealed. However, as a variation of
the well-known drunker sailor problem [37], it follows, by linearity of expectation,
that the expectation of the number of voters of which the privacy is breached is 1
only, thus showing no improvement (from the intruder’s perspective) on the earlier
attack. Due to their modeling of the privacy requirement, the analysis of the FOO
protocol by Kremer and Ryan [34] did not reveal this weakness. In future work we
aim at providing a precise analysis in which a Dolev-Yao intruder is modeled at the
same level as the present representation of the processes involved.
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Dummy votes
An alternative manner to enlarge the voter’s attribution set is by exploiting
the anonymous channel. Before any activity of voters, the anonymous channel
accumulates a sufficient amount of signed dummy ballots from the administrator
in the same way an eligible voter would do. Note that, the administrator is aware
of the number of dummy votes that is generated this way. Next, when a regular
voter presents a blinded committed vote to the anonymous channel, the channel not
only outputs any of the regular votes it chooses, but also arbitrary many of its own
registered dummy votes. The team of administrator and counter will not be able
to tell the dummy votes and regular votes apart. As soon as the counter publishes
the blinded committed vote on the first list of received votes, the voter can submit
its opening without endangering its privacy.
The reason of the increased privacy lies in the size of the chunks, or rather,
chunk. The predicate acmatch will only hold after the last bit of dummy votes have
come out of the channel. if plenty of these are at disposal of the channel, this can
be prolongated well after the last voter has sent in both its blinded vote and the
opening thereof. Therefore the attribution set of all voters will be the set of all
opened votes, together with ⊥, if applicable.
As is to be expected, the increased anonymity without a two or three phase voting regime comes at a price. The anonymous channel needs to be trusted, not only
for prudence when dealing with private information as before, but also regarding the
very outcome of the election. Obviously, the channel can cover the number of votes
for any option on its part and open this after the votes have been collected. The net
outcome will then be the grand total per option minus the number of dummy votes
for this option. However, there is a priori no guarantee that the channel will deliver
the votes it commits itself to, as long as there is no control mechanism in place for
this. It is conjectured that zero-knowledge techniques can help here, a topic for further investigation. It is noted though, that the formal description of the attribution
set as given by Theorem 4.2 has catalyzed the above line of reasoning, that is, to
our best knowledge, not conceived before.
Unlinkability
One of the drawbacks of a formal verification is the fact that it considers a formal object, rather than an actual implementation. While implementing the protocol
many decisions have to be made, e.g. with respect to the actual cryptographic primitives. A concrete cryptographic algorithm may have certain properties, which in a
particular setting could be used by an intruder to his advantage. In the FOO voting
scheme anonymity of the voter essentially depends on the unlinkability between two
events: the sending of a blinded committed ballot to the administrator and the
sending of the committed ballot (and its corresponding key) to the counter. Now, if
the implementation allows an observer to link these events, anonymity is breached.
Such vulnerabilities could e.g. be introduced by naive use of a probabilistic signing algorithm or by including network information of the voter in the payload of
messages and thus to travel unmodified through the supposedly anonymous channel.
In case a Public Key Infrastructure is adopted when implementing the FOO voting scheme, then also possibilities might emerge for linking the blinded committed
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ballot bcb to the committed ballot cb. More specifically, one could think of an implementation of the FOO voting scheme where the administrator sends the signed
blinded committed vote to the voter together with its public key and corresponding
certificate. The certificate was created by the Certification Authority (CA). The
voter can check the validity and integrity of the received public key by checking the
corresponding certificate.
If the CA is not strictly separated from the administrator, then an attack is
possible in the following way: The administrator generates a public/secret key pair
for each voter and asks the CA to generate a certificate for each public key. The
administrator signs the blinded committed ballot of each voter with a different secret
key. He sends the signed blinded committed vote together with the corresponding
public key and its certificate to the voter.
The voter checks the certificate of the received public key and verifies the signature of the blinded committed vote. Subsequently, he unblinds the signature and
sends the unblinded signature to the counter. The counter (together with the administrator) can determine the identity of the voter by finding out what public key
matches the received signature.
Another problem might arise if the administrator adopts a group signature
scheme. Group signatures, see e.g. [14], denote a signature scheme where each
member of a group can generate a signature. The receiver (i.e. the voter in our
case) cannot find out what group member generated it. When the administrator
uses a group signature scheme he can act as a specific group member. Thus he has
got the possibility to generate a signature specific for a certain voter. This leads to
a link between the blinded committed ballot and the committed ballot.
Conspiring voters
In principle, a flooding attack might be possible in the presence of malicious
and conspiring voters, affecting the availability of the system. However, if the
system is synchronized in any of the two ways indicated above, conspiring agents
can hardly influence the privacy of other agents. In order to model conspiring
voters, we extend the initial intruder knowledge with the ballots, keys and nonces
of the malicious voters. Repeating the calculation of the attribution set with this
extended intruder knowledge will give a reduction of the attribution set as the
ballots from the conspiring voters can be identified and deleted. We will not provide
these calculations, since they are a straightforward extension of the case without
conspiring voters. Care has to be taken to define the acmatch predicate in order to
skip communications of the conspiring voters.

6

Conclusions

The main contribution of this paper is the definition of an attribution set. This
set consists of all objects that can possibly be attributed to some user, given the
observations of an intruder. It can be considered a measure for the data anonymity
of the user. If, for some system, this attribution set can be calculated in an explicit
form, it will give insight in the vulnerabilities of the system and it can be used to
strengthen the protocol.
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The analysis of the FOO voting scheme clearly supports our view. Not only
did it show how an intruder could try to break anonymity, it also showed that a
synchronization point would solve the problem. We indicated two possibilities for
such a synchronization, one of which was not considered by the designers of the
FOO voting scheme. Our analysis also revealed some other possible weakness. If
the communication from the publisher process to the voters is compromised, the
intruder can manipulate this in such a way that at least one vote can be attributed
to its voter. Furthermore, a weakness occurs if the administrator can manipulate
the distribution of his public signing key.
Common experience with the use of formal methods shows that the act of formalizing clarifies the assumptions underlying the correctness of a system. The
original description by Fujioka, Okamoto and Ohta suffers from underspecification
(the properties required from the anonymous channel are not made clear) as well
as from overspecification (cryptographic algorithms are chosen, rather than their
relevant properties). Our specification and analysis clarified some of these issues.
Our work can be extended in several directions. First of all, our specification
only considered the main operation of the protocol: whenever an unexpected situation occurs, the involved agent will simply deadlock. In the original description
such exceptions are treated in a more meaningful way. However, we think that
such exception handling is not essential for reaching privacy, but to satisfy other
properties. A second extension, as mentioned above, is to consider a Dolev-Yao
intruder modeled as a first-class citizen, instead of an eavesdropping intruder as in
the present setting. Our current analysis hints at system flaws in this setting, but
further work on modeling synchronization is needed to make this precise. A last
promising point for follow-up research is to look for zero-knowledge mechanisms for
a secure injection of dummy votes, so that the attribution set of all voters can be
maximized without putting unnecessary trust in the anonymous channel.
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Abstract
Nowadays, geographic information is increasingly used by several entities around the world. Then, the
need of sharing information from different sources is an obvious consequence from such proliferation of
systems. Unfortunately, integrating geographic information is not a trivial issue. We must deal with several
heterogeneity problems, which increase complexity of integration approaches. In order to alleviate some
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1

Introduction

Currently, newer and better technologies and devices are being created in order
to capture a large amount of information about Earth. Nowadays, GPS (Global
Positioning System) technology is so common that it is spread all over around such
as in cell phones, cars, etc. All of this geographic information is analyzed and stored
at different levels of detail in Geographic Information Systems (GIS), possibly
distributed on the Web. Then, a fast search for geographic information on the Web
will return several links representing different parts of our World. But, what does
happen when someone needs information that is divided into more than one system?
For example, information about rivers in Patagonia can be obtained by querying
two or more different systems. Even distribution of information is one of the problems, there are some others: these systems have been developed by different entities
1
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with different points of view and vocabularies, and here is when we have to face
heterogeneity problems. They are encountered in every communication between
interoperating systems, where interoperability refers to interaction between information from different sources involving the task of data integration to combine data.
Two systems sharing data representing rivers can be an example to clarify
different types of heterogeneity problems as follows [13]: heterogeneity in the
conceptual model – one system represents a river as an object class and the
other as a relationship; heterogeneity in the spatial model – rivers can be represented by polygons (or a segment of pixels) in one system, while they are
represented by lines in the second system; structure or schema heterogeneity
– both systems hold the name of a river but one keeps information about the
border; and semantic heterogeneity – one system may consider a river as a
natural stream of water larger than a creek with border and the other defines a
river as any natural stream of water reaching from the sea, a lake, etc. into the land.
In this work we focus on the last problem, semantic heterogeneity, during the
schema integration of different but related information sources. Generally speaking, two essential tasks are involved in the semantic integration process: semantic
enrichment and mapping discovery [34]. The main goal of Semantic Enrichment is
to reconcile semantic heterogeneity, so it involves adding more semantic information about the data. Various proposed approaches add extra semantic information
through the use of metadata or ontologies. We are particularly interested in those
using ontologies because, by definition, they provide a vocabulary to represent and
communicate knowledge about the domain and a set of relationships containing the
terms of the vocabulary at a conceptual level. Ontologies are actually extensively
proposed as tools to face heterogeneity problems. For example, different proposals
are using formal ontologies to enrich the conceptual schema and thus to improve
the integration process [7,8,13,14].
The semantic enrichment task is essential to reach the second task, Mapping
Discovery. Several surveys [15,17] have been presented analyzing different proposals
related to semantic matching, i.e. building of mappings. As we build our process
upon finding of mappings, we further describe some of these proposals in Section 2.
Our approach is focused on searching mappings between two geographic ontologies. These mappings are used to generate a global integrated ontology containing
the structure of data of a federated system, which includes a set of distributed and
autonomous sources of data.
Our proposal is at schema level, that is, instances of concepts are not taken into
account but only the structure of data. From these data, formal ontologies are built
based on geographic standards and using classes, properties, constraints, etc. All of
these elements of the ontologies are taken into account in the process of searching
mappings. Novelty of our proposal bases on that not only taxonomic relationships
are considered but also more complex elements of the ontologies.
Additionally, we should consider the following hypothesis tested by Mark et al.:
“geographic and non-geographic entities are ontologically distinct in a number of
28
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ways”. Their experiments tested the degree to which ordinary people can code the
geographic domain at conceptual level. As a conclusion of this study, there is a set
of geographic terms that have higher frequency, that is, they are more recurrent
terms. In principle, by knowing which these terms are, the similarity process could
be simplified.
As formal ontologies are used by our proposal, a logical formalism is needed
to represent them. As Cocchiarella wrote 4 “Formal ontology is a discipline in
which the formal methods of mathematical logic are combined with the intuitive,
philosophical analyzes and principles of ontology”. In particular, Description Logic
[2] has been selected to formalize our ontologies. Besides capabilities any logic
language provides, reasoning systems capable of processing such formalism exists.
Thus, our proposal takes advantage of these features and applies them in the
inferred mapping process.
This paper is organized as follows: next Section presents related works in the
literature together with relations to our approach. Then, an overview of the architecture briefly describing the main components of our proposal is presented in
Section 3, followed by a description of our integration process. Then, a case study
illustrating the application of our method is shown in Section 4. Future work and
conclusions are discussed afterwards.

2

Related Work

Mapping discovery by using ontologies has being extensively investigated during
the last years. Various approaches have emerged proposing processes and techniques to find similarities between elements of different but related ontologies.
Some approaches [4,22,24,25,26] involve non-specific information systems and others [13,31,32,34,36] are specifically oriented towards geographic information. Both
groups complement each other because solutions proposed by some of them can be
used by others. For example, the similarity functions proposed in [32] have been
applied in [4].
With respect to the first group, OBSERVER [25] is one of the approaches more
referenced in the literature. It defines a model for dealing with multiple ontologies
avoiding problems about integrating global ontologies. One important component in
OBSERVER is the IRM (Interontology Relationships Manager) shared repository.
It can be seen as a catalog of semantics of the system used to solve the “vocabulary
problem” (heterogeneous vocabularies used to describe the same information). The
IRM component supports ontology-based interoperation by defining several kinds of
interoperable relationships as synonym, hyponym, hypernym, overlap, etc. among
the terms of different (locally developed) ontologies. These relationships are necessary to map the elements of the ontologies, but OBSERVER does not propose a
semantic matching method, so the mappings must be found manually.
Additionally, examples of semantic matching methods are described in
[4,22,24,26]. For example, [26] and [24] propose two similar ontology-merging tools.
4
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On one hand, the PROMPT tool described in [26] proposes an interactive tool
that guides the user through the merging process. However the main problem with
the PROMPT tool is that it is highly dependent on the names of the concepts in
the ontology. On the other hand, Chimarea [24] provides support for merging of
ontological terms from different sources, checking the coverage and correctness of
ontologies and maintaining ontologies over time. Except for several situations referring to structural aspects of the ontologies, Chimarea does not make any suggestion
to the user; and the only relation that Chimarea considers is the subclass/superclass
relation.
Another proposal for semantic matching is introduced in [22], where a lexical
and a conceptual layer are used to find similarities. At the lexical level, the method
uses a lexical function called lexical similarity measure (SM). At the conceptual
level, concepts (classes and properties) are compared taking into account the
taxonomies in which they appear. However, some types of properties are not
considered by this method.
With respect to the second group, which involves geographic information, the
work in [31] presents a combination of two different approaches to similarity assessment – the feature matching process [35] and the semantic distance. Common
features increase the similarity value and distinct features decrease it. The main
disadvantage with this method is that the similarity values cannot be calculated neither automatically nor semi-automatically due to the high dependence on natural
language descriptions.
Another example is the work introduced in [13],which defines a method by using
ontologies represented by a logical language to integrate data base schemata. A
reasoning system is used to merge ontologies based on a set of inferred similarity
relations. Source ontologies are built based on the elements of source schemas and
taking into account a higher-level ontology (which is an ontology with general terms
and minimum constraints). The results are formal ontologies written in description
logic. As these source ontologies are based on a higher-level ontology (that is, they
include this ontology in their definitions and add more detailed definitions for some
other elements), the reasoning system only has to find similarity relations between
them. The PowerLoom [21] reasoning system was used to evaluate DL definitions.
In the ODGIS (Ontology-Driven Geographic Information Systems) approach [6]
authors introduce a framework for the integration of geographic information. This
framework has two main aspects, the knowledge generation in which the ontologies
are specified and the knowledge use in which a group of components interact to
answer a query (by using mechanisms to retrieve instances of instances of classes
from ontologies). Particularly in the first one, ontologies of different level of detail
are specified – a high-level ontology (at the top level), domain ontologies (based on
the the previous one), and task ontologies are some of them. The main contribution
of this approach is the use of roles denoting different functions an object can take
depending on the perspective. Thus, each entity of an ontology can play many
roles. Roles and hierarchy mechanisms are used as a tool to integrate the different
ontologies.
Finally, in [34] by using conceptual models and description logics, a method30
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ology for the integration of spatio-temporal conceptual schemas is defined. The
sources to be integrated are represented by using the MADS conceptual data model
(Modeling of Application Data with Spatio-temporal features [27]) with its multiple
representation capabilities [28] in order to manipulate geographical information
through multiple perspectives of the same information. The proposal is based on
the specification and use of inter-schema knowledge, that is, they are not focused
on the semantic matching activity but on a methodology to build an integrated
system. An expert designer is responsible of finding the possible mappings between
two MADS conceptual models. Description logic reasoning services are used to
check the satisfiability of the set of inter-schema mappings. The model has a rich
spatio-temporal semantics, but the mappings must be discovered manually.
By implementing two kind of processes, logic and non-logic, our method combines two aspects of the integration problem. Firstly, a formal language is used in
order to represent the ontologies. These “formal ontologies” are built based on the
standards defined for geographic information systems. By representing ontologies
with a formal language, we find new relations taking advantage of the logic of data.
A reasoning system is used to perform inferences about the defined taxonomy. Thus,
implicit relations are found and added to the ontologies.
The second important aspect is the syntactic and structural analysis of the
elements of the ontologies. These analyzes are aimed at finding similarities that can
not be found by the logic process. Therefore, both processes complement each other.
Comparing our proposal with those in the literature, some points in common can
be found with respect to the proposal described in [13]. For example, Description
Logics is used as a tool to represent domain ontologies in order to take advantage of
the inference mechanisms. But in [13], domain ontologies must commit to the same
high-level ontology to allow the reasoning system to start the integration process.
Thus, domain ontologies are not independent because different communities must
agree with the high-level ontology. Another proposal with some similarities with
respect to ours is the ODGIS approach [6]. The way semantic granularity is managed by this approach is applied to our methodology (looking for the first possible
intersection going upward in the ontology trees); however we do not use ontologies
of different levels of detail. As differences, this proposal needs human intervention
(on the ontology creation and on the role definitions) and uses a reduced set of semantic relations (is-a, part-of, and whole-of). Besides, as in [13], domain ontologies
are based on a high-level ontology.

3

Overview of our Architecture

In previous works [4,5], we have proposed a layered-based architecture (Figure 1)
to integrate different information sources by using ontologies. Besides, an ontologymerging method based on the components of this architecture has been defined.
There, the ontologies can be non-formal because syntactic and semantic relationships are only taken into account. The method contains three levels (syntactic,
semantic and user level) allowing a user to find several correct mappings.
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Fig. 1. Architecture of our Proposal

Now, to instantiate our approach to deal with geographic information, source
information is represented by local and autonomous geographic information systems
as parts of the first layer. Formal ontologies are in the next layer representing
information extracted from each source. Logic is used as a formalism for ontology
representation by using for example Description Logic (DL) [2] and Frame-based
Logic (FLogic) [16]. An exhaustive comparison between them can be found in [13].
Due to several advantages of DL with respect to FLogic, DL has been selected to
represent our ontologies. Besides, a reasoning system has been used in order to
perform inferences about semantics of data.
To build the integrated system, the next layer defines six main components.
As a result, a global ontology is built involving the concepts included in the formal
ontologies. In order to query the system, potential users browse this global ontology.
Let us briefly describe the components’ profile. The Reasoning System and
Thesaurus are external components because they are out of the scope of our development, although they are part of the integration process indeed. The Reasoning
System is used to perform inferences between ontologies such as inferred subsumption relations between concepts. Thesaurus is used by the non-logic process in
which the mappings are found by comparing concepts syntactic and structurally.
Our integration process is divided into two main sets of tasks – logic and non-logic.
Logic tasks involve the Reasoning System aforementioned. Non-logic tasks involve
the Syntactic Comparison, Structural Comparison and Thesaurus components. The
Syntactic Comparison component analyzes concepts from different ontologies syntactically. That is, the name of concepts are compared. Following, the Structural
Information component analyzes relationships and attributes of the elements of the
ontologies. Besides, the Thesaurus component is used to extract semantic information in order to find synonym relationships. By using the syntactic and thesaurus
results, and performing a structural matching, the Structural Comparison component generates a set of mappings relating source concepts.
Next Section contains a detailed explanation about our integration process.
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3.1

The Integration Process

The geographic information is the base of our system. This information is represented by using formal ontologies in order to take advantage of the semantic of
data. By using geographic standards such as ISO/IS 19107 [11], ISO/DIS 19109 [10],
etc., formal ontologies are created. Firstly, a conceptual model is built capturing
the information represented by the geographic sources. And later, these conceptual
models are translated to formal ontologies by using any ontology editor (in this case,
Protégé [29]). Thus, these ontologies are then inputs of our integration process.
The integration process analyzes them taking into account classes, properties
(associations and attributes), specialization/generalization relations and constraints
of the ontologies [4].
Two main sets of tasks are involved in this process – non-logic and logic tasks –
each of them focusing on different mismatches between the two ontologies. The first
group, non-logic tasks, takes into account syntactic and structural analyses involving five components: Syntactic Comparison, Structural Comparison, Thesaurus,
Mappings Rules and Global Ontology (Figure 1).
In the syntactic analysis (performed by the Syntactic Comparison component)
two formal ontologies are analyzed looking for syntactic similarities between elements involved in them. Three similarity functions are used here as follows.
•

•
•

The edit distance function, which considers the number of changes that must be
done to turn one string into the other, and weights the number of these changes
with respect to the length of the shortest string.
The trigram function [18], which is based on the number of different trigrams
in two concepts or strings.
And the check constrains function, which compares the constrains applied to the
properties, for example, cardinality constrains. Only when both properties have
the same restrictions, the function returns 1; otherwise it returns a percentage
according to the number of restrictions that are the same.

The first two functions compare the names of the concepts in a different way.
Thus, both functions return a different similarity result depending on the syntaxis
of the compared names.
Following, in the structural analysis (performed by the Structural Comparison
component) two main steps are carried out. In the first step, the results of the
syntactic analysis are combined together with the results from the thesaurus information. The Thesaurus component is used to extract synonym relationships
between the concepts of the ontologies. These relationships are necessary because
synonyms (in general) are not similar syntactically. In this case, EuroWordNet 5
is used as the thesaurus. EuroWordNet is a multilingual database with wordnets
for several European languages, such as Spanish, that is the one we are interested
in. It is based on the American wordnet for English (WordNet [30]). However, the
main problem we have to face at this point is that not every wordnet in WordNet
is in EuroWordNet; only around 35% of the wordnets is translated. Thus, there
are several words representing elements in the formal ontologies without synonym
5

http://www.illc.uva.nl/EuroWordNet/
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relations. Besides, EuroWordNet (like WordNet) is not specifically for geographic
information and when some specific geographic words are used, they cannot be
found. Nevertheless, to the best of our knowledge geographic thesauruses have not
yet been created.
In the second step, in order to perform an structural comparison, the similarity
function described in [3,32] is used. This function compares the number of properties
that the classes have in common and analyzes them in a hierarchy (by calculating
the depth of the most common superclass between the classes). For example, if a
“Country” class is described by three attributes (name, border and inhabitants) in
one ontology, and in the other the same class is also described by three attributes
(name, border and isCapital), the function returns 23 (when these classes are in the
same depth in the hierarchy).
Thus, with the results of the last analysis (structural analysis), mapping rules
are generated. They are used to build the global ontology which is browsed by
users in order to query the integrated system.
Now, we should look at the logic tasks. Three components of our architecture
are involved in the logic process (Figure 1): Reasoning System, Formal Ontologies and Global Ontology. This process takes place in two different moments
within the whole integration process, before and after the non-logic tasks. In
both moments, the Reasoning System component is used to take advantage
of the logic of data. Remember that we are working with formal ontologies
which are represented by a logical language (in this case, Description Logic).
Therefore, by means of a reasoning system, such as RACER [12], inferences
over the ontologies can be performed. We take advantage of the capability of
inferring subsumption relations between classes and properties in the schema
(TBox). That is, the reasoning system will determine where a concept can be
located in a taxonomy hierarchy (a hierarchy built by means of a subconcept
relation). For example consider two definitions of “City” and “Capital” as follows 6 :
.
(1) City = ∃name.String u ∃border.Surf ace u ∃isComposedOf.Area
.
(2) Capital = ∃name.String u ∃isComposedOf.Area
The reasoning system is able to recognize that “Capital” is a subconcept of
“City” without its explicit declaration. The Surface type in the “City” definition
is part of the feature geometry model [19] used to represent geographical types.
Before the non-logic tasks, the logic process is performed to recognize subsumption relations in each formal ontology. That is, the reasoning system checks for
class subsumption on the formal ontologies. Moreover, equivalent classes can be
found within an ontology because two concepts C and D are equivalent when C is
subsumed by D and D is subsumed by C [2]. Thus, each formal ontology enters in
the non-logic process with an inferred hierarchy (computed by the reasoner).
6

Description Logics is used in the example
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After the non-logic tasks, the reasoning system is used to analyze possible subsumption relations in the global ontology. Remember that this ontology has been
generated by using the mapping rules obtained by the non-logic process. Thus, the
global ontology will also contain the inferred hierarchy.
Besides, the reasoning system is used to check the consistency of each model, the
formal ontologies, and the resultant global ontology. Here, the validity of intentional
definitions (in TBOX) is checked. If an inconsistency is found, an expert user is
responsible of solving it.

4

A Case Study

In order to illustrate the process, two different geographic information systems have
been selected to participate in the integration. These systems are not currently
working together but they store similar information. One system is managed by
the AIC (Autoridad Interjurisdiccional de Cuencas) entity which is in charge of
managing, controlling, using and preserving the basins of the rivers Neuquén, Limay
and Negro in Patagonia, Argentine. The covered area includes the Rı́o Negro,
Neuquén and part of Buenos Aires provinces (about 140.000 Km2 representing the
5 % of the Argentinean total territory). The another system is implemented by the
Provincial Office of Territorial Cadaster (DPCT - Dirección Provincial de Catastro
Territorial) in which all information about buildings, streets, parcels, etc. is stored.
The covered area includes only the Neuquén Province (about 94.068 Km2 ).
Figure 2 graphically shows a simplified part of the conceptual model of the AIC
system. The map shows some of the real objects entities represented (dot arrows
references them). Three geometric types are used in this model and references are
shown in the right side of the figure.
Figure 3 graphically shows part of the other conceptual model, the DPCT system. Both models have different granularity because of their different interests.
Granularity here refers to semantic granularity including the level of detail involved
in the selection of features [9]. The AIC system represents natural objects (rivers,
lakes, mountains, etc.) with more detail than the DPCT system. On the other
hand, objects such as buildings, owners and city organization are more detailed in
the DPCT system.
Granularity is managed by using generalization/specialization relationships [9].
When the information about these relationships is not enough, EuroWordNet is
used as a tool to obtain them. Besides, relations of hypernyms and hyponyms are
browsed in this situation.
The logic process is the beginning of the integration process between these two
ontologies. We represent both conceptual models by using an ontological language
(in this case, OWL [1] and Protégé [29] to model the ontologies). The geographic
data types have been imported from the iso-19107 7 ontology.
For example, in the case of the DPCT conceptual model (Figure 3) the “Capital”(representing Capitals of a province or state) and “Localidad” (representing
cities of a province) classes are defined as following:
7

http://loki.cae.drexel.edu/ wbs/ontology/iso-19107.htm
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Fig. 2. Conceptual Model for AIC system

<owl:Class rdf:ID="Localidad">
<owl:equivalentClass>
<owl:Restriction>
<owl:onProperty rdf:resource="#compuestoPor"/>
<owl:allValuesFrom rdf:resource="#Area"/>
</owl:Restriction>
</owl:equivalentClass>
<rdfs:comment rdf:datatype="&xsd;string"
>Parte en que se divide un territorio</rdfs:comment>
</owl:Class>
<owl:Class rdf:ID="Capital">
<rdfs:subClassOf rdf:resource="&owl;Thing"/>
<rdfs:subClassOf>
<owl:Restriction>
<owl:onProperty rdf:resource="#compuestoPor"/>
<owl:allValuesFrom rdf:resource="#Area"/>
</owl:Restriction>
</rdfs:subClassOf>
<rdfs:comment rdf:datatype="&xsd;string"
>Poblacin principal de un pas o de una provincia</rdfs:comment>
</owl:Class>

The “Area” class represents different areas that compose a city or a capital of
a province (represented by the “compuestoPor” property). These two definitions
of the classes generate an inferred hierarchy in which “Capital” is proposed as
subclass of “Localidad”. “Localidad” is a defined class containing one necessary
and sufficient restriction (the “compuestoPor” property). Thus, any individual
that satisfies the definition will belong to the class. Otherwise, this definition is a
necessary condition for “Capital”. Note that if the “compuestoPor” property is a
necessary condition in both classes, the reasoning system computes an equivalence
relation.
Once the classification of the taxonomy is applied separately to both formal
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ontologies, the non-logic process starts. To do so, both ontologies are analyzed
syntactically by comparing the names of the elements. Three functions are used to
find similarities between them. For example, when “Ciudad” (representing cities)
of the first ontology (AIC ontology, Figure 2) and “Localidad” of the other (DPCT
ontology, Figure 3) are compared, the results of the two first syntactic functions
are very low because these concepts are not similar syntactically. The edit distance
1
function returns 0, and the trigram function returns 10
. Finally, the check constrain
function is equal to 1 because the constrains applied to these classes are the same.
Following, during the structural analysis, synonym relations are extracted from
the thesaurus to determine if the compared elements are related. In this example,
these classes contain a synonym relation.
The second step of the structural analysis compares only the classes calculating
the number of properties they have in common. Following our example, the “Ciudad” and “Localidad” classes are defined with “nombre” (denoting the name of the
city), “limite” (denoting the boundary of the city), and “compuestoPor” (denoting
the areas that compose a city) as properties. In the case of the DPCT ontology, the
“Localidad” class is a superclass of the “Capital” class. Besides, as these classes are
in the same level in the hierarchy, a very high result is returned by the structural
function.
Then, all the information of both analyzes (syntactic and structural) are combined in order to obtain similarity values as results. More specifically, these results
are parts of similarity functions in which a sum of products (value × weight(w))
is performed. In this case study we consider that the weights (w values) in the

Fig. 3. Conceptual Model for DPCT system
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similarity functions are evenly distributed (the sum of weights is equal to 1). But
these weights can change accordingly with the importance that an expert user
wants to give them. Then, the mapping rules are generated by using the results of
these similarity functions.
Finally, when the mapping rules have been generated and an initial global ontology has been built, the logic process starts again in order to perform classification
tasks. In this step and as before, subsume relations can be found including subclass/superclass and equivalence relations. Besides, if the global ontology is found
to be inconsistent (due to the result of some mapping rule), an expert user is needed
to solve the problem. So, he/she has to reconsider some decisions of the non-logic
analysis.
Table 1 shows the mapping rules found for the classes in the case study presented.
The properties “cruza” (meaning crosses) and “atraviesa” (meaning traverses) are
found similar because they are synonyms. Then, all the equally named properties
are also found as similar.
.
P rovincia = P rovincia
.
Cuidad = Localidad
.
CuerpoDeAgua = M asaDeAgua
.
Area = Area

.
Chacra = Chacra
.
Lago = Lago
.
Rio = Rio
.
Barrio = Barrio

Table 1
Mappings Rules generated by our Integration Process

By applying our method in this case study, we can see the set of mappings that
are possible to be found taking into account all the elements of the ontologies. Ontologies are not only taxonomies but also properties denoting more semantics. These
properties (used in all conceptual models) are compared in the non-logic process.
Moreover, a logic process is performed in order to infer implicit relations that can
not be found by the non-logic process. Therefore, by combining the two processes
our method allows to discover more suitable mappings than similar approaches,
such as the ones cited in Section 2.

5

Conclusion and Future Work

In this work an architecture and a process to integrate geographic sources have
been described. In particular, we work with two geographic sources managed by
two organizations of our region. Our method is aimed to assist part of the whole
integration process giving solutions to the construction of the new system. The
main advantage of our method is the combination of two processes, logic and nonlogic, which complement each other. That is, mappings or implicit relations found
in one process are taken into account by the other. In this way, more properties of
the ontologies are represented and compared.
As a future work we are working on two processes. Firstly, on the logic part,
inconsistencies are being analyzed in order to investigate automatic options to solve
them. Remember that currently they are manually solved by an expert user. On the
other hand, on the non-logic part, NLP (Natural Language Processing) techniques
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are being considered as tools to find one-to-many mappings; that is, one element
of one ontology might be mapped to two elements of the other. A preliminary
work by using NLP tools can be found in [33] where the “multiconcept” definition
(MCR)[23], is used in order to find the complex mappings. Besides, we are working
on defining a set of structural terms frequently used in geographic domains. It is a
similar study to the one introduced in [20], but using the Spanish language instead.
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Abstract
The paper discusses the problem of model checking a number of noninterference properties in finite state
systems: Noninterference, Nondeducibility on Inputs, Generalised Noninterference, Forward Correctability
and Restrictiveness. The complexity of these problems is characterized, and a number of possible heuristics
for optimization of the model checking are discussed.
Keywords: noninterference, model checking, complexity, heuristics

1

Introduction

The notion of ‘noninterference’ is a general term applied in the security literature to
a number of causality-like notions intended to capture the intuition that information does not flow from high level users to lower level users, so that confidentiality
of high level information is maintained. The main approach to verification that
systems satisfy these properties has been proof theoretic methods using so-called
‘unwinding conditions’. In this paper, we investigate the applicability of algorithmic
verification techniques when the systems in question are finite state. We develop
algorithms for model checking a number of different noninterference notions, and
characterize the computational complexity of the associated verification problems.
In particular, we deal with Noninterference on deterministic systems [12,25], Nondeducibility on Inputs [26], Generalised Noninterference [18], Forward Correctability
[15] and Restrictiveness [18].
Noninterference has been studied under several distinct semantic models, including state based models [12,25], trace-set models [20,30] and process algebras [23,8].
1
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Only for the latter has there been a systematic study of algorithmic verification of
these notions [8,9]. The process algebraic models are the most expressive, and definitions of noninterference notions on other models can be reduced to definitions of
noninterference notions on a process algebraic model by means of natural mappings
between the models [28]. However, state based system modelling approaches are
more natural to many, are likely to be adequate for many applications, have a more
extensive literature on algorithmic verification, and have a more highly developed
set of verification tools. This modelling approach also remains the predominant approach in operating systems verification efforts [14], the area originally motivating
the noninterference literature. It therefore makes sense to consider the algorithmic
verification problem also on state based models. This is particularly so with respect
to complexity bounds, where lower bounds proved for a more expressive semantic
model may not apply on a more restrictive model. We therefore focus in this paper on a state based modelling of systems, and (to make the verification problem
decidable) restrict attention to finite state systems.
The contributions of the paper are as follows. First, we show that noninterference
in deterministic systems can be reduced to a safety property, so it is expressible in
both branching time and linear time temporal logics and verifiable in polynomial
time by existing model checkers. Also in PTIME is the notion of Restrictiveness on
nondeterministic systems. We show that the remaining notions of noninterference
on nondeterministic systems that we consider are PSPACE-complete. For some
of these notions (Restrictiveness and Nondeducibility on Inputs), these results are
closely related to results of Focardi and Gorrieri [8,9] (but on a more restricted
semantic model, hence not immediate consequences for the lower bounds). The
results on Generalised Noninterference and Forward Correctability are new, as far
as we know. Finally, we discuss heuristics that may be applied to the verification
of noninterference notions, and give complexity arguments that suggest that these
heuristics may sometimes lead to optimizations.

2

State-Observed Model

The state based system models in the literature on noninterference can be roughly
classified into two distinct types, depending on whether observations are associated
with states [21,3,24] or actions [12,25]. The system definitions are similar to those
of finite state automata, with the distinction between the two types resembling the
Mealy/Moore distinction. It can be shown [28] that there exist natural mappings
between these two types of models that preserve all the security notions that we
consider in this paper. Consequently, we consider only the state-observed modeling.
The systems are input-enabled, in the sense that any action can be taken at any
time. Most of the literature restricts attention to two agents High (H) and Low (L)
and the security policy L ≤ H. This policy permits information to flow from Low
to High but not from High to Low. We also make this restriction here, and take
the set of agents (also called domains) to be D = {L, H}.
A nondeterministic state-observed state machine is a tuple of the form M =
hS, s0 , next, obs, d om, Ai where S is a set of states; s0 ∈ S is the initial state;
A is a set of actions; the function next : S × A → P(S) \ {∅} is a transition
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function, such that next(s, a) defines the set of states to which it is possible to
make a transition when action a ∈ A is performed at a state s ∈ S; the function
d om : A → D associates a security domain with each action, and the function
obs : S × D → O describes the observation made in each state by each security
domain. For readability, we ‘curry’ the function obs by obsu of type S → O if
u ∈ D. Such a state-machine is deterministic if next(s, a) is a singleton for all
states s and actions a. In this case we may define a function step : S × A → S by
next(s, a) = {step(s, a)}. We write Mns for the set of all nondeterministic stateobserved machines, and Ms for the set of all deterministic state-observed machines.
A run of a state-observed system is a sequence r = s0 a1 s1 a2 s2 . . . an sn ∈ S(AS)∗
such that for all 1 ≤ i ≤ n, si ∈ next(si−1 , ai ). Define r(i) = si to be the ith state on the run r and ra (j) = aj to be the j-th action. We use two types
of concatenation operation on sequences. We write α · β for the usual notion of
concatenation. A run can also be described as a fusion of two sequences: we write
r = r1 ◦ r2 if there exists m with 1 ≤ m ≤ n such that r1 = s0 a1 s1 a2 s2 . . . am sm
and r2 = sm am+1 sm+1 am+2 sm+2 . . . an sn .

3

State Based Security Definitions

In this section we recall from the literature a number of classical security definitions. Some of them are state based and some were originally defined as a trace-set
property, in which case we give a corresponding definition in our system model.
Several of the definitions are cast in terms of a notion of view capturing the
information at an agent’s disposal in a run. We take the view to be the maximal
information that an agent can have in a nondeterministic asynchronous system: its
sequence of actions and observations reduced modulo stuttering. Let Cond : X ∗ →
X ∗ be the function which condenses a sequence of elements into a possibly shorter
sequence by removing stuttering, such that for all a, b ∈ X, α ∈ X ∗ , Cond() = ,
Cond(a) = a,

 Cond(α · a) · b if a 6= b,
and Cond(α · a · b) =
 Cond(α · a) otherwise.
Definition 3.1 For u ∈ D, define the observation function Obsu : S(AS)∗ →
O+ (AO+ )∗ on a run by Obsu (s) = obsu (s), and

 Obsu (δ) · a · obsu (s) if dom(a) = u
Obsu (δ · a · s) =
 Obs (δ) · obs (s)
otherwise.
u

u

Define the function view u : S(AS)∗ → O+ (AO+ )∗ by view u (r) = Cond (Obsu (r)).
Note that an agent may make the same observation several times in a row,
without an intervening action by that agent. This indicates that another agent has
acted. To eliminate this timing-based reasoning, in order to make the definition
compatible with the assumption of asynchrony, we apply the function Cond in this
definition.
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3.1

Noninterference

Historically, one of the first information flow properties was (transitive) noninterference [12,13], defined with respect to deterministic machines. We base our discussion on the presentation of Rushby [25], which has been followed in many other
works. As noted above, in state-observed deterministic systems, we have a function
step : S ×A → S to represent the deterministic state evolution as a result of actions.
To represent the result of executing a sequence of actions, define the operation • :
S × A∗ → S, by s •  = s; and s • (α · a) = step(s • α, a).
With respect to the simple policy L ≤ H, the definition of Noninterference can
be described in terms of the operation purgeL : A∗ → A∗L on sequences of actions
that restricts the sequence to the subsequence of actions of L. Intuitively, the purged
H actions are not allowed to lead to any effects observable to L. This is formalised
as follows in the definition of Noninterference.
Definition 3.2 A (deterministic) system in Ms satisfies Noninterference if for all
α ∈ A∗ , we have obsL (q0 • α) = obsL (q0 • purgeL (α)). We write N Is for the set of
such systems.
3.2

Nondeducibility on Inputs

One way of understanding the statement that H does not interfere with L in a
deterministic system is as stating that every sequence of H actions is compatible
with the actions and observations of L. This leads to the proposal to take a similar
notion as the formulation of noninterference in nondeterministic systems: an approach known as Nondeducibility [26]. Nondeducibility is defined in a quite general
way, in terms of a pair of views of runs. We focus here on a commonly used special
case: L’s nondeducibility of H’s actions.
To state the definition of nondeducibility, we also require a function to extract
the sequence of actions performed by an agent. We write Actu (r) for the sequence
of actions performed by agent u in run r, and Act(r) the whole action sequence
from all the agents in r.
Definition 3.3 2 A system M satisfies Nondeducibility on Inputs if for every α ∈
A∗H , and every observation sequence β such that there exists a run r of M with
view L (r) = β, there exists a run r0 of M with ActH (r0 ) = α and view L (r0 ) = β.
Write N DIs for the set of systems in Mns satisfying Nondeducibility on Inputs.
3.3

Generalised Noninterference

Generalised Noninterference (GN) was proposed in [18] to generalise Noninterference
to nondeterministic systems. The original definition of GN is a trace set property
with the intuition that the changes on high-level input must not alter the possible
future sequences of low-level events (by modifying H outputs somewhere). Here we
formulate it on our state based systems as:
Definition 3.4 A system M satisfies Generalised Noninterference (GN) if
2 In [28] it has been shown that Nondeducibility on Inputs is equivalent to Nondeducibility on Strategies
in purely asynchronous systems, though this is not true on synchronous machines due to [29].
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(i) for all runs r of M with Act(r) = α·α0 , and for all a ∈ AH , there exists another
run r0 such that Act(r0 ) = α · a · α0 and view L (r) = view L (r0 )
(ii) for all runs r of M with Act(r) = α · a · α0 with a ∈ AH , there exists another
run r0 such that Act(r0 ) = α · α0 and view L (r) = view L (r0 ).
Write GNs for the set of systems in Mns satisfying Generalised Noninterference.
Note that this definition implies that every possible L observation is consistent
with every sequence of H Actions, so GNs is at least as strong as N DIs . However,
GNs is seemingly a stronger notion than N DIs in that the latter allows L to rule out
certain possible H/L action interleavings whereas GNs requires that all interleavings
are consistent.
3.4

Forward Correctability

Forward Correctability (FC) was first introduced in [15]. Similar to Generalised
Noninterference, FC was defined as a property on sets of traces. We formulate it
as follows in state-observed systems. Define the relation ≡ on runs by r1 ≡ r2
if r1 and r2 have the same length n ∈ N, r1a (j) = r2a (j) for all 1 ≤ j ≤ n, and
obsu (r1 (i)) = obsu (r2 (i)) for all 0 ≤ i ≤ n and u ∈ D.
Definition 3.5 A system M satisfies Forward Correctability (FC) if
(i) for all runs r = r1 ◦ r2 of M such that Act(r1 ) = α and Act(r2 ) = α0 with α0 ∈
A∗L , for all a ∈ AH , there exists a run r0 = r10 ◦ r20 with r1 ≡ r10 , Act(r20 ) = a · α0
and view L (r) = view L (r0 )
(ii) for all runs r = r1 ◦ r2 of M such that Act(r1 ) = α and Act(r2 ) = a · α0 with
a ∈ AH and α0 ∈ A∗L , there exists a run r0 = r10 ◦ r20 with r1 ≡ r10 , Act(r20 ) = α0
and view L (r) = view L (r0 ).
Write F Cs for the set of systems in Mns satisfying Forward Correctability.
F Cs is seemingly stronger than GNs because any ‘perturbation’ must be correctable in the future for F Cs but GNs allows it to be correctable either in the past
or in the future.
3.5

Restrictiveness

There are two versions of ‘Restrictiveness’ introduced in McCullough’s early works.
The former [17] is a trace based definition, while the latter is essentially defined on
labelled transition systems [18,19]. In [19] McCullough mentions both definitions
and concludes that the one on labelled transition systems is stronger. Here we follow
the latter definition. This is close to the notion of unwinding relation which is a way
of facilitating proofs of traditional noninterference on deterministic systems [25].
Definition 3.6 An unwinding relation for a system M ∈ Ms is an equivalence
relation ∼L on the states of M satisfying the following conditions, for all states s, t
and actions a: 3
3

We present a slight modification of the usual definition, which would have an equivalence relation ∼u for
each agent u, satisfying a similar set of conditions for each u. For the policy L ≤ H we can take ∼H to be
the universal relation, which automatically satisfies the necessary conditions.
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•

Output Consistency: if s ∼L t then obsL (s) = obsL (t);

•

Locally Respects: if a ∈ AH then s ∼L step(s, a);

•

Step Consistency: if a ∈ AL and s ∼L t then step(s, a) ∼L step(t, a).

The relationship between unwinding conditions and noninterference is given by
the following classical results:
Theorem 3.7 [13,25]
(i) If there exists an unwinding relation for M ∈ Ms , then M ∈ N Is .
(ii) If M ∈ N Is then there exists an unwinding relation for M .
The following is a natural generalization of Definition 3.6 to nondeterministic
systems.
Definition 3.8 An unwinding relation for a system M ∈ Mns is an equivalence
relation satisfying
•

OC: if s ∼L t then obsL (s) = obsL (t).

•

LR: if a ∈ AH and t ∈ next(s, a) then s ∼L t,

•

SC: if a ∈ AL and s ∼L s0 and t ∈ step(s, a), then there exists t0 ∈ step(s0 , a)
such that t ∼L t0 .

McCullough’s [19] Restrictiveness definition is similar in spirit to unwinding but
distinguishes between inputs and outputs on actions. Since on state-observed systems, outputs are ‘embedded’ in states, the above is a somewhat simplified version
of what was introduced by McCullough, and we have the following definition of
Restrictiveness on state-observed systems.
Definition 3.9 M ∈ Mns satisfies Restrictiveness, written M ∈ RESs , if there
exists an unwinding relation for M .
The property RESs is inherently stronger than the other security notions we
have introduced here, since intuitively every ‘perturbation’ from H always leads
L to a state which is observationally bisimilar to its original state. The following
summarizes the known relations between the definitions we have introduced above.
Proposition 3.10 The following containments are strict: RESs ⊂ F Cs ⊂ GNs ⊂
N DIs . On deterministic systems, the notions N Is , N DIs , GNs , F Cs and RESs
are equivalent.

4

Verifying Noninterference Properties

We now turn to the main interest of this paper: verification methods and complexity
results for the security properties introduced in the previous section. None of these
properties is directly expressible in the traditional safety-liveness framework [1], as
they express not a constraint on single system execution, but rather a constraint on
the set of all possible executions. We therefore need to develop new techniques for
their verification.
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4.1

Unwinding Characterizable Properties

In this section we consider the property N Is and its generalization RESs , both of
which can be characterized by an unwinding relation.
The following is a way to decide noninterference N Is on deterministic stateobserved systems by a doubling construction. Given a deterministic system M =
hS, s0 , step, obs, d om, Ai, define M 2 = hS 2 , s20 , step2 , obs2 , d om, Ai to be the system
with identical actions and domains, with states S 2 = S×S, initial state s20 = (s0 , s0 ),
observation function obs2 : D×S 2 → (O×O) given by obs2u (s, t) = (obsu (s), obsu (t))
for s, t ∈ S, and transition function step2 : S 2 ×A → S 2 given by step2 ((s1 , s2 ), a) =
(step(s1 , a), step(s2 , a)) for a ∈ AL and step2 ((s1 , s2 ), a) = (step(s1 , a), s2 ) for a ∈
AH .
Note that in every transition, a ∈ AH is applied only on the left part of each
state pair. An easy induction shows that for every sequence of actions α ∈ A∗ , if
s20 • α = (s, t) in M 2 , then in M we have s = s0 • α and t = s0 • purgeL (α). We
therefore obtain the following:
Proposition 4.1 For M ∈ Ms , we have M ∈ N Is iff in M 2 , for all states (s, t)
reachable from s20 , we have that obs2L ((s, t)) = (o, o0 ) implies o = o0 .
Now N Is is reduced to a safety property, which says M 2 will never reach a pair of
states (s, t) on which L has a pair of different views. This enables noninterference to
be checked using standard model checking technology, for both linear and branching
time.
Corollary 4.2 For M ∈ Ms , checking M ∈ N Is can be done in time O(|S|2 × |A|)
and additional space O(|S|2 ).
Proof. The system M 2 has at most |S|2 states. Performing a search algorithm
to traverse every possibly reachable state by trying every possible action takes
|S|2 × |A|. Marking states reached requires space |S|2 , in addition to the space
needed to represent M .
2
Barthe et al. [2] and Davas et al. [6] proposed a self-composition technique to
reason about language based noninterference properties, which is somewhat similar
to our method for N Is . However, their definitions of noninterference are targeted at
reasoning about programming languages and assume that a single input is given at
the beginning and a single output observed at the end of the computation, whereas
we deal with systems permitting an arbitrary sequence of actions to be performed
by two distinct agents, and generating outputs throughout the computation.
The property RESs can be regarded as a nondeterministic version of N Is because they both are characterizable by the existence of an unwinding relation.
This property can be characterized using fixpoints as follows. Define the operator TL : P(S × S) → P(S × S) by (p, q) ∈ TL (X) iff
•

(p, q) ∈ X and obsL (p) = obsL (q)

•

for all p0 ∈ step(p, a) and a ∈ AL there exists q 0 ∈ step(q, a) such that (p0 , q 0 ) ∈ X

•

for all q 0 ∈ step(q, a) and a ∈ AL there exists p0 ∈ step(p, a) such that (p0 , q 0 ) ∈ X.
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The operator TL is monotonic, in the sense that ∼1 ⊆∼2 implies TL (∼1 ) ⊆
TL (∼2 ). The set of binary relations on S and the subset relation (⊆) have the
structure of a complete lattice. The Knaster-Tarski theorem [27] asserts the existence of least and greatest fixpoints of a monotonic operator on a complete lattice.
We write νX.TL (X) for the greatest binary relation ∼ satisfying ∼⊆ TL (∼). The
following result characterizes RESs in terms of TL and the property LR (in Definition 3.8).
Proposition 4.3
(i) M ∈ Mns satisfies RESs iff there exists an equivalence relation ∼⊆ S × S
satisfying ∼= TL (∼) and LR.
(ii) M ∈ Mns satisfies RESs iff νX.TL (X) satisfies LR.
The understanding of the property RESs in Proposition 4.3(ii) yields several
algorithmic approaches to its verification. One approach is symbolic, using Binary
Decision Diagrams [5] to relations. The operation TL is readily encoded as an
operation on BDDs, and the computation of νX.TL (X) and the verification that it
satisfies LR can be implemented using standard operations on BDDs.
We also obtain a bisimulation-based approach. From Definition 3.8, an unwinding relation is essentially a strong bisimulation relation with respect to AL , and
Proposition 4.3 requires the largest ∼. It is known that computing the largest
bisimulation on a labelled transition system can be reduced to the problem of finding the coarsest partition, which is computable in O(|M | × |S|) by Kanellakis and
Smolka’s algorithm [16] and in O(|M | × log2 (|S|)) by Paige and Tarjan’s algorithm
[22], where |M | is the number of transitions. In our case |M | = |S|2 × |AL |, and we
start from an initial partition corresponding to the equivalence relation ≈ defined
by s ≈ t iff obsL (s) = obsL (t). To verify LR we need to check every H transition,
which takes |S|2 × |AH |. The space requirement is comparable to the size of the
system itself in [22].
Theorem 4.4 Given M ∈ Mns , M in RESs is verifiable in O(|S|2 log2 (|S|)×|AL |+
|S|2 × |AH |) time and space O(|M |).
If M is deterministic, the size of the transition relation |M | becomes |S|×|A| and
the time complexity of the bisimulation algorithm in [16] reduces to O(|S|2 × |AL |).
Thus, the complexity for the whole procedure becomes O(|S|2 × |AL | + |S| × |AH |)
time and and space linear in |M |. This is marginally better than than the result in
Proposition 4.2 on time and better on space. However, the reduction to a classical
model checking problem in Proposition 4.2 permits various optimization techniques
to be used (e.g., partial order reductions) so it is unclear which technique will
perform better in practice.
We note that another way to approach these results is by a reduction to results of
Bossi and Focardi et al. [4,10] who defined a bisimulation based property P BN DC
on labelled transition systems (LTS) and proved a polynomial time complexity result
for it. We may define a linear time translation Fsl : Mns → LIO from state observed
system into τ -free and input-enabled LTS as follows. Assuming O = OH ∪ OL , for
M = hS, s0 , step, obs, dom, Ai ∈ Mns , define Fsl (M ) = hP, p0 , →, Li where

.
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(i) P = S, p0 = s0
(ii) L = A ∪ O
(iii) →= {(s, a, t)|∃a ∈ A : t ∈ step(s, a)} ∪ {(s, o, s)|∃o ∈ O, u ∈ D : o = obsu (s)}.
The following relates RESs to a property on labelled transition systems.
Proposition 4.5 M ∈ Mns in RESs iff Fsl (M ) is in P BN DC.
It follows that checking RESs has a polynomial time upper bound, from [10]. In
particular, [10]’s algorithm for P BN DC reduces a weak bisimulation problem into
checking strong bisimulation with an additional step of transitive closure on AH .
Their algorithm works in O(| → | × log2 (|S|)) in general, where | → | is comparable
to |S|2 × |A| in our approach. The complexities of our direct approach and this
approach by reduction are therefore essentially equivalent.
4.2

Trace-Set Properties

Verifying the remaining properties N DIs , GNs and F Cs proves to be more complex
than N Is and RESs . In this section we prove the following:
Theorem 4.6 For P any of N DIs , GNs or F Cs , the problem of deciding M ∈ P
is PSPACE-complete.
For the lower bound part of this result, we use the following polynomial time
reduction to convert the classical problem of deciding if the language accepted by a
nondeterministic finite state automaton is equal to Σ∗ into the problem of verifying
any of the following: N DIs , GNs and F Cs . Let A = hS, →, Σ, s0 , Fi be a nondeterministic finite state automaton (without -transitions) which does not accept ε,
where S is the set of states, Σ the alphabet, → the transition relation, s0 the initial
state and F the set of final states. Define M (A) = hS m , s0 , obs, next, d om, Am i to
be the system with

.
.
= Σ ∪ {h} with dom(a) = L for all a ∈ Σ and dom(h) = H

•

S m = S ∪ S Σ , where S Σ = {s00 , s01 , s02 }

•

Am

•

obs : D × S m → {0, 1} with obsH (s) = 0 for all s ∈ S m and obsL (s) = 0 for all
s ∈ S ∪ {s00 , s02 }, and obsL (s) = 1 if s = s01

•

next : S m × A → P(S m ) defined as follows
· For a = h: next(s0 , h) = {s00 }, next(s, h) = {s} if s 6= s0
· For a ∈ Σ: next(s00 , a) = S Σ , next(s01 , a) = {s01 } and next(s02 , a) = {s02 }; for
a
s ∈ S, next(s, a) = {s02 } if there does not exist t such that s −→ t; otherwise,
a
a
next(s, a) = {t ∈ S|s −→ t} ∪ {s01 } if {t ∈ F|s −→ t} 6= ∅, and next(s, a) =
a
a
{t ∈ S|s −→ t} if {t ∈ F |s −→ t} = ∅.

The construction of M (A) from A can be done in polynomial time.
Proposition 4.7 Let P be any of the properties N DIs , GNs , F Cs . Then L(A) =
Σ∗ \{ε} iff M (A) ∈ P
Deciding if the language accepted by a nondeterministic finite state automaton
equals Σ∗ \{ε} with |Σ| ≥ 2 is known to be a PSPACE-complete problem [11], so all
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the above security properties are PSPACE hard. Next we will show each is solvable
in polynomial space.
Lemma 4.8 M ∈ Mns in N DIs iff for every possible low observation β ∈
O+ (AO+ )∗ , there exists a run r ∈ S(AS)∗ such that viewL (r) = β and ActH (r) = .
Lemma 4.9 If M ∈ Mns in N DIs then for every reachable state s and t ∈
next(s, a) with a ∈ AH , we have obsL (s) = obsL (t).
Lemma 4.8 shows a system is in N DIs iff H’s actions do not cause more observations to L than if H does nothing. The following definitions sketch a reduction
from N DIs into a regular language equivalence problem.
Definition 4.10 The H-Condenser is the function CondH : Mns → Mns defined as follows on a machine M ∈ Mns . For s ∈ S let [s] = {t|∃α ∈ A∗H :
t is reachable from s by α}. Define CondH (M ) = hS c , s0 , nextc , obsc , AL i, where
•

S c = {[s] | s ∈ S}.

•

nextc : S c × AL → P(S c ) such that [t] ∈ nextc ([s], a) if there exists s0 ∈ [s], such
that t ∈ next(s0 , a).

•

obsc : S c → P(O) such that obsc ([s]) = {o ∈ O|∃s0 ∈ [s] : obsL (s0 ) = o}.

Definition 4.11 The H-Restrictor is the function RestH : Mns → Mns such that
for M ∈ Mns , RestH (M ) = hS r , s0 , nextr , obsL , AL i, where S r ⊆ S is the set of
states reachable from s0 by actions in AL only, and nextr : S r × AL → S r is the
restriction of the ‘next’ function to S r × AL .
The systems CondH (M ) and RestH (M ) can be regarded as Moore machines
with the same input set AL and output set O. If all the values obsc (s) are singletons
and we shift the outputs on states to their incoming transitions, we get two finite
automata on the same alphabet AL × O.
Proposition 4.12 M ∈ N DIs iff in CondH (M ) for all s ∈ S c , the set obsc (s) is
a singleton, and CondH (M ) and RestH (M ) are language equivalent on AL × O.
Every state in CondH (M ) having single observation is a necessary condition
by Lemma 4.9, and this is linearly checkable. The language equivalence between
the two regular language is a PSPACE-complete problem [11]. Both CondH (M )
and RestH (M ) have state space at most S, so generating them can be done in
polynomial time. Thus, N DIs is in PSPACE.
This result is related to work of Focardi Gorrieri et al. [9], who studied
the complexity problem of the information flow properties N N I, SN N I, N DC,
BN N I and SBN N I in a process algebraic framework. For input-enabled systems,
N N I, SN N I and N DC are equivalent.
Proposition 4.13 For M ∈ Mns , we have M ∈ N DIs iff Fsl (M ) is in SN N I.
Focardi et al. give an exponential time subset-construction based algorithm for
the property SN N I. Our result for N DIs states the complexity more precisely, but
also yields exponential time in practice, pending advances in complexity theory.
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The security property GNs requires arbitrary H action interleavings to be consistent with L views, and it is seemingly more complicated than N DIs . However,
the following analysis yields an in-place exhaustive solution to refute GNs .
Define V iewL : A∗ → P(O+ (AO+ )∗ ) such that an observation β ∈ V iewL (α) if
there exists a run r with viewL (r) = β and Act(r) = α. Intuitively V iewL (α) is the
set of L observations compatible with α.
Lemma 4.14 M ∈ Mns is in GNs iff for all α ∈ A∗ , V iewL (α) = V iewL (α|L).
Proof. For the ‘only if’ part, suppose M ∈ GNs . We need to show V iewL (α) =
V iewL (α|L). For a particular β ∈ V iewL (α), there exists a run r with Act(r) = α
and viewL (r) = β. From M ∈ GNs we can delete actions in AH from r to get a
new run r0 such that viewL (r0 ) = β. If all actions in AH are deleted, Act(r) = α|L,
so β ∈ V iewL (α|L). So V iewL (α) ⊆ V iewL (α|L). V iewL (α|L) ⊆ V iewL (α) can
be proved similarly by inserting actions in AH into a run compatible with L’s
observation in V iewL (α|L). For the ‘if’ part, suppose V iewL (α) = V iewL (α|L)
for all α ∈ A∗ . It follows that V iewL (α0 ) = V iewL (α) for any α, α0 ∈ A∗ with
α0 |L = α|L. For a particular run r with Act(r) = α, an arbitrary insertion or
deletion of actions in AH into α generates a new action sequence α0 with α0 |L = α|L.
From V iewL (α0 ) = V iewL (α), we have viewL (r) ∈ V iewL (α0 ), so that there exists
a run r0 with Act(r0 ) = α0 and viewL (r0 ) = viewL (r). So M in GNs .
2
From Lemma 4.14, we have M 6∈ GNs iff there exists some action sequence α ∈
A∗ and some L observation β ∈ O+ (AO+ )∗ , such that β ∈ V iewL (α) \ V iewL (α|L)
or β ∈ V iewL (α|L) \ V iewL (α). This motivates the following algorithm DecGN ,
which, given a system M , nondeterministically guesses an action sequence α and a
low observation β and checks consistency with α and α|L.
DecGN (M ):
(i) Place a red marker and a blue marker on the initial state.
(ii) Repeat the next step 22×|S| times, where |S| is the number of states in M .
(iii) Nondeterministically select a ∈ A,
• If a ∈ AH , then for every s with a blue marker, erase the old marker on s and
place new blue markers on all t ∈ step(s, a). If there exists any states s, t
marked either red or blue with obsL (s) 6= obsL (t) return true, else proceed.
• If a ∈ AL , then nondeterministically choose o ∈ O. For every s with a
red marker, erase the old red marker on s and place new red markers on
every t ∈ step(s, a) with obsL (t) = o. Then do the same on blue markers.
After that, if there is only one colour remaining, return true, if no colour
remaining, return f alse, otherwise, proceed.
(iv) Return f alse in the end.
Intuitively, the blue markers are tracing the executions of a possible input action
sequence α with respect to a particular L view, the red markers are tracing the
executions of α restricted to L with respect to the same L view. Whenever any H
action changes L’s local view or only one of the sets of executions can follow a step
in the L view, GNs is detected to be false. The number 22×|S| covers all possible
pairs of sets of marked states. Formally, we claim the following.
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Proposition 4.15 M 6∈ GNs iff there exists a computation of DecGN (M ) which
returns true.
Since the algorithm is nondeterministic, M 6∈ GNs is decidable in NPSPACE.
Savitch’s theorem states PSPACE = NPSPACE, so deciding GNs is in PSPACE.
F Cs can be shown in NPSPACE in a similar procedure as DecGN by fixing not
only L’s observations, but also H’s observations.

5

Heuristics

We now consider some heuristic approaches which may optimize the verification of
the properties we have considered, which work by reducing the problem of verifying
a property on a system to a verification on an “equivalent” system.
In particular, we define a relation capturing equivalence on states with respect
to L’s actions, and and consider the use of this to compress the state space of the
system. Define an L-bisimulation on a system M to be an equivalence relation
∼L ⊆ S × S such that s1 ∼L s2 iff
(i) obsL (s1 ) = obsL (s2 )
(ii) for all a ∈ A and s01 ∈ next(s1 , a) there exists s02 ∈ next(s2 , a) such that
s01 ∼L s02 .
Write [s] for the equivalence class of s with respect to ∼L .
Let min be a function Mns → Mns such that min(M ) = hS m , sm
0 ,
nextm , obsm , d om, Ai, where, with ∼L the maximal L-bisimulation on M ,
(i) S m = S/ ∼L and sm
0 = [s0 ]
(ii) For [s], [t] ∈ S m , a ∈ A, [t] ∈ next([s], a) if there exists s0 ∈ [s] and t0 ∈ [t] such
that t0 ∈ next(s0 , a)
m
m
(iii) For [s] ∈ S m , obsm
L ([s]) = o if obsL (s) = o, and obsH ([s]) = ⊥ for all [s] ∈ S ,
where ⊥ is any observation on the range of obs.

Theorem 5.1 For M ∈ Mns , M ∈ P iff min(M ) ∈ P, where P is any of the
properties N DIs , GNs , F Cs and RESs . In particular, M ∈ RESs iff for all s ∈
Smin(M ) , a ∈ AH , next(s, a) = {s}.
This result may produce optimizations since the size of min(M ) may be significantly smaller than M . In general, ‘bisimulation minimization’ is not a viable approach for the verification of invariance properties since the partition based
bisimulation usually takes more resources than it saves in the subsequent model
checking [7]. However, for properties such as N DIs , GNs and F Cs , which seem to
unavoidably take exponential time, spending polynomial time on minimization may
benefit the verification significantly. Also, on deterministic systems, as described in
Proposition 4.1, we reduce the N Is problem into a safety problem which is verifiable
by running a model checker on a larger state space (precisely, from |S| to |S|2 ). This
extra cost may mean that a prior minimization step is beneficial.
In this case, another consideration may result in further reductions. In state
based systems, a state is usually represented as an assignment to a set of variables.
Let s ∈ S be represented as a function s : V → U where V is a set of variables and
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U is a universe of values. Let the L observation function be represented so that
obsL (s) is the restriction of s to a set VL ⊆ V . For v ∈ VL , define the function
obsvL (s) = s(v), and let M v be the system in which obsL is replaced by obsvL . Then
we have the following:
Proposition 5.2 For M ∈ Ms , we have M ∈ N Is iff M v ∈ N Is for all v ∈ VL .
This result suggests an approach where we apply the bisimulation minimization
approach to each M v before applying the doubling construction. Each of these
systems may be significantly smaller than min(M ). Approximately, the bisimulation algorithm takes O(|AL | × |S|log2 (|S|)) to get a partition and the further
exhaustive search from Theorem 4.2 takes O(|Sr |2 × |A|) where Sr is the maximal
size quotient state space obtained for the M v . So the whole time complexity is
|VL | × O(|AL | × |S|log2 (|S|) + |Sr |2 × |A|). Since |S| ≈ 2|V | if all variables are binary,
|VL | is far less than |S|. Since observations in M v are based on a single variable,
it seems likely that |Sr | is far less than |S|, and |Sr |2 × |A| may be far less than
|S|2 × |A|. Also |AL | × |S|log2 (|S|) is far less than |S|2 × |A|. So we conclude it is
very likely that |VL | × (|AL | × |S|log2 (|S|) + |Sr |2 × |A|) is far less than |S|2 × |A|.
For the space complexity, we are using additional space O(|Sr |2 ) repeatedly in the
model checking phase instead of O(|S|2 ). Since space costs are often the critical
factor in model checking, this gain may be significant.

6

Conclusion

We have considered a number of security properties on state-observed systems and
have studied the complexity of the verification problems for all these properties.
The unwinding characterizable properties N Is and RESs are tractable, based on
the result of deciding bisimulation on finite states. Both symbolic and explicit state
methods are applicable to these properties. The trace based properties (N DIs ,
GNs , F Cs ) are PSPACE-complete. Furthermore, we have proposed some heuristics
based on bisimulation minimization and argued that they may be effective. We
leave the work of implementation and empirical evaluation of this claim for future
work. It will be interesting, in particular, to compare the performance of BDD
and explicit state model checking approaches with the compositional approaches to
noninterference verification of [9], which are based on process algebraic modelling.

References
[1] Alpern, B. and F. B. Schneider, Defining liveness, in: Information Processing Letters, 21(4):181–185,
1985.
[2] Barthe, G., P. R. D’Argenio and T. Rezk, Secure information flow by self-composition, in: 17th IEEE
Computer Security Foundation Workshop (2004), pp. 100–114.
[3] Bevier, W. R. and W. D. Young, A state-based approach to noninterference, in: Proc. 7th Computer
Security Foundations Workshop, 1994, pp. 11–21.
[4] Bossi, A., R. Focardi, C. Piazza and S. Rossi, Bisimulation and unwinding for verifying possibilistic
security properties, in: Proc. of Int. Conference on Verification, Model Checking, and Abstract
Interpretation (VMCAI’03), 2003.
[5] Bryant, R. E., Graph-based algorithms for boolean function manipulation, IEEE Transactions on
Computers C-35 (1986), pp. 677–691.

53

van der Meyden and Zhang
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Abstract
Fault tolerance is one of the most important means to avoid service failure in the presence of faults, so to
guarantee they will not interrupt the service delivery. Software testing, instead, is one of the major fault
removal techniques, realized in order to detect and remove software faults during software development so
that they will not be present in the final product.
This paper shows how fault tolerance and testing can be used to validate component-based systems. Fault
tolerance requirements guide the construction of a fault-tolerant architecture, which is successively validated
with respect to requirements and submitted to testing. The theory is applied over a mining control system
running example.
Keywords: fault tolerance, component-based software systems, software architecture, testing.

1

Introduction

When engineering complex and critical component-based software systems (CBS)
(think to aerospace, transportation, communication, energy and health-care systems), denial of services can have economics consequences and can also endanger
human life. Fault prevention, fault tolerance, fault removal and, fault forecasting
are the four main means developed over the course of the past fifty years to attain
the various attributes of dependability [3]. Fault prevention and fault tolerance
aim to prevent the introduction of faults or to avoid service failures when faults occur. Fault removal and fault forecasting, instead, mean to reduce the number and
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severity of faults, and to estimate present and future incidence and consequences of
faults. As discussed in [10], fault prevention mechanisms can fail to prevent/remove
the occurrence of all faults, and fault tolerance is the most promising mechanism
for achieving dependability requirements.
Fault tolerance preserves the delivery of correct services in the presence of active
faults and is generally implemented by error detection and subsequent system recovery. Recently, several studies have evidenced the need of fault tolerance support
during the entire system life cycle [24,9], with especial interest at the architectural
level [4]. Some colleagues have proposed their solutions for fault tolerance via exception handling at the software architecture and component level (e.g. [24,16,8]).
However, fault tolerance techniques alone are not enough to achieve full guarantee of fault tolerance requirements for critical CBS: unexpected faults or malicious
security attacks, in fact, cannot be always avoided nor tolerated [1]. Our proposal
suggests to complement fault tolerance with fault removal techniques in order to
reduce the number and severity of all such unexpected faults. Being software testing one of the major fault removal techniques, we introduce a testing strategy to
evaluate, and thereby confirm or improve, system dependability at run-time.
The main goal of this paper is to propose a comprehensive approach for developing and validating CBS systems according to fault tolerance requirements.
The approach starts with requirements analysis in order to identify critical services
(those to be maintained during faults or attacks). Fault tolerance decisions are
taken and a fault tolerant component-based software architecture (CBSA) model is
realized in order to achieve fault tolerance requirements.
According to the idealized fault-tolerant component model introduced in [18],
normal and exceptional behaviors of system components are specified. While normal responses are those situations where components provide normal services, exceptional responses correspond to errors detected into a component or the entire
architecture. Finally, test case specifications are extracted from the CBSA specification to validate the implementation adherence to fault tolerance requirements.
During normal execution, the testing approach validates the CBS compliance to
normal requirements, in accordance to the architectural specification. During a
faulty execution, the testing approach verifies if and how much the system complies
to fault tolerance requirements when failures arise.
Section 2 shows related work on the topic. Section 3 presents the main activities
for architecting fault tolerant component-based software systems, while details and
our proposal application to the mining control case study is illustrated in Section
4. Section 5 concludes the paper and outlines future work directions.

2

Related Work

Some colleagues have proposed their solutions to the problem of incorporating fault
tolerance during architectural design. Issarny and Banâtre in [16] and Castor Filho
et. al. in [11] share the idea of using the Software Architecture specification as the
primary point where to deal with exception handling. In [16] the authors investigate the definition of exceptions at the architectural level. Their model takes into
consideration exception handling implemented within components and connectors,
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and exception handling at the architectural (configuration) level. In [11] the authors
propose an initial work on Aereal, a framework to extend architectural descriptions
with information about exceptions, defining how exceptions flow between architectural elements. Other approaches (e.g., Rubira et. al. in [24] and Guelfi et. al. in
[12]), instead, incorporate exceptional behaviors during the entire development of
fault tolerant distributed systems.
Other approaches have analyzed how fault tolerant CBS can be submitted to
testing. The MDCE+ method, presented in [8], systematizes the identification,
design, implementation, and testing of the exceptional activities in the software
development phases. Sinha and Harrold [25] propose an approach for testing the
exceptional activity of a system in a white box way. This works only cover unit
tests and requires the source code of the tested components to be available. M.
Elder in his Ph.D. Thesis [10] identifies the relationships among fault tolerance
and dependability, but it does not provide any testing technique to confirm the
implementation conformance to fault tolerance requirements.
Differently from related work, this paper describes how fault tolerance and testing can jointly contribute to architect a dependable component-based system.

3

Architecting Fault-tolerant CBS: Overview

In our perspective, three main activities have to be carried out in order to architect
and validate a fault-tolerant system:
•

In activity a1, requirements are elicited. Fault tolerance requirements are specified in order to identify the adequate level of services in case of system damage.
Fault scenarios are selected (based on the assessment of risks and faults) to
evidence how the system should behave in case of faults. Use cases are specified
in order to highlight functional requirements, and extended in order to specify
critical services.

•

In activity a2, identified requirements guide the selection of a suitable and faulttolerant software architecture. Differently from a traditional software architecture
model, this specification has to provide a description of both how the CBSA
behaves in normal and in exceptional situations, and how faults can be tolerated.
Model-checking techniques can be employed to prove the CBSA conformance to
fault tolerance requirements.

•

In activity a3 testing is utilized to validate the conformance of the system implementation to fault tolerance requirements, through the fault-tolerant CBSA
specification. Test specifications are extracted from the CBSA specification and
then run over the CBS implementation to validate the requirements achievement.

4

Architecting Fault-tolerant CBS: Details and Application

In this section we detail the identified activities and apply them to a running example, while taking model-based notations as specification means.
The running example taken into consideration is the mining control system case
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study [24], a simplified system for the mining environment which handles the mineral
extraction from a mine (which produces water and releases methane gas on the air).
The system is composed by three main sub-systems: Pump Control, Air Extractor
Control, and Mineral Extractor Control. In the following we explain and apply the
methodology to the Air Extractor Control sub-system, in order to better explain
the theoretical aspects detailed in the following.
4.1

Activity a1: Fault tolerance Requirements Identification

We start with the identification of two classes of requirements: primary and auxiliary. A primary requirement is the one that must be always satisfied, while auxiliary
requirements are requirements that can be set aside in degraded operating modes.
In the presence of faults, auxiliary requirements can be provided in a degraded way.
The next step of activity a1 is the Use Case diagram realization. From the
primary and auxiliary requirements we can define two kinds of Use Cases, N UCs
that are use cases used for describing normal functionalities and exc UCs used for
describing exceptional functionalities.
When normal and exceptional use cases are identified, the adequate means to
tolerate faults which could affect critical services can be implemented. If faults
are detected early in the software process, the overall system robustness can be
improved, and fault tolerance responsibilities can be identified during the entire
software production process, and assigned at the right level of abstraction. According to the idealized component model [18,24], normal and exceptional behaviors
must be specified, and exceptional behaviors must be handled.
When an exception happens, the extending use case is executed in order to
handle it. For each extending use case, additional documentation is provided in
the form of Cockburn’s Use Case templates in order to explicitly define exceptional
conditions, symptoms and recovery measures. Exceptional functionalities may be
then realized to describe how and when faults can happen and how they interact
with the normal flow of events.
4.1.1 Application of activity a1
After having identified the requirements of the system they are organized in primaries and auxiliaries. The requirements of the Air Extractor Control subsystem
are:
REQ1: the component must be able to extract air from the mine;
REQ2: if the level of methane becomes high the pump that extracts the air have
to be switched on;
REQ3: when the air extraction process is on, if the methane level becomes acceptable then it has to be switched off;
REQ4: the air extraction process must be monitored.
REQ1, REQ2, and REQ4 requirements are considered primaries, while REQ3 is
an auxiliary requirement.
The next step of activity a1 is the Use Case diagram realization. From the
auxiliary and primary requirements we can define two kinds of Use Cases: N UCs
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that are use cases used for describing normal functionalities and exc UC used for
describing exceptional functionalities.

Fig. 1. Use Case Diagram for Air Extractor Control sub-system

Figure 1 shows the use case diagram for the case study. In particular the
N ExtractAir use case describes the sequence of actions for the air extraction inside
the mine, and the AirFlow, AirExtractor, MethaneHigh, and MethaneFlow actors
are involved in this functionality.
4.2

Activity a2: Fault-Tolerant Architecture Specification

Software Architecture has been largely accepted as a well suited tool to achieve a
better software quality while reducing the time and cost of production. In particular, a software architecture specification represents the first, in the development
life-cycle, complete system description. It provides both a high-level behavioral abstraction of components and of their interactions (connectors) and, a description of
the static structure of the system.
Typical SA specifications model only normal behaviors of the system, while ignoring exceptional ones. As a consequence, the system may fail in unexpected ways
due to some faults. In the context of critical systems fault tolerance requirements
it becomes necessary to introduce fault tolerance information at the software architecture level. Following the idealized fault tolerant component model [18,24], when
dealing with fault tolerance at the software architecture level, an ideal component
implements two different parts: normal and exceptional activities (see Figure 2).
The normal part implements the component’s normal services and the exceptional
part implements the responses of the component to exceptional situations, by means
of exception-handling techniques. When the normal behavior of a component raises
an exception, called local exception, its exception handling part is automatically
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Fig. 2. Ideal Component

invoked. If the exception is successfully handled the component resumes its normal behavior, otherwise an external exception is signalled. External exceptions are
signalled to the enclosing context when the component realizes that is not able to
provide the service. There are two different external exceptions: failure exceptions
due to a failure in processing a valid request and interface exceptions due to an
invalid service request.
According to the idealized fault tolerant component model, the modeling language that we propose encompasses both a structural and a behavioral specification
of a fault-tolerant architecture. The structural part describes how components and
connectors are composed of a normal and an exceptional part, and relationships
among them. The behavioral part, instead, specifies how components and connectors are intended to interact, according to the rules imposed by the idealized
component model.
As modeling tool we make use of UML2.0. In fact, even though in the last
years, the SA community has observed a proliferation of Architecture Description
Languages (ADLs) for rigorous and formal SA modeling and analysis [20], industries
still tend to prefer model-based (semi-formal) notations. In particular, with the
introduction of UML as the de-facto standard to model software systems and its
widespread adoption in industrial contexts, many extensions and profiles have been
proposed to “adapt” UML to model architectures (e.g., [19,22]).
Focusing on the structural part, we make use of UML2.0 component diagrams,
defining a profile for fault tolerance (Figure 3 shows a stereotyped component diagram built according to the profile). According to our profile, an SA component
is a stereotyped UML component (SAComponent). The SA component contains
the boolean tag HasException that is true if the component has a description of
the fault-tolerant behavior, false otherwise. SA Component is even specialized with
the stereotypes NormalComponent and ExceptionalComponent describing the normal
and the exceptional behavior, respectively. Components can have ports to manage
the communication with other components and connectors. Ports are also used in
order to model communication ports for signalled exceptions. Then we have normal
ports and ports specialized by the stereotype ICPorts for modeling exceptions
communication. Finally UML component interfaces are used for the exceptions
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propagation from the normal to the exceptional part specialized with the stereotypes HandlerInterface and RaiserInterface representing the handler and the raiser
respectively.
Since we are interested in the dependability of systems we introduce also the
boolean tag IsCritical that is true if the component is “critical”. A component is
critical if it implements at least one “critical service”.

Fig. 3. Air Extractor Control component with fault tolerance information

On the behavioral side, we describe the behavior of the components and the
connectors by means of UML state diagrams. This model is in fact intuitive and
it represents an easy way to describe the behavior of a single component. Exceptional behaviors must take into account both exceptions signalling and exceptions
managing, showing the recovery measures to bring the system back to an error-free
state. In case of a component is not able to manage, the exception the behavior
must show how the exception is forwarded to the enclosing context.
An extension to the UML 2.0 state diagrams notation is needed, in order to
explicitly model how components can communicate. Labels on transitions uniquely
identify the architectural communication channels. Operations allowed for communication are send and receive, denoted by an exclamation mark “!” and a question
mark “?”, respectively. For each component with an exceptional part, we have two
state machines describing the normal and the exceptional behavior. The states of
the state machines that are the target of at least one exiting transition representing
a signalled exception (exception signalled from the normal part to the exceptional
one) are called exceptional states and are denoted with the “exc ” prefix. An example of a normal and exceptional state machine associated to a normal/exceptional
component can be found in Figures 4.
When the SA is modeled, it can be verified with respect to its requirements.
We already developed a tool for verifying SAs, called Charmy, and the idea is to
extend Charmy for verifying fault tolerant SAs.
Charmy [7,15] is a framework that aims at assisting the software architect in
designing Software Architectures and in validating them against functional require61
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ments. State machines and scenarios are the source notations for specifying Software
Architectures and their behavioral properties. Model checking techniques are used
to check the consistency between the software architecture and the functional requirements. The model checker SPIN [14] is the verification engine in Charmy; a
Promela specification and Büchi Automata [6], modelling the software architecture
and the requirements respectively, are both derived from the source notations. SPIN
takes in input such specifications and performs model checking. A software process
is associated to the framework to help identifying and refining architectural models.
Finally, Charmy is tool supported. It offers a graphical user interface which helps
to specify the software architecture and automates the approach.
Following the Charmy idea, fault tolerant scenarios identified during activity a1
are expressed in terms of architecture-level Properties Sequence Charts (PSC) [23,2],
(an extension of a subset of UML2.0 sequence diagrams used to specify properties),
and automatically translated into Büchi automata. The architectural behavioral
and structural models contribute to the generation of a Promela prototype. The
SPIN model-checker is used to validate the Promela code (architectural specification) conformance to Büchi automata (requirements). The main differences when
adapting the current model-checking technique to fault-tolerant architectures, are
listed below:
•

Büchi automata generation: even if requirements validated by the Charmy tool
do not include fault tolerant scenarios we can use the same specification language
used in Charmy;

•

Promela code generation: since the fault-tolerant architectural specification introduces some concepts not present in Charmy, we have to change the translation
algorithm;

•

Validation process with SPIN : we expect to use exactly the same verification and
validation SPIN capabilities utilized in Charmy.

Fig. 4. AirExtractorControl component behavior
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4.2.1 Application of activity a2
Figure 3 shows the SA for the mining control system. Two are the main components:
the Operator Interface component, which represents the operator user interface, and
the Control Station, which is divided into three subcomponents: Pump Control, Air
Extractor Control, and Mineral Extractor Control. Pump Control is responsible of
monitoring the water level, Air Extractor Control controls the methane level, and
finally the mineral extraction is monitored by the Mineral Extractor Control.
Figure 4 shows the normal behavior of the AirExtractorControl component while
Figure 5 represents the exceptional behavior of the same component. The normal behavior of this component is associated with the extraction of air from the
mine. When the methane levels are high (MethaneHigh==on) the AirExtractor is
switched on (!switchOn) and when they drop to acceptable levels the AirExtractor
is switched off (!switchOff ). We can have some Exceptional behaviors; for example
when no flow of air is detected (Airflow==off ) the AirExtractor is switched on. This
situation is identified as a failure in the AirExtractor. The handling of this exception is to raise an exception (!I exc AirExtractorFailure), to manage the exception
(!Man exc AirExtractor- Failure EA), through the ExceptionalAirExtractorControl
Component, and to switch off the AirExtractor (!switchOff ).

Fig. 5. ExceptionalAirExtractorControl component behavior

4.3

Activity a3: Fault tolerance Testing

According to [13], a model-based test generator accepts as main inputs a model of
the software under test, and a set of test generation directives which guide the test
cases selection. It outputs a test specification, which includes a set of stimuli the
tester should introduce in the system together with expected responses.
When dealing with model-based testing of software architectures, the model of
the software under test is the architectural model itself (which acts as an oracle),
while the test generation directives can be architecture-level sequence diagrams,
describing classes of interest for testing purposes.
As in model-based testing, when dealing with testing based on architectural
specification of fault-tolerant architectures, two main activities are required: test
selection (architecture-level test cases are selected from the SA specification for fault
tolerance testing purposes) and test execution (test cases are run on the system
implementation).
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•

Activity a3.1: Test Selection
When moving from the specification to the implementation of a fault-tolerant
system, we would like to test if the system implementation conforms to the selected architecture. For this purpose, we have to go through a test selection
phase.
Test selection at the architecture level consists in the identification of suitable
abstract test cases to be run on the system implementation [21]. Suitability
is given by the test case contribution to discover as many failures as possible,
according to a test criterion [5]. The fault-tolerant software architecture itself
represents the test oracle to which the real execution needs to be compliant. The
abstract test cases can be detailed to produce executable test cases.
In our context the test criterion consists in identifying all those test cases which
cover faulty situations. Then, we want to test if the system implementation
behaves accordingly to the fault tolerance requirements, when faults happen, as
implemented in the fault-tolerant software architecture specification.
As in more traditional specification-based testing approaches, a test case is
seen as a path covering the behavioral graph produced out of the state machinebased specification (e.g., [17]). It is produced by appropriately covering the state
machine model of the system. In order to identify architecture-level test cases,
we start from the structural and behavioral SA specification: from the structural
model we retain information on which service is considered critical, and on which
critical or exceptional component implements such a service. From the behavioral
model of critical and exceptional components, we retain information on how the
system implementation is supposed to work at run-time.
Test cases are selected accordingly to the following pseudo-algorithm:
(i) Selection of initial exceptional states (IES): given the components state machines, states labeled with the “exc ” prefix are selected. Such states represent
those states reached when an exception is signalled to the exceptional part. IES
represents the interface among the normal and exceptional system behavior, as
already explained in Section 4.2;
(ii) Architectural Test Case (ATC) selection: a test case is defined as a path, covering the critical behaviors of the fault-tolerant SA. An ATC is obtained by
composing two different parts: the NormalATC and the ExceptionalATC. A
NormalATC path starts from the initial state and reaches an IES state and an
ExceptionalATC starts from an IES state and reaches a normal state again.
Path coverage criteria can be applied (e.g., McCabe’s, all edges, all nodes).
However, we suggest to use a more extensive coverage criteria in order to improve the testing effectiveness. Indeed, every path selected by the algorithm
will comply to the idealized component model pattern [18,24] we are inspired
from.
Each ATC path provides two types of information: the exceptional event which
forces the system to enter an exceptional state and the expected behavior (the
scenario itself) which acts as an oracle.
•

Activity a3.2: Test Execution
Test execution consists in forcing the system to raise the under-test exceptional
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Fig. 6. Architectural Test Cases for the AirExtractorControl Components

situations, and evaluating how the system reacts according to the architecturally
specify expected behavior. The NormalATC provides information on which exception must be signalled, while ExceptionalATC provides information on which
behavior we planned our system implementation to realized, in accordance to the
fault tolerance requirements.
As in executing tests in traditional systems, two are the main sub-activities to
be performed: i) identify those “inputs” which force the execution of the selected
test case, ii) put the system in a state from which the specified test can be
launched [5].
Regarding the first requirement, the architectural specification and the test case
itself describes which are the operations that must be performed on the system
in order to reach an IES state (information contained in the NormalATC path).
Regarding the second requirement, inputs enabling the execution of the selected
ATC must be inserted into the system in order to enable its transition to the
desired state (information contained in the ExceptionalATC path).
4.3.1 Application of activity a3
When focussing on the AirExtractorControl (normal and exceptional) component
behavior, there is only one IES state: the exc Management (as shown in Figure 4).
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As explained in Section 4.3, a path coverage over the interacting components
state machines generates architecture-level test cases (ATC). Assuming the path
coverage criteria intends “to select at least once all transitions which makes the
system move from a normal execution to an exceptional one”, the ATCs in Figure 6
are generated.
During test execution, the four exceptional events modeled in the four ATCs are
forced to happen in the system. If the system execution does not conform to what
expected from the architectural specification, an architectural error is found.

5

Conclusions and Future Work

In this work we presented how testing and fault tolerance can be jointly used in order
to improve and validate CBS. In fact even if these two techniques are recognized
to be two major approaches in software dependability engineering, they have been
scarcely utilized together so far. The approach starts from the requirements analysis,
discriminating among primarily and auxiliary requirements, allows the identification
and specification of a fault tolerant SA, and eventually permits the generation of
test specifications.
On the future work side we plan to better investigate the proposed activities and
to improve the activity in which the fault-tolerant architecture adequacy to fault
tolerance is validated. Since the software architecture specification represents the
first step in the design of a CBS, this validation stage is required to guarantee the
effectiveness of the successive stages. As we introduced in this paper, the main idea
is to specify fault tolerance requirements as properties the system should satisfy,
and to use a model-checking engine to validate if the fault tolerant architecture
model satisfies such requirements. For this purpose, we plan to extend the Charmy
tool for the specification and checking of fault tolerant software architectures. In
this setting it is particularly interesting to study the impact in terms of state space
when considering fault occurrences in any possible state of the system.
Furthermore, we want to validate the approach in the context of service oriented
architectures, thus providing mechanisms to replace services when unavailable and
dealing with dynamic architecture.
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Abstract
We construct a language extension for process calculi for modelling the exchange of cryptographically
composed data. More specifically, we devise a succinct syntax for terms and patterns that captures the
intention behind perfect cryptography. The proposed language extension is independent of the choice of
process calculus and is applicable to any calculus that supports exchange of data. Initially we restrict the
model to symmetric cryptography, but we also show how it can be extended with support for asymmetric
encryption and digital signatures.
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1

Introduction

The modelling of security protocols often relies on process calculi. As a common
method for ensuring security in a system is the application of cryptography, several
process calculi have emerged which incorporates cryptography in the design, e.g.
LySa [3,4] and the Spi-calculus [1]. However, the modelling of cryptography and
the underlying communication model are orthogonal factors in the resulting system,
and this motivates an independent development of these components.
In this paper we shall design a language extension for process calculi that allows
for modelling the use of cryptographic operations for securing the exchange of data.
Specifically, we develop a term language with pattern matching that captures the
intention behind perfect cryptography in an intuitive and succinct manner. The
design is independent of the underlying communication model, and the language
extension can be applied to any process calculus that supports exchange of data.
We shall develop the language extension in two phases. In Section 2 we present
the formal foundation of our model for extending a calculus with support for cryp1
2
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tography. Initially we restrict our attention to symmetric encryption, as this suffices
for introducing the general concepts and eases readability. However, the model is
easily extendable with other cryptographic primitives, and in Section 3 we shall see
how to deal with asymmetric cryptography. It turns out that asymmetric cryptography introduces new requirements to the model that the language extension must
cater for. Essentially, asymmetric cryptography allows for a new scenario, namely
that a principal can decrypt a message without being able to recreate the message
by encryption.
To illustrate the use of the pattern matching primitive we show in Section 4 how
to formulate different security protocols and in Section 5 we shall recapitulate and
reflect upon our contribution. Finally, in Appendix A we show the validity of our
language extension with respect to the principles of perfect cryptography.

2

Design

2.1

Syntax

The basic building blocks used for modelling cryptography are terms and patterns.
The syntax for these are listed in Table 1 where N and V denote the disjoint sets
of names and variables, respectively.
t ::=
|
|
|

n
x
T(t1 , · · · , tk )
Et0 (t)

p ::= t / [x1 , · · · , xk ]

Name (n ∈ N )
Variable (x ∈ V)
Tuple
Shared Key Encryption
Pattern

Table 1
Syntax for terms and patterns.

The syntax for terms bears similarities to LySa. Names are used for describing
all basic elements such as text, nonces, symmetric keys or time stamps. Variables
can be mapped during execution, and may hold both names and composite terms.
The tuple construct T(t1 , · · · , tk ) is used for concatenation of terms and finally the
construct Et0 (t) denotes symmetric encryption of a term t using the key t0 . In the
following we shall often refer to a closed term, that is a term with no variables, as
a value (v ∈ Val).
The other basic building block is patterns. As mentioned already, patterns are
used to match on terms. Hence the syntax for patterns is identical to the syntax for
terms, except that a pattern includes a list of the variables that should be mapped
within the term.
Example 2.1 Assume the existence of a matching operator . for matching a value
v against a pattern p, written v  p. Such a construct should be used upon input
or decryption in a process calculus, and the general idea is then that a process
v p in P first verifies that v matches p; if this is the case the continuation process P
is updated with any newly mapped variables, and executed, otherwise the execution
will be blocked.
The matching T(n, m)  T(y, m) / [y] in P should succeed because the tuple
T(n, m) matches T(y, m). This results in the mapping of the variable y to the name
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n in the continuation process P . The matching T(n, m)  T(y, y) / [y] in P on the
other hand would not succeed as both n and m cannot match the pattern y, and
thus further execution is garbled.
2.2

Semantics

Having presented the syntax of the model we shall now define a semantics. We rely
on reduction semantics, and assume that a similar semantics exists for the calculus
to be extended.
As reduction semantics is only concerned with closed processes, it is clear that
the semantics of terms are merely values. The semantics of pattern matching on
the other hand, must record all new mappings of variables. Formally, the semantics
needs to produce an environment
θ : V → Val

that maps the variables in the matching to their respective value. We shall write [ ]
for the empty mapping and θ[x 7→ v] for the mapping that is like θ except it maps
.
x to v. Furthermore we define an equality operator for mappings = as
.
θ1 = θ2 iff ∀x ∈ (dom(θ1 ) ∩ dom(θ2 ))

:

θ1 (x) = θ2 (x)

.
The equality operator = ensures that if a variable is mapped in both environments
then these mappings are equal, i.e. the variable is mapped to the same value in
both environments. Thus we can unambiguously unify two environments, θ1 ∪ θ2 ,
.
whenever θ1 = θ2 .
The judgement for the semantics of pattern matching takes the form ` v  p : θ
and states that the value v correctly matches the pattern p, giving rise to the variable mappings θ. This is captured by the definition in Table 2. The definition
simply requires an auxiliary judgement for decomposition X ` v  t : θ to be satisfied, which ensures that the value v matches the term t giving rise to the variable
mappings in θ, assuming the variables to be mapped are all included the set X . The
semantics assumes that all sub-patterns are matched in parallel and ensures that
.
possible multiple mappings of variables are equal using the = operator. Whenever
a value v is matched against a variable x we use the rule (Bind), where the resulting
environment is the mapping of x to v. As the semantics is defined as a reduction
semantics, we know that all variables that have been mapped prior to the pattern
matching are already replaced by their corresponding values. Thus the rule (Bind)
only requires the variable x to belong to the list of variables to be defined in the
matching, X . Symmetric decryption (SDec) simply requires both the key and the
content to match the pattern, and tuples (Tup) require all sub-patterns to match.
The resulting environment θ of a pattern matching is supposed to be used to
update a possible continuation process with the new mappings of variables that the
matching resulted in.
2.3

Well-formedness

The syntax and semantics of our language extension does not enforce the usual
assumption of perfect cryptography. Matching on a pattern such as Ex (y) / [x, y]
obviously violates this assumption, as it allows for learning x based only on an
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(Match)
(Name)

(Tup)

X `vt:θ
`vt/X :θ

x∈X
X ` v  x : [x 7→ v]
.
X ` v0  t0 : θ0 X ` v  t : θ θ0 = θ
(SDec)
X ` Ev0 (v)  Et0 (t) : θ0 ∪ θ
X ` v1  t1 : θ1 · · · X ` vk  tk : θk
.
if ∀i, j : θi = θj
X ` T(v1 , · · · , vk )  T(t1 , · · · , tk ) : θ1 ∪ · · · ∪ θk
X ` n  n : []

(Bind)

Table 2
Semantics of pattern matching; ` v  p : θ and X ` v  t : θ.

encrypted message. This design choice has been made to make the model as flexible
as possible, one may want to encode the possibility of a principal to guess certain
keys or encrypted contents in order to analyse different attack scenarios. Perfect
cryptography is only one such scenario, although the most commonly used one,
and thus we shall design a well-formedness condition for enforcing this assumption,
hereby allowing the protocol analyst to choose when this criteria should apply.
In order to design a well-formedness requirement we shall assume the existence
of the sets of defined names N and defined variables V. Each element in these
sets are supposed to be defined prior to the pattern matching, and thus for a given
term we shall simply require all names and variables used within the term to belong
to the sets N and V, respectively. For this we shall assume the existence of the
function for finding free names fn and free variables fv in a term, defined in the usual
manner. The resulting well-formedness condition for terms is given as judgement
(N , V) ` t in Table 3.
The requirement for patterns is more subtle as we must ensure that the patterns enforce the rules of perfect cryptography. We approach this challenge by
first noticing that perfect cryptography is violated whenever we cannot sort the
list X of variables to be learnt, such that the first variable can be learnt without knowledge of the remaining variables, learning the second variable requires at
most knowledge of the first variable, etc. One example of this could be the pattern
T(Ey (x), Ex (y)) / [x, y], where neither x can be learnt without knowledge of y nor y
without knowledge of x. This means that we can require the list of variables to be
defined X to be ordered, without limiting the model.
Now, assuming an ordered list of variables, we must have a method of detecting
whether the variables one by one can be learnt correctly from in the pattern. We
achieve this goal by introducing an auxiliary judgement (N , V) ` t ∼ x for validating
that the variable x can be learnt from the term t strictly following the cryptographic
rules and given the set of known names N and variables V. The judgement is defined
straightforwardly, the variable x is obviously learnt legally from the term x. If the
term is composite, a recursive search is initiated; in a tuple at least one of the subterms must provide knowledge of x, and a cryptographic construction should only
allow x to be learnt from the contents, if the key consists of purely known names
and variables.
The auxiliary judgement allows for defining a well-formedness condition for patterns. This condition relies on the set of defined names N , the set of defined
variables V and the ordered list of the variables that should be defined in the pat72
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(WT)
(WPDef)

(WH1)

fn(t) ⊆ N fv(t) ⊆ V
(N , V) ` t

x∈
/V

(N , V) ` t ∼ x (N , V ∪ {x}) ` t / X
(N , V) ` t / (x :: X )
(N , V) ` t
(WPEmp)
(N , V) ` t / [ ]

(N , V) ` x ∼ x
(WH3)

(WH2)

fv(t0 ) ⊆ V

fn(t0 ) ⊆ N (N , V) ` t ∼ x
(N , V) ` Et0 (t) ∼ x

(N , V) ` ti ∼ x
(N , V) ` T(t1 , · · · , tk ) ∼ x

1≤i≤k

Table 3
Well-formedness of terms and patterns; (N , V) ` t, (N , V) ` p and (N , V) ` t ∼ x.

tern X . If X is not empty the rule (WPDef) applies, where the first element x of X ,
i.e. the next variable to be defined, is checked to be a fresh variable x ∈
/ V and then
validated that it can be learnt correctly from the term by (N , V) ` t ∼ x. If this is
fulfilled, the variable x can safely be added to the set of known variables and the
next variable in the list can be checked. At some point the list X will be empty, in
this case the rule (WPEmp) applies which merely establishes that t is a well-formed
term given the sets of now known variables V and names N .
In order to fully understand the need for and the workings of the well-formedness
condition, consider the following example.
Example 2.2 Consider these entirely legal patterns:
(1) EK (x) / [x] where K ∈ N
(2) Ex (y) / [y] where x ∈ V
(3) T(Ey (x), Ez (y), z) / [z, y, x]

In (1) the new variable x is learnt by decryption with K, an already known name.
Similarly in (2) y is learnt using the prior knowledge of x to decrypt the encryption.
In (3) z can be learnt from the third element of the tuple, then the second part of
the tuple can be decrypted using z hereby learning y, and finally from the first part
of the tuple x can be learnt using y.
All of the above patterns follow the cryptographic rules and are correctly accepted by our well-formedness condition. But now see how small alterations of
the patterns above change them into patterns with unwanted properties that are
correctly disqualified by the well-formedness condition.
(10 )
(100 )
(20 )
(30 )
(300 )

Ex (K) / [x] where K ∈ N
EK (K) / [x] where K ∈ N
Ex (y) / [x, y]
T(Ey (x), Ex (y)) / [x, y]
T(Ey (x), Ez (y), z) / [x, y, z]

The pattern (10 ) is illegal as either x ∈ V and the definition is a renaming which is
not allowed, or else x is not previously defined, meaning that x is learnt from a key,
thus violating perfect cryptography and not satisfying (V) ` p ∼ x. In pattern (100 )
we simply can’t learn x from the pattern and in (20 ) x is again only learnt based
on a key. In (30 ) x cannot be learnt without prior knowledge of y (and y cannot
be learnt without knowledge of x) and in (300 ) x cannot be learnt without prior
knowledge of y (reverse definition order of (3)).
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3

Extending the Model

We shall now show how the model presented in Section 2, hereafter referred to as
the basic model, can be extended with different cryptographic operations. We do
this by extending it with asymmetric cryptography, as this extension introduces
some interesting new aspects that our model must cater for.
Extending the model with asymmetric cryptography opens for scenarios where
a principal can decompose a term but cannot recreate this term afterwards. This
is exemplified by digital signatures, where a principal that receives a signed value
may be able to learn the signed content by decrypting it with the signer’s public
key, but cannot reproduce this signed value itself because it does not know the
signer’s private key. This introduces complications when modelling protocols where
a principal receives a value, verifies that it is signed by the expected principal,
and forwards it to a receiver. To cater for this, we shall extend our model with
a capability for enforcing restrictions on the values a variable may be mapped to.
With such an extension, the example mentioned here could be modelled by letting
the principal bind the incoming value to a variable x, if and only if it is signed
by the expected principal, and then forward the value that x is mapped to, to the
receiver.
3.1

Syntax

As already described, we shall extend the syntax of our model to allow restrictions
of the mappings of variables. We do this by introducing a new syntactic element s
which we call a sieve. Sieves express the restrictions under which we allow a variable
to be mapped, and we write x 7→ s for defining the variable x which is allowed to
be mapped to any value v that matches the sieve s.
The resulting syntax for terms, sieves and patterns is given in Table 4. Here we
annotate names with a tag τ ∈ {, +, −} for modelling whether the name is a public
key n+ or a private key n− as part of a key pair, or if it is just a regular name
n . Public key encryption is modelled using the construct Pt0 (t), and as usually we
shall model digital signatures by encryption using a private key.
t ::=
|
|
|
|

nτ
x
T(t1 , · · · , tk )
Et0 (t)
Pt0 (t)

Name (nτ ∈ N , τ ∈ {, +, −})
Variable (x ∈ V)
Tuple
Shared key encryption
Public key encryption

s ::= t
|
?

Restrictive sieve
Non − restrictive sieve

p ::= t / [x1 7→ s1 , · · · , xk 7→ sk ] Pattern
Table 4
Revised syntax.

Sieves are supposed to match on terms and thus the syntax is merely terms
extended with a wildcard ? for a sieve that matches everything, i.e. variables defined
with the sieve ? correspond to the variables of the basic model. Notice that sieves
allow for both recursive variable definitions and for defining variables based on the
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mappings to other variables. Recursive variable definitions such as in the pattern x/
[x 7→ T(x, x)] would in this pattern matching context never match any values, as we
do not allow remapping of variables. Thus such sieves should be prohibited by a wellformedness condition. Defining variables based on other variables however, provides
a useful tool when describing protocols, e.g. the pattern x / [x 7→ Pn− (y), y 7→ ?]
allows for both binding a signed value and the value itself to some variables, in one
pattern matching.
The defining list of variables [x1 7→ s1 , · · · , xk 7→ sk ] in the pattern, can be seen
as an environment Γ, which maps the variables to be defined to their respective
sieve:
Γ : V → {s | s defined in Table 4}

This allows for a simpler definition of the semantics.
3.2

Semantics

The judgement for the semantics still takes the form ` v  p : θ but requires an
auxiliary judgement on the form Γ ` v  t : θ to be satisfied, which states that given
the environment Γ that maps the variables to their corresponding sieve, then the
value v matches the term t, giving rise to the variable mappings of θ. Both of these
judgements are defined in Table 5.
The semantics is closely related to the semantics for the basic model, but the
auxiliary judgement includes a few more rules. The rules (RPDec) and (RSign) for
asymmetric decryption and validation of digital signatures are similar to symmetric
decryption, except we ensure that the keys are tagged as required and that they
belong to a key pair. When matching a value v against a variable x one of the rules
(RBind1) and (RBind2) applies, depending on x’s sieve. In the case of a restrictive
sieve t the rule (RBind1) is used, this requires the value v to match t, and provided
this matching gives rise to the environment θ then θ is updated with the mapping
of x to v. In the case of a non-restrictive sieve ? the rule (RBind2) applies, which
merely returns the environment that maps x to v.
(RMatch)

Γ`vt:θ
`vt/Γ:θ

.
Γ ` v0  t0 : θ0 Γ ` v  t : θ θ0 = θ
Γ ` Ev0 (v)  Et0 (t) : θ0 ∪ θ
.
Γ ` n−  t0 : θ0 Γ ` v  t : θ θ0 = θ
Γ(x) = t Γ ` v  t : θ
(RPDec)
(RBind1)
Γ ` v  x : θ[x 7→ v]
Γ ` Pn+ (v)  Pt0 (t) : θ0 ∪ θ
.
Γ(x) = ?
Γ ` n+  t0 : θ0 Γ ` v  t : θ θ0 = θ
(RBind2)
(RSign)
Γ ` v  x : [x 7→ v]
Γ ` Pn− (v)  Pt0 (t) : θ0 ∪ θ
Γ ` v1  t1 : θ1 · · · Γ ` vk  tk : θk
.
if ∀i, j : θi = θj
(RTup)
Γ ` T(v1 , · · · , vk )  T(t1 , · · · , tk ) : θ1 ∪ · · · ∪ θk
(RName)

Γ ` nτ  nτ : [ ]

(RSDec)

Table 5
Revised semantics of pattern matching; ` v  p : θ and Γ ` v  t : θ.

3.3

Well-formedness

In Table 6 we define the well-formedness condition for the language extension with
asymmetric cryptography. The well-formedness condition of terms is analogous to
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the one in the basic model.
Well-formedness of patterns still requires an auxiliary judgement (N , V) ` p ∼ x
for determining if a variable x can be learnt correctly from a term t given knowledge
of the names N and variables V, this is defined defined analogous to the auxiliary
judgement in the basic model.
(RWT)
(RWDef1)
(RWDef2)

fn(t) ⊆ N fv(t) ⊆ V
(N , V) ` t

x∈
/ dom(Γ) (N , V) ` t[t0 /x] / Γ
(N , V) ` t / ((x 7→ t0 ) :: Γ)
x∈
/ V (N , V) ` t ∼ x (N , V ∪ {x}) ` t / Γ
(N , V) ` t / ((x 7→ ?) :: Γ)
(N , V) ` t
(RWEmp)
(N , V) ` t / [ ]
x∈
/V

(N , V) ` x ∼ x

(RWH1)
(RWH2)
(RWH3)
(RWH4)

fv(t0 ) ⊆ V

fn(t0 ) ⊆ N (N , V) ` t ∼ x
(N , V) ` Et0 (t) ∼ x
fv(t0 ) ⊆ V fn(t0 ) ⊆ N (N , V) ` t ∼ x
(N , V) ` Pt0 (t) ∼ x
(N , V) ` ti ∼ x
1≤i≤k
(N , V) ` T(t1 , · · · , tk ) ∼ x

Table 6
Revised well-formedness of terms and patterns; (N , V) ` t, (N , V) ` p and (N , V) ` t ∼ x.

The well-formedness of patterns itself is on the form (N , V) ` p stating that the
pattern p is well-formed under the assumption of known sets of names N and variables V. This is captured by three rules. The rule (RWDef1) shows that a variable
defined with a restrictive sieve t0 is checked to be fresh x ∈
/ V and also required
not to be defined repeatedly x ∈
/ dom(Γ); if this is fulfilled the rule merely replace
x by its corresponding sieve t0 in the pattern t. This reflects the observation, that
variables defined by a restrictive sieve, i.e. a term, merely establishes a shorthand
for this term. This means that the mappings of these variables rely solely on the
mappings of other variables, and to validate well-formedness, we must validate the
variable mappings within the structure of these variables instead of the mappings
of the variables themselves. This also reduces the well-formedness requirement to
rely exclusively on the variables defined with non-restrictive sieves ?, similarly to
the basic model. The rule (RWDef2) is therefore analogous to the rule for defined
variables in the basic model.
Notice that, although there are no explicit requirement to the restrictive sieve
t in the rule (RWDef1), the recursiveness of the definition enforces that the sieve
only holds known names, and that free variables are either known or defined in the
matching. Furthermore, the definition ensures that there are no cyclic dependencies
such as t / [x 7→ y, y 7→ x], as these definitions, after repeated application of rule
(RWDef1), result in a term that includes variables not in V, i.e. in the pattern
mentioned here both x and y will be replaced by their corresponding sieves but not
included in V, and thus the pattern will be rejected.
The examples of how well-formedness ensures that perfect cryptography is enforced in the basic model presented in Example 2.2, naturally also apply to the
extended model. The extended model however, introduces new ways to circumvent
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perfect cryptography, and the following example shows how the well-formedness
condition presented above also captures these.
Example 3.1 The following patterns are all legal:
(1) y / [y 7→ Pm− (x), x 7→ ?] where m− ∈ N
(2) T(Ex (z), y) / [x 7→ y, y 7→ ?, z 7→ ?]
(3) T(x, z) / [x 7→ Py (y), y 7→ z, z 7→ ?]

In (1) the sieve for y is Pm− (x) and replacing y with this in the term shows that
we afterwards can learn x, since the private key m− is known. In (2), we see that
by replacing x with its corresponding sieve y, we get a pattern where we legally can
learn y and then decrypt the encryption and learn z. Notice that the definition list
[y 7→ ?, x 7→ y, z 7→ ?] would also be legal as y could be learnt prior to replacing x,
although this encoding seems less intuitive. Finally in (3) we first replace x with
the sieve Py (y), then y with z, resulting in T(Pz (z), z) which is an obviously legal
pattern, and would for instance match a value on the form T(Pn− (n+ ), n+ ).
Again we can render these patterns illegal by modifying them slightly. The
following patterns are all correctly disqualified by the well-formedness condition:
(10 ) y / [y 7→ Pm− (x), x 7→ ?] where m− ∈
/N
(20 ) T(Ex (z), y) / [x 7→ ?, y 7→ x, z 7→ ?]
(30 ) T(x, z) / [x 7→ y, y 7→ x, z 7→ ?]

The pattern (10 ) is illegal as it includes an unknown name, m− ∈
/ N . In pattern
(20 ) the sieve for x and y are changed such that y depends on x instead, but the
now reverse definition order means that we cannot learn x prior to substituting y
with its pattern. Notice however that if we define y before x, the pattern becomes
legal. Pattern (30 ) defines x to depend on y and y to depend on x, obviously this is
illegal, and it will also be disqualified as first substituting x with y and then y with
x results in the pattern T(x, z) in which x is undefined, i.e. the resulting term is
not well-formed as x ∈
/ V.

4

Modelling

In this section we will give some examples on how to use the proposed language
extension to model security protocols. As the proposed extension is supposed to be
applicable to a large variety of process calculi, we cannot assume anything about the
underlying semantics of the communication model. Instead, we shall formalise the
protocol in an extended protocol narration [3], where we distinguish between outputs
and corresponding inputs, and between encryptions and corresponding decryptions.
In the encodings we follow [3] and extend each sent message with source and
destination information as the first two elements, simulating the IP address along
the lines of IPv4 and IPv6. Upon receipt of a message the principal will always
check whether the message is intended for it; occasionally it will also check that the
sender is who it expected.
For readability we shall employ the notational convention of x instead of the
more cumbersome x 7→ ? and also omit the tuple construct as this obviously can be
added automatically by a parser.
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4.1

Wide Mouthed Frog

The Wide Mouthed Frog protocol [6] is a symmetric key protocol, for establishing
a short term key K between two principals A and B, who both trust a server S. In
our modelling we shall consider the following version [1]:
1. A → S : A, EKA (B, K)
2. S → B : EKB (A, K)
3. A → B : EK (msg)

Here KA and KB are master keys that A and B, respectively, are assumed to share
with the server S. The key K is the session key that A and B shares after completion
of the protocol, such that they in the last step can communicate the message msg
encrypted.
This protocol is a commonly used example because of its simplicity and it is also,
since it only uses symmetric encryption, a well-suited choice for the basic model. As
described above, we shall formulate the protocol in an extended protocol narration
and for this we use the patterns and the matching operator .. A direct translation
into an extended protocol narration in the style of [3] looks as follows:
1. A →
: A, S, A, EKA (B, K)
10 .
→ S : xA , S, xA , x / [xA , x]
100 .
S : x  EKx (xB , xK ) / [xB , xK ]
A

2.
20 .
200 .

S →

: S, B, EKx (A, K)
B

→ B : yS , B, y / [yS , y]
B : y  EKB (yA , yK ) / [yA , yK ]

3. A →
: A, B, EK (msg)
30 .
→ B : yA , B, y 0 / [y 0 ]
300 .
B : y 0  EK (ymsg ) / [ymsg ]

Each line in the simple Alice-Bob protocol narration, has been translated into three
lines in the extended narration. The first line describes the actions of the sender, the
second line then describe how the recipient inputs the message, and the third line
describes how the recipient decrypts some of the received elements using pattern
matching. Notice that this encoding assumes that the distributed key K is fresh,
and that S knows the master key of A and B, called KA and KB respectively.
However, this encoding can be optimised as all the decryptions can be incorporated into the input patterns directly. And the resulting narration looks as follows:
1. A →
: A, S, A, EKA (B, K)
10 .
→ S : xA , S, xA , EKx (xB , xK ) / [xA , xB , xK ]
A

2. S →
20 .

: S, B, EKx (A, K)
B

→ B : yS , B, EKB (yA , yK ) / [yS , yA , yK ]

3. A →
: A, B, EK (msg)
30 .
→ B : yA , B, EK (ymsg ) / [ymsg ]

This optimised encoding is as detailed about the actions of the participants as the
former encoding, but the readability is much higher. It is also noticeable that this
encoding uses less variables, as it is not necessary to store temporary values in
temporary variables.
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4.2

ISO Three-Pass Mutual Authentication Protocol

The ISO protocols were proposed in Part 3 of the ISO/IEC 9798 Standard [8].
These protocols use asymmetric cryptography for authentication, and thus they are
all good choices for the extended model. We have chosen to model the three-pass
version, which in [7] is formalised as follows:
1. B → A : B, Rb, T 1
2. A → B : CertA, Ra, Rb, B, T 3, PK − (Ra, Rb, B, T 2)
A

3. B → A : CertB, Rb, Ra, A, T 5, PK − (Rb, Ra, A, T 4)
B

The protocol authenticates A and B to each other. Apart from the nonces Ra
and Rb and the text fields T 1 − T 5, the protocol relies on the certificates CertA
and CertB. These certificates are supposed to be generated by a trusted certificate
authority CA, and usually include the name of the certificate authority, the name
of the certified principal and its public key, all signed by the certificate authority’s
private key. Hence A’s certificate for instance is directly translated into our syntax
+
as PK − (A, CA, KA
), and when B receives A’s certificate in step 2, he will be able
CA
to learn A’s public key and thereby ensure that the last part of the message is
actually signed by A.
When modelling this protocol, we must also model the distribution of the certificates, as these should originate from the certificate authority. Thus the resulting
extended protocol narration will look as follows:
0A . CA →

+
)
: PK − (A, CA, KA
CA

+
)]
→ A : xcert / [xcert 7→ PK + (A, CA, KA

00A .

CA

0B . CA →

+
: PK − (B, CA, KB
)
CA

00B .

+
)]
→ B : ycert / [ycert 7→ PK + (B, CA, KB

1. B
10 .

→
: B, Rb, T 1
→ A : xB , xRb , xT 1 / [xB , xRB , xT 1 ]

2.

CA

A

→

: xcert , Ra, xRb , B, T 3, PK + (Ra, xRb , B, T 2)
A

20 .

→ B : PK + (A, CA, yK + ), yRa , Rb, B, yT 3 , Py
CA

A

+
K
A

(yRa , Rb, B, yT 2 )

/ [yK + , yRa , yT 3 , yT 2 ]
A

3.
30 .

B

→

: ycert , Rb, yRa , A, T 5, PK + (Rb, yRa , A, T 4)
B

→ A : PK + (B, CA, xK + ), xRb , Ra, A, xT 5 , Px
B

CA

+
K
B

(xRb , Ra, A, xT 4 )

/ [yK + , yT 5 , yT 4 ]
A

The encoding assumes that both A and B trust CA, and that they both know
+
its public key KCA
. The first 4 lines then describe the distribution of the certificates, and it important to observe that A and B can only verify that the certificate
is authentic but not recreate it themselves, and they therefore have to use the restrictive sieves to ensure that they only accept a correct certificate. The remaining
part of the encoding is relatively trivial, note however that the patterns in 20 and 30
allow the receiver to learn the public key of the sender prior to decrypting the last
encrypted part of the tuple, and this allows for the patterns to be well-formed.
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5

Conclusion

This paper has developed an expressive syntax, general semantics and a notion
of well-formedness for capturing the assumptions of perfect cryptography. The
extended syntax builds on and refines ideas that can be found in the Spi-calculus,
in LySa and in LySaNS [5] in order to express patterns that enable to learn a number
of secrets from a single transmitted message, as is common in security protocols.
The formal development has taken the form of defining a semantics that can
also deal with imperfect cryptography (as when secret keys can be broken by brute
force attack or successful guessing) which has been supplemented by general wellformedness conditions for ruling out those behaviours not allowed when assuming
perfect cryptography.
The theo-rems es-tab-lis-hed in Ap-pendix A aim at show-ing that the wellformedness conditions are sufficiently restrictive that no improper behaviour is
admitted; the example protocols modelled in Section 4 aim at showing that the
well-formedness conditions are sufficiently flexible to be of widespread interest.
Clearly there is more to a process calculus than the modelling of cryptography,
but as we already said in the introduction, we believe the other features to be
somewhat orthogonal to this. We are currently working [9] on embedding the ideas
exposed here into the process calculus Klaim [2] that deals with communication
by means of distributed tuple spaces - so far without any surprises. Future work
involves showing that this development can also be integrated with the calculi for
service-orientation and orchestration developed in the Sensoria project.
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A

Validating the Design

In this appendix we shall show some important properties of our language extension.
The first is that well-formedness is preserved in the semantics, and the second that
a well-formed pattern guarantees perfect cryptography. As was the case for the
development of the language extension, we shall proceed in two phases. First we
shall prove that the results apply to the basic model, and then using the same proof
technique we shall extend the results to the extended model.
A.1

Basic model

That well-formedness is preserved in the semantics, is captured by Proposition A.1.
Proposition A.1 If ` v  p : θ and (N , V) ` v then it follows that also ∀x ∈
dom(θ) : (N , V) ` θx.
Proof. The proof proceeds by induction in the definition of X ` v  t : θ where
each case follows directly from the induction hypothesis.
2
Notice that the result does not require the pattern to be well-formed but only the
value, as well-formed patterns only enforce the assumption of perfect cryptography.
This leads us to the next and less trivial property, namely that well-formed patterns
enforce the assumption of perfect cryptography.
We shall prove this result by first introducing a principal I that plays according
to the rules of perfect cryptography. Formally, we shall define I’s knowledge I(K)
as listed in Table A.1. Here rule (I1) shows that I has some initial knowledge K.
t ∈ K fv(t) = ∅
t ∈ I(K)
Et0 (t) ∈ I(K) t0 ∈ I(K)
T(t1 , . . . , tk ) ∈ I(K)
(I3)
t1 , . . . , tk ∈ I(K)
t ∈ I(K)
t1 , . . . , tk ∈ I(K)
t0 , t ∈ I(K)
(I5)
T(t1 , . . . , tk ) ∈ I(K)
Et0 (t) ∈ I(K)
(I1)

(I2)
(I4)

Table A.1
The knowledge of I; I(K).

It can extend its knowledge by decomposing the values according to perfect cryptography (rules (I2) and (I3)), i.e. decrypting using known keys and decomposing
tuples. Furthermore, I has the ability to construct new values from its knowledge
by concatenating known values into new tuples and creating new encryptions from
known keys and contents (rules (I4) and (I5)).
Apart from the knowledge of the principal I, we must also keep track of the
variable mappings that I knows. We do this by introducing a mapping Θ defined
analogous to θ. Given these ingredients we now define that a pattern p guarantees
perfect cryptography if and only if allowing I to use pattern matching of any value
v ∈ I(K) against p would never produce variable mappings not already in I(K).
More formally we have:
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Definition A.2 The pattern t / X guarantees perfect cryptography if and only if
for all v and Θ where (fv(t)\X ) ⊆ dom(Θ), range(Θ) ⊆ I(K) and v ∈ I(K) then
X ` v  (Θt) : θ implies range(θ) ⊆ I(K).
This provides us with a concrete requirement for patterns to guarantee perfect
cryptography, which we now must prove is ensured by the well-formedness condition.
First we shall state some facts which clarifies the proofs. All of the facts follow
directly from straightforward induction and we shall therefore omit the proofs.
Fact A.3 If X ` v  t : θ then dom(θ) ⊆ X .
Fact A.4 If X ` v  t : θ where fn(t) ⊆ I(K) and fv(t) = [ ] then v ∈ I(K).
Fact A.5 If (x :: X ) ` v  t : θ and x ∈ dom(θ) then X ` v  t[θx/x] : θ\{x 7→ θx}.
Before we proceed to main result itself, we need an auxiliary result, namely that
(N , V) ` t ∼ x is only satisfied if x can be learnt from t without violating perfect
cryptography.
Lemma A.6 The judgement (N , V) ` t ∼ x ensures that for all v and Θ where
V ⊆ dom(Θ), x ∈
/ dom(Θ), v ∈ I(K) and N ∪ range(Θ) ⊆ I(K) then X ` v(Θt) : θ
implies x ∈ dom(θ) and θx ∈ I(K)
Proof. The proof proceeds by induction in the structure of X ` v  (Θt) : θ, where
the interesting cases are (Bind) and (SDec):
Case (Bind). Assuming that X ` v  x : [x 7→ v] by (Bind) because x ∈ X , the
result follows directly from the assumption v ∈ I(K).
Case (SDec). Assume that X ` Ev0 (v1 )  (ΘEt0 (t1 )) : θ0 ∪ θ1 by (SDec) because
X ` v0  (Θt0 ) : θ0 and X ` v1  (Θt1 ) : θ1 . Assume furthermore that (N , V) `
Et0 (t1 ) ∼ x, V ⊆ dom(Θ), x ∈
/ dom(Θ), v ∈ I(K) and N ∪ range(Θ) ⊆ I(K).
From (WH2) we now get (N , V) ` t1 ∼ x and also that fn(t0 ) ⊆ N ⊆ I(K) and
fv(t0 ) ⊆ V ⊆ dom(Θ). The latter implies that fv(Θt0 ) = [ ] and thus from Fact
A.4 we get v0 ∈ I(K). Finally by (I3) we have v1 ∈ I(K), and the induction
hypothesis then gives us that x ∈ θ1 and θ1 x ∈ I(K) which concludes the proof.
2
This leads us to the main result itself, namely that (N , V) ` p ensures that the
pattern p guarantees perfect cryptography.
Theorem A.7 If (N , V) ` t / X then t / X guarantees perfect cryptography.
Proof. This is proven by induction in the structure of X :
Case [ ] is trivially true due to Definition A.2 and Fact A.3.
Case x :: X 0 . Assume that (N , V) ` t / (x :: X 0 ) by (WPDef) because (N , V) ` t ∼
x, (N , V ∪ {x}) ` t / X 0 and x ∈
/ V. Now assume v and Θ where V ⊆ dom(Θ),
x∈
/ dom(Θ), v ∈ I(K) and N ∪ range(Θ) ⊆ I(K) such that (x :: X 0 ) ` v(Θt) : θ.
From Lemma A.6 we have that x ∈ dom(θ) and θx ∈ I(K) and due to Fact A.5
this implies that X ` v  (Θ0 t) : θ\{x 7→ θx} where Θ0 = Θ[x 7→ θx]. Thus
from the induction hypothesis we get that also range(θ\{x 7→ θx}) ⊆ I(K) and
according Definition A.2 and Fact A.3 this ensures perfect cryptography and
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concludes the proof.
2
A.2

Extended model

We shall now proceed by showing that the two results also apply to the extended
model. Again in this case the first result follows directly from the definition of the
semantics of pattern matching.
Proposition A.8 If ` v  p : θ and (N , V) ` v then it follows that also ∀x ∈
dom(θ) : (N , V) ` θx.
Proof. The proof proceeds by induction in the definition of Γ ` v  t : θ where
each case follows directly from the induction hypothesis.
2
We then introduce a new principal Ix , which similarly to I acts according to the
assumption of perfect cryptography, but in the extended model. This is captured
by the definition in Table A.2, where we merely extended the definition of I with
the rules (RI4), (RI5) and (RI7) for public key encryption and digital signatures.
t ∈ K fv(t) = ∅
t ∈ Ix (K)
T(t1 , . . . , tk ) ∈ K
Et0 (t) ∈ K t0 ∈ K
(RI3)
t1 , . . . , tk ∈ Ix (K)
t ∈ Ix (K)
Pn+ (t) ∈ K n− ∈ K
Pn− (t) ∈ K n+ ∈ K
(RI5)
t ∈ Ix (K)
t ∈ Ix (K)
t0 , t ∈ K
t0 , t ∈ K
(RI7)
Et0 (t) ∈ Ix (K)
Pt0 (t) ∈ Ix (K)
t1 , . . . , tk ∈ K
(RI8)
T(t1 , . . . , tk ) ∈ Ix (K)
(RI1)

(RI2)
(RI4)
(RI6)

Table A.2
The knowledge of Ix ; Ix (K).

We can now define how a pattern p can ensure perfect cryptography in the
extended model.
Definition A.9 The pattern t / Γ guarantees perfect cryptography if and only if
for all v and Θ where (fv(t)\dom(Γ)) ⊆ dom(Θ), range(Θ) ⊆ I(K) and v ∈ I(K)
then Γ ` v  (Θt) : θ implies range(θ) ⊆ I(K).
Analogous to the basic model, we shall first state some facts. These facts follow
directly from straightforward induction, and thus we shall omit the proofs.
Fact A.10 If Γ ` v  t : θ then dom(θ) ⊆ dom(Γ).
Fact A.11 If Γ ` v  t : θ where fn(t) ⊆ I(K) and fv(t) = [ ] then v ∈ I(K).
Fact A.12 If ((x 7→ ?) :: Γ) ` v  t : θ and x ∈ dom(θ) then Γ ` v  t[θx/x] :
θ\{x 7→ θx}.
Fact A.13 If ((x 7→ t0 ) :: Γ) ` v  t : θ then Γ ` v  t[t0 /x] : θ\{x 7→ θx}.
Notice the last fact, which we did not need for the basic model.
Before we proceed to the main result itself, we shall prove that (N , V) ` t ∼ x
is only satisfied if x can be learnt from t without violating perfect cryptography.
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Lemma A.14 The judgement (N , V) ` t ∼ x ensures that for all v and Θ where
V ⊆ dom(Θ), x ∈
/ dom(Θ), v ∈ I(K) and N ∪ range(Θ) ⊆ I(K) then Γ ` v(Θt) : θ
implies x ∈ dom(θ) and θx ∈ I(K)
Proof. The proof proceeds by induction in the structure of Γ ` v  (Θt) : θ follows
closely the proof for Lemma A.6. In particular are the cases (RBind1) and (RBind2)
analogous to the case (Bind), and the cases (RPDec) and (RSDec) analogous to the
case (SDec), and the remaining cases are trivial.
2
And now we can prove the main result that well-formedness of the patterns in
the extended model, ensures the assumption of perfect cryptography.
Theorem A.15 If (N , V) ` t / Γ then t / Γ guarantees perfect cryptography.
Proof. This is proven by induction in the structure of Γ:
Case [ ] is trivially true due to Definition A.9 and Fact A.10.
Case (x 7→ s) :: Γ0 . Assume that (N , V) ` t / ((x 7→ s) :: Γ0 ) then this may be due
to one of two rules:
Sub-case (RWDef1) because s = t0 and (N , V) ` t ∼ x, (N , V) ` t[t0 /x] / Γ0 .
Now assume v and Θ where V ⊆ dom(Θ), x ∈
/ dom(Θ), v ∈ I(K) and N ∪
range(Θ) ⊆ I(K) such that (x 7→ t0 ) :: Γ0 ) ` v(Θt) : θ. From Fact A.13 we get
Γ0 ` v  t[t0 /x] : θ\{x 7→ θx} and thus by the induction hypothesis we get that
range(θ\{x 7→ θx}) ∈ Ix (K) which again means that ∀x0 ∈ fv(t0 ) : θx0 ∈ Ix (K),
and as we know from the recursiveness of the definition and rule (RWEmp)
that fn(t0 ) ⊆ N ⊆ Ix (K), we can conclude from Fact A.11 that also θx ∈ Ix (K).
Thus according to Definition A.9 and Fact A.10, we have that the pattern
ensures cryptography.
Sub-case (RWDef2) is similar to the case (WPDef) in the basic model.
And that concludes the proof.
2
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Abstract
A new agent-based scheme for secure electronic voting is proposed in the paper. It is universal and can be
realized in a network of stationary and mobile electronic devices. The proposed mechanism makes possible
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purely electronic voting booths. The security mechanisms applied in the system are based on the verified
cryptographic primitives: the secure shared secret scheme and Merkle’s puzzles. Due to pre-computations
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distributed trust

1

Introduction

During the recent development of all forms of e-life, like e-commerce, e-democracy or
e-government, the e-voting is an area of the permament research. Lately, we could
observe that the time of classical voting systems, based on paper-cards and ID is
coming to the end. Not only the mechanical voting system can make the results of
elections questionable (e.g., USA 2000 presidential election) but problems can also
arise from methods used to gather results by central authority or errors during the
counting made by people. The need for electronic voting systems is growing, some
prototypes are tested within different countries.
The analysis of such systems offered by different vendors in US is presented
in [20]. Most of the commercial systems offers security through obscurity, what is
widely believed to be the worst possible method of protection. The systems utilize
cryptography, but often in an incorrect way, leaving back-doors for intruders. On
the other hand, there exist quite a few cryptographic schemes which fulfill wide
1
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requirements for electronic elections. Their only disadvantage is inconvenience:
they use sophisticated cryptographic tools that make them hard to implement and
require expertise in various fields. In this paper we propose a practical electronic
elections scheme, that is quite easy to implement, secure, based on well-known
cryptographic primitives, and on the contrary to most e-voting protocols, does not
expect a voter to do any computations.
Our system fulfills the requirements stated below and due to its efficiency, simplicity and lack of computations on voter’s side can be used in different scenarios:
with voters using a computer for voting or with classical voting booths. It can be
also used in semi-mechanical voting systems.
The requirements for electronic elections protocol differ very much: from the
most obvious ones, as privacy, to mores sophisticated as a receipt-freeness. Most
important ones are discussed below ([5], [25]). Thus, completeness requires that
all valid votes must be counted correctly, soundness provides that dishonest voter
cannot disrupt voting process, privacy means that all ballots must be secret and
there should be no possibility of tracing the voter that cast the certain vote, unreusability does not permit any voter to cast ballot more than once, eligibility simply
means that only those who are allowed to vote can vote and the system have to
provide means to validate a voter and a permitted number of votes, verifiability
prevents falsification of the result of the voting process, a voter should be able
to verify if his vote was correctly accounted. There are two kinds of verifiability:
individual verifiability, when only the voter can verify the results ([26]) and universal
verifiability, when everyone can verify that all votes were correctly accounted (in
this case some publication of votes is necessary). Fairness provides that nothing
can effect the voting and no party should be able to compute the partial tally.
Robustness means that all security requirements are fully satisfied despite failure
and/or malicious behavior by any (reasonably sized) coalition of parties (voters,
authorities, outsiders). Receipt-freeness claims that the voter is not able to prove
any coercer how he had voted, this notion is similar to untraceability or privacy and
widen their meaning.
It is seen that some of mentioned features are contradictory to others, like receiptfreeness and verifiability. It is hard to create a system or a protocol fulfilling all
requirements, especially unconditionally.
The paper [27] describes also some other, additional requirements for the electronic voting system: dispute-freeness (a voting scheme should provide a method of
resolving all disputes at any stage of voting) and accuracy (a voting scheme must
be error-free).
These requirements typically are a part of a verifiability postulate. Similar
to the notion receipt-freeness the idea of incoercibility was introduced: no party
should coerce the voters. Some of those presented requirements are complementary
but there is no defined set of criteria that can be used to fully describe and analyze
an electronic voting system. The recent work of Chaum [9] notices lack of an
important property in most evoting systems: voter-verifiability. While trying to
provide receipt-freeness and incoercibility, some systems does not offer the user
any confirmation that the ballot was received and tallied correctly if the proofs
for the vote are not published immediately. For a large-scale elections publishing
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proofs instantly is very unpractical. Instead, Chaum introduces a notion of voterverifiable elections, where the voter receives the receipt, which is a confirmation of
fact of casting a ballot and does not contain any information about the vote. From
practical point of view, where users vote in the electronic booth or using some
computer application, this property is very important.

2

Related work

Concerning cryptographic primitives, the e-voting systems utilize: mix-nets (encryption nets, decryption nets, DC-nets), blind signatures, homomorphic secret
sharing schemes, bulletin boards, proofs (interactive and non-interactive) or homomorphic encryptions.
Mix-nets are similar to anonymous channel that can be used to anonymously
distribute to users credentials needed for voting. A mix is a trusted party that
randomly distributes messages to users, so any eavesdropper is unable to trace
the sender or recipient of a given message. It was first proposed by Chaum [7].
mix-nets can be based on decryption or on re-encryption ([24]). DC-nets (dining
cryptographers networks) is an alternative to an anonymous broadcast channel,
proposed also by Chaum.
Blind signature was initially utilized to create the first protocols for e-cash
applications. Shortly afterward it was used by Fujioka et al [14] to validate votes in
an elections scheme. The idea is that an authority validates the vote not knowing
its value (the vote is encrypted).
Homomorphic secret sharing scheme was first introduced in [4]. The vote
is shared among n authorities and then tallied by at least t of them. Those systems
have a high communication cost and are not easy to implement.
Homomorphic encryption model utilizes special features of homomorphic
encryption algorithms. It defines two operations, ⊕ and ⊗, that for two proper
votes v1 and v2 and an encryption algorithm E have the following property: E(v1 )⊗
E(v2 ) = E(v1 ⊕ v2 ). This method was introduced in [10].
The bulletin board is a public, broadcast communication channel with memory [10]. All broadcast information is stored in the memory and any participant can
read it. Voters have an write access to specific sections of the board, where they
can publish their votes. Such a board can be implemented using multiple servers.
Proofs are mainly used by voters to prove the authorities the correctness of
their sent votes. Proofs may be interactive (e.g., classical zero-knowledge proofs) or
non-interactive and simply attached to the vote. They are used mainly in systems
with homomorphic encryptions.
To present complete survey of e-voting schemes, we start from the Chaum [7].
The scheme is an example of the mix-net model and consists of at least two trusted
parties: T A, the trusted administrator and the mix. The T A creates a set of
cryptograms for all users. Voters obtain their cryptograms from the mix, which has
to know who is eligible for voting. Afterward, voters prepare their votes utilizing
the public key from the cryptogram: EK (q, v), where q is a random number and v is
a vote. Along with the data previously received from the mix, the new cryptogram
E(r, π, EK (q, v)) is sent to the mix. The mix compiles a list of pseudonyms and
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cryptograms with votes to T A, which validates the π and decrypts the vote if the
π is proper. A modified version of the protocol was published later in [8].
The work [26] presents another approach to e-voting protocol based on reencryption mix-nets. All mix-nets in this system have a unique private key form
El-Gamal encryption scheme. There exists a public key for an anonymous channel.
The mixes produce encrypted ballots for users with proofs. They are delivered to
voters by an untappable channel. During the voting stage, the voters chose their
votes and send them via decryption networks. Each mix posts a proof of proper
decryption. Then votes are counted. Eligibility, privacy, fairness and universal verifiability properties are satisfied. The verifiable mixnet together with the publicly
accessible bulletin board, provides universal verifiability property. Receipt-freeness
property is satisfied assuming one-way untappable channels, since the voter cannot prove its vote to adversary. However, usage of untappable channels makes the
scheme unpractical.
The Fujioka et al protocol [14] is more convenient for large scale elections. Apart
of voters, it has two parties: counter and administrator and three phases: registration, voting and summing. It assumes the existence of an anonymous channel used
by the counter and voters to communicate, that each voter has a different digital
signature and uses the commitment scheme to compute the ballot and usage of a
blind signature scheme by the administrator. The protocol is complete, sound, fair,
verifiable, privacy is achieved, along with un-reusability and eligibility. Also the
maximal fairness is accomplished since, even if all authorities collude, they cannot
compute the partial tally. However, to obtain this the voter has to take part in
tallying phase, which is rather impractical and would make the scheme hardly scalable. The disadvantage of the scheme is ability of the authority to add votes for
abstained users.
The election protocols based on the homomorphic encryption are described in
various papers: [2], [10], [11]. In the system proposed in [10] the authorities create
a pair of shared private and public keys. Utilizing El-Gamal scheme and those keys
the voters can create their ballots: encrypt their votes and produce a non-interactive
proof of validity, with zero-knowledge property. After checking the proofs from the
voters, the coalition of honest authorities can combine all correct votes and utilize
proofs to decrypt the product. In the result they obtain the exponentiated tally of
votes, use it to search the tally space for a match and compute the final tally. The
scheme fulfills most of requirements described in Section 1, but the form of votes
and necessity of the proofs (and their complexity) impacts the scalability of the
scheme. The protocol described in [12] is similar and utilizes the generalized Pallier
cryptosystem. More effective method of decryption and computing the results is
presented in [10].
A system utilizing the homomorphic encryption scheme was proposed in [24] and
improved in [1], [15] and [23]. During the initial stage the authority publishes the
shared public key (a (t, n) threshold scheme is utilized). Then, voters register and
compute their votes. They post their votes on the bulletin board (here also correctness of the votes can be checked). All votes are then sent through a re-encryption
mixnet (proofs are generated during this process and can also be published on bulletin board). Then the votes are verified and tally is computed. The proposed
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system not only fulfills most of the requirements but also is scalable and efficient
(due to use of mix-nets). It can also be modified to provide receipt-freeness.
Some other approach to electronic voting also based on the homomorphic encryptions was proposed in [2] and [18]. The system is additionally based on tokens
and re-encryption nets. The work [2] improved results of [18]. The system preserves
the receipt-freeness property (and incoercibility, providing the adversary does not
have access to the registration phase) since a voter can generate a false token. However, the trade-off is quite high: the verifiability and scalability were the price. Also
usage of anonymous broadcast channel makes the scheme impractical (since it is
hard to implement).
Moreover, there exist different systems, fulfilling the criteria from Section 1
and not based on the mentioned primitives (e.g., [21]). There are approaches based
rather on information-theoretical security (not computational security) or on anonymous multi-party computations.
Some systems based on more practical approaches are being currently developed
or tested in Switzerland: Geneva and Neuchtel developed an Internet voting systems, which offered as an extension of postal voting. Zurich developed also mobile
voting systems [13]. The other prototype was developed in Portugal [17], called
REVS. It utilizes blind signatures and is based on EVOX system. The paper [17]
describes solutions for failures of communication or problems with servers. Also a
secure authentication mechanism for voters was added. A prototype of the system
is used for surveys.

3

Cryptographic primitives

Our scheme involves two cryptographic primitives: a secure secret-sharing scheme
and the Merkle’s puzzles. Below we present a short description of all of them.
Secret sharing scheme with (t, m) threshold [25] distributes a secret (block of
bits) among n participants in such a way that any t of them can recreate the secret.,
but any t − 1 or fewer members gain no information about it. The piece held by a
single participant is called a share or shadow of the secret. Secret sharing schemes
are set up by a trusted authority, called a dealer, who computes all shares and
distributes them to the participants via secure channels. The participants hold their
shares until some of them decide to combine their shares and recreate the secret.
The recovery of the secret is done by the combiner, who on behalf of the co-operating
group, computes the secret. The combiner is successful only if the reconstruction
group has at least t members. Our system utilizes the Asmuth-Bloom [3] secret
sharing scheme. The dealer randomly chooses n prime or co-prime numbers (called
public moduli): pi : (i = 1, . . . , n, p0 < pi < . . . < pn ). They are publicly known.
Q
Then, he selects at random an integer s0 , such that pn < s0 < ti=1 pi . He computes
the secret: Ks ≡ s0 (mod p0 ) and shares: si ≡ s0 (mod pi ). One has to have at
least t shares to recreate the secret. The combiner recreates the secret by solving
the following system of equations:
s0 ≡ si1 (mod pi1 )
···
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s0 ≡ sit (mod pi1 )
This system has an unique solution according to the Chinese Reminder Theorem.
Merkle’s puzzles were introduced in [22]. The goal of this method was to enable
a secure communication between two parties: A and B, over an insecure channel.
The assumptions were that the communication channel can be eavesdropped (by
any third party, called E). Assuming that A selected an encryption function (F ).
F is kept by A in secret. A and B agree on a 2nd public encryption function,
called G. A will now create the N puzzles (denoted as pi , 0 ≤ i ≤ N ) in the
following fashion: pi = G((R, Xi , F (Xi )), Yi ), where R is simply a publicly known
constant term, which remains the same for all messages. The Xi are selected by
A at random. The Yi are the ”puzzle” part, and are also selected at random from
the range (N · (i − 1), N · i). Guessing Yi allows B to recover the message within
the puzzle: the triple (R, Xi , F (Xi )). Now, he can transmit Xi in the clear and
F (Xi ) can then be used as the encryption key in further communications. E cannot
determine F (Xi ) because E does not know F , and so the value of Xi tells E nothing.
E’s only recourse is to solve all the N puzzles until he encounters the unique puzzle
that B has solved. So, for B it is easy to solve one chosen puzzle, but for E it is
computationally hard to solve all N puzzles.
In our paper the as the G function is utilized any symmetric cipher (e.g. AES ).
To solve such a puzzle, the key has be guessed (so the key is Yi from the previous
decryption). The key for the puzzle should be weak. We are not using the Xi and
F (Xi ) mechanism the same way as presented in the original Merkle’s paper. We
take advantage of fact that having a set puzzles it is hard for the adversary to solve
them all in a reasonable time (if the number of puzzles is high enough), which can
be useful in providing anonymity. Also, we utilize Xi and F (Xi ) not in bilateral
communication but in more complex way.

4

Authentication with revocable anonymity

The protocol that is a basis for the proposed architecture was described in [30].
It was created to fulfill a need for a sensible trade-off between a user’s need of
privacy and the legal requirements for service providers. It utilized the observation
that one of the most important users of all networks, including the Internet are
companies and organizations. From the networking point of view, they are built
of many single users that trust some authority, use mostly the same authentication
method (in context of the service) and are somehow managed. Sometimes the trust
relationship between the companies cannot be complete: the service provider cannot
be fully trusted. The companies wish to preserve some information and protect them
even from the service provider. The ability to identity each user would be probably
the most important, e.g., for control reasons. Still the service provider should be
able to link each action with each user. These requirements are contradictory, but
can be balanced. This protocol enables an organization or an authority to identify
each user basing on data collected by the service provider. It provides users (within
an organization) with the anonymity (called partial anonymity, because the user
still can be identified) also enabling the service providers, when needed, to trace the
user with a help of his/her organization.
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The protocol consists of at least five parties: TTP – the trusted third party, O
– organization, T AO is a trusted authority within the organization, SP – a service
provider, and u – user, a member of O.
Initialization phase. First, the T T P creates the shares and the secret: Ks and
s1 , . . . , sm . Then, it creates and enumerates (xi ) all possible subsets of the SP ’s
shares and the O’s shares that can be used to recreate a valid secret.
Table 1
Subsets of shares generated by TTP

No.

SP ’s shares

O’s share

x1 :

s0 , . . . , st−1

st

···
xm−t :

s0 , . . . , st−1

sm

For each subset the T T P creates two puzzles, one for the O and other for
the SP . For O: Ek ({R, xi , st+i , ki }) (encrypted with a random key) and for SP :
Eki ({R, xi , s1 , . . . , st−1 , kj }) (encrypted with a key from an appropriate O’s puzzle).
For each generated subset the T T P stores {xi , Ks , ki , kj } (optionally also shares).
After creating all puzzles can be send via an open channel to the SP and the O.
The T AO creates tickets for a given period (consisting timestamp, validity period
and a share) and new number identifying the puzzle (zi ): EK ({R, zi , Ti , ki }). The
T AO sends Eki (zi ) to the T T P for each created puzzle with a ticket.
Authentication phase. When a user wishes to authenticate itself to the SP . He
is provided by the T AO with a set of puzzles: Ek ({R, zi , Ti , ki }). The user sends to
the SP whole set. The SP chooses one puzzle and ”solves” it extracting zi , Ti =
{si , ti , pi } and ki . The SP checks if the ti and pi are valid. The SP uses the key
ki to decipher all his puzzles - if the ki is proper, one of the SP puzzles should be
encrypted with it. The amount of the time needed for this is almost the same as for
”solving” one puzzle. The SP extracts from his puzzle the kj and xi and combine
all shares to recreate the secret (k). To validate the secret the SP encrypts the pair
zi and Ks encrypted with the key kj (from his puzzle) and sends to the T T P , along
with the xi . The T T P uses xi to find the appropriate key kj , decrypt the zi and
Ks . The T T P checks if the extracted k is exactly the same as one stored for the
xi . It also uses corresponding ki to check if the zi can be obtained from encrypted
values sent by the T AO . If checks are successful, the the T T P answer sends to the
SP , encrypted with the key kj . The SP can then send id of puzzle, zi , to the user
and rest of the communication can be encrypted by the key ki .
The formal description of the protocol is done in common syntax based on [6]
and examples from [28]. It is presented in Fig. 1.

5

The proposed scheme

Utilizing the protocol described in Section 4, our system has at least four parties:
T A – trusted authority, mix, counter and voters.
The trusted authority (T A) is responsible for creating a list of registered users
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Fig. 1. The formal description of the protocol

Step

Initial phase

Authentication phase

1

TTP → O: {R, xi, si, ki}k

O → U: {R, zi, ti, ki}k

2

TTP → SP: {R, xi, s1, . . ., s(t-1), kj}k

U → SP: {R, zi, ti, ki}k

3

O → TTP: {zi}ki

SP → TTP: {u, zi}kj

4

TTP → SP: {Yes/No}kj

5

SP → U: {Yes/No}ki

(ones that are allowed to vote) and authentication data that enables them later to
vote. It is similar to a manager in an agent system.
The mix distributes the data required for voting to all voters, checking if they
are registered. The mix is similar to organization, or rather T AO in the original
scheme. Its main goal is to protect the voters’ privacy. It is realized as an agent,
rather stationary then mobile, residing on a specific host and denoted as AM .
The counter collects the votes and validates the voters’ credentials with T A. He
also tallies the votes and publishes them for verification. The counter, denoted as
AC , is also a kind of a stationary agent.
The voter’s application can be also an agent of different type: an application
in a cell phone, an mobile agent that user will sent to the host with mix agent or
counter, or an agent in the electronic booth (it is denoted as AV ).
The basic steps of the election are:
(i) T A creates the set of credentials and the list of registered users and sends it
to the AM .
(ii) For each voter requesting credentials, the AM creates ones for data received
from T A. First, it checks if a user has the right to vote.
(iii) User sends his vote along with credentials to the AC : counter checks the credentials with T A and, if they are proper, the AC sums up the votes, publishing
the credentials.
Assumptions: T A is trusted to create valid credentials for voters and validate
them properly during the voting. The mix is trusted by voters not to link them
to credentials created by T A. The counter is trusted to accept votes received from
the voters, providing their credentials are correct, and to publish proper hashes for
verification. The mix is trusted by the voters to hide the link between their identity
and credentials, which they have obtained. All three parties are independent and
are trusted not to cooperate (at least, the mix and T A).
5.1

The detailed scheme

The architecture of the proposed solution is presented in Fig. 2. The scheme has
four major phases: initialization, registration, voting and publication of results.
The following notation is used in the protocol:
•

secret symmetric keys: k, kiC and kiM are secret keys for a symmetric cipher,
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Fig. 2. The architecture of the proposed system

created by T A,
•

functions: E (encryption), h (hash function) and g (described later),

•

votes: V = {v0 , · · · , vL } is a set of all possible votes (e.g., v0 can be yes, v1 can be
no, or v0 can a first candidate, etc), vf denotes a user’s selected vote, L denotes
a number of different possible votes,

•

ballots: B = {b0 , · · · , bL } is a set of ballots (utilized by the user to vote),

•

secret sharing scheme values: s denotes a shares (si denotes the ith share), Ks is
the secret, t denotes the threshold and n number of shares,

•

other: x (is an identifier), R denotes redundancy bits for Merkle’s puzzles (as
described in Section 3).

Initialization. The authentication mechanism is based on the secure secret sharing scheme (described in Section 3). The T A creates the system with n shares and
threshold t. The t − 1 shares are for AC , the rest will be distributed between the
users by the mix. For each secret, the T A creates an identification x for all n − t
subsets of shares that enable to recreate the secret. The value of x for each subset
is created in a random way. They are presented in the Table 2.
Table 2
Subsets of shares, generated by T A

No.

counter’s shares

mix’s share

x1 :

s0 , . . . , st−1

st

x2 :

s0 , . . . , st−1

st+1

···
xn−t :

s0 , . . . , st−1

sn

For each subset of shares (identified by the xi ) the T A creates a Merkle’s
puzzle for AM pM = Ek ({R, xi , st+i , kiM }) and a cryptogram for AC : dC =
EkM ({R, xi , s1 , . . . , st−1 , kiC }). The pM puzzle is encrypted with a random key (k)
i
and sent to the AM . The dC cryptogram is encrypted with a key from an appropriate mix’s puzzle (kiM ) and destined for the AC . For each generated subset the T A
stores {xi , Ks , kiM , kiC } (optionally also shares). For a single secret, the T A creates
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n − t puzzles for the mix and the same number of cryptograms for the counter.
After creation, all data can be sent via an open channel. The T A has to create
at least Nu puzzles in total (one for each voter). Assuming that all utilized secure
Nu
sharing secret systems have parameters (n, t), the T A has to create at least n−t
secrets. This part of the protocol is illustrated in Fig. 3(a).
Registration. The voter registers within the AM to obtain the credentials. The
voters should be validated if they are eligible for elections. There are many different
methods that can be used for this purpose, and it is out of this paper’s scope to
choose the best one. A simple one would be based directly on a Guillou-Quisquater
identification scheme [16]. Each voter obtains from T A its ID and a secret value σ.
The T A creates a list of all proper ID’s and sends it to the mix agent as a list of
registered voters. The voter utilizes the GQ protocol to prove knowledge of secret
for selected ID.
After validating the user, the mix solves a randomly selected puzzle received from
the T A and obtains authentication data for user: a share si , a key for appropriate
AC puzzle kiM and the identifier of subset xi . This data is used to create set of
ballots (B) for the voter. Each ballot is encrypted with weak, random key (similar
to puzzles). The ballot consists of vote (v) encrypted with xi , the share and the
key from the solved puzzle and a proof. The proof is a hash of vote and g(xi ):
h(v, g(xi )). The function g is known only to the AM . Its main feature is that it is
hard to guess its result not knowing the argument. It can be e.g. a hash function
used with additional secret string of bytes or encryption with a secret key. Note
that the hash function used with a secret argument have the same functionality as
a signature, but is much more efficient. To enable T A verifying the proof, the mix
sends EkM (g(xi )) to the T A or publishes the list of all created EkM (g(xi )) after
i
i
registration. This part of the protocol is illustrated in Fig. 3(b). The final set of
ballots for a single user is presented below.
vote

ballot

v1 :

b1 = Ek (R, kiM , si , Exi (v1 ), h(g(xi ), v1 ))

···

···

vL :

bL = Ek (R, kiM , si , Exi (vl ), h(g(xi ), vL ))

Voting. The voter sends the ballot with a chosen vote vf to the AC : bf =
Ek (R, kiM , si , Exi (vf ), h(g(xi ), vf )). Counter breaks the puzzle and extracts si and
kiM . He uses the key kiM to decipher all his puzzles: if the kiM is proper, one of the
puzzles should be encrypted with it. The AC extracts from his puzzle the kiC , xi
and shares. Next, he combines all shares to recreate the secret (Ks ). To validate
the secret the counter encrypts Ks with the key kiC (from his puzzle) and sends
it, along with xi , to the T A. The T A uses xi to find the appropriate key kiC , and
decrypts the secret. The T A compares the extracted Ks with one stored in the
database. It also uses corresponding kiM to mark the g(xi ) published by the mix
agent. If both operations are successful, the T A sends answer to the AC , encrypted
with the key kiC . The counter now decrypts the vote, adds it to the tally and
sends appropriate information to the voter. The counter can use the key kiM to
94

Zwierko and Kotulski

encrypt the information about success or failure of the operation or send the result
in clear-text. This part of the protocol is illustrated in Fig. 3(c). Note, that the
protocol does not require user to make any computations, only to communicate with
appropriate parties, as in classical elections. The AC can also convey the xi to the
voter as a confirmation of fact of casting the ballot (fulfilling the voter-verifiability
property).
Publication of results. After receiving and verifying all votes the counter agent
publishes the results along with all proofs so users can verify if their votes have been
counted (Fig. 3(d)). In case of any claims about correctness of the results the T A
can verify all pairs of votes and proofs utilizing the g(xi ) values.
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Fig. 3. Phases of the protocol

5.2

Formal specification

The notation used in this specification is based on one used for SVO logic [29]. An
encrypted message with key k is denoted as {m}k .
Initialization
(i) T A → AM : ∀s∈{st ,...sn } }R, xi , s, kiM }k
(ii) T A → AC : {R, xi , s1 , . . . , s( t − 1), kiC }kM
i

Registration
(i) AM → T A: {g(xi )}kiM
(ii) AM → AV : ∀v∈V {R, kiM , si , {v}xi , {h(g(xi ), v)}k
Voting
(i) AV → AC : {R, kiM , {vf }xi , h(g(xi ), vf )}k
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(ii) AC → T A: {Ks }kC
i

(iii) T A → AC : {Y es/N o}kC
i

(iv) AC → AV : {Y es/N o}kM
i

6

Analysis

6.1

Performance

All presented results were obtained with the test version of the system, working
on 3.0GHz PC with Windows operating system. The implementation is based on
JADE agents.
Initialization. In this phase only the TA has to make computations. It has to
create the secure secret sharing scheme, generate the identifier, symmetric keys,
create subsets, puzzles and cryptograms for AM and AC . The time to create shares
and the secret for system with n = 100 and t = 75 with size of public moduli
100 bits is just around 10 minutes. Generating even 100 such sets (of secret and
shares) is not time consuming, especially, that it can be done offline. Creating the
subsets, keys and identifier are fast and omitable in further analysis. Computing the
puzzles and cryptograms is simply comparable to encrypting a data (Dtotal ) of size
equal to sum of all cryptograms and puzzles. The size of a counter’s cryptogram
C .
is equal to sum of its elements: DCsize = (t − 1) · ssize + Rsize + xsize + ksize
M .
Similarly, size of AM puzzle can be calculated: PMsize = ssize + Rsize + xsize + ksize
For each secret T A has to encrypt n − t puzzles for AM and cryptograms for AC :
Dtotal = (n−t)·(PMsize +DCsize ). The encryption time of symmetric cipher amplifies
almost linearly with the size of data (that is an expected result), so having size of
public moduli (for secure secret sharing scheme) and number of shares it is possible
to estimate the time required by the T A to generate puzzles for each secret.
Registration phase. During the registration phase only the mix has to make
some computations: solve a puzzle for the T A and create the ballots for users.
Solving a single puzzle is not computationally hard,. As the tests indicate the time
to solve a single puzzle is negligible, depending entirely on the key size. Note, that
the actual size of puzzle is not important since only the first block of the puzzle
has to be decrypted (to validate R). The mix can either solve the puzzle on-line,
while the user is registering or solve all puzzles offline. Both options are feasible,
the only concern could be a number of users that may want to register at the same
time. That problem can be easily solved by adding additional mix agent AM . The
mix also has to create a proof for each ballot: h(g(xi ), vl ). We assume, that g is
a efficient function (the best candidates are symmetric ciphers or hash function),
so the time to create g(xi ) is negligible. As discussed previously, the number of
votes, L, is relatively small and computing the hash function is efficient. So we
can assume that the total time required by the mix to create the proofs is equal to
NU · L · Tproof , where Tproof is time required to generate the g(xi ) and the actual
hash (can be approximated as the double time to generate the hash). To estimate
the time required to create puzzles for voters the similar reasoning as for initial
phase can be used. The mix has to create L ballots for each user, each one of
size: bsize = ssize + Rsize + kiM
+ Esize (v) + hsize . It is easy to calculate the total
s ize
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size of set of ballots for a single voter is rather small, since for the typical cipher
and one-way hash function bsize < 1Kb. Creating puzzles for such small amount of
data is very fast. So, even for a large number of users the whole operation is very
efficient.
Voting. During the voting phase there is not any operation that is either time
consuming or requiring a large number of computations. First, the counter needs to
solve the puzzle, which is efficient (as discussed previously). Next, AC has to find its
own suitable cryptogram: at the average it needs to decrypt half of its cryptograms.
The operation of decryption is similar to encryption in the means of time and
computations, so the required time can be easily estimated. The third operation of
the counter is combining the secret. It requires to solve a set of equations, using
a Chinese Reminder Theorem. The results of the tests show that this operation is
rather fast. The T A needs just to find appropriate keys in the database, decrypt the
secret and validate (simply compare it to the stored one). All those are rather fast
actions. Also, the final operation of AC is very efficient, since it is only encryption of
the reply to user. The performance problems can occur if many users at the same
moment would like to vote and the counter would have to find a lot of suitable
cryptograms. But sensibly selected number of counters per voter can minimize the
risk of delays.
6.2

Communication effort

(i) Initialization phase: the T A has to send to AC and AM all cryptograms and
puzzles. Basing on calculations presented in the previous section, it is possible
to estimate amount of data that has to be conveyed to each party. The time
required to transmit the data to appropriate party with speed 2 Mbit/s is less
then 50 milliseconds for systems with n from 50 to 500 for data sent by the
T A to AM and up to 5 sec for data transmitted to the AC .
(ii) Registration: during this phase, there is no significant communication: the mix
only sends the EkM (g(xi )) of size of approximately 128 bits to the T A and a
i
set of ballots, less than 10KB to the user. Even with a limited bandwidth (e.g.
2 Mbit/s) and large number of users (100000) system can be efficient (sending
the puzzles would take approximately 45 minutes).
(iii) Voting: during this operation, the amount of transferred data between the
parties is very small (around 384 bits between the T A and AC and around 1
Kb between AC and voter), so no communication overhead can be expected,
especially that the operations during this phase are rather fast and voter should
not have wait long for reply from the counter.
6.3

Security

Completeness. If counter receives the vote and verifies it with the TA, then both,
the voter and the TA can check if the vote has been properly tallied.
The user can verify if its vote has been counted correctly by looking up the
appropriate proof. A method to settle a possible dispute is discussed within verifiability feature.
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Soundness. To produce a valid ballot, an adversary has to forge the credentials:
the share si and the key kiM . He would also have to produce a valid proof for the
vote h(g(xi ), vf ). Since the keys, xi and cryptogram EkM (g(xi )) are stored in the
i
TA’s database, an adversary would have to guess properly all of them. Chances of
success are extremely low. Even if the adversary is a dishonest voter and has access
to already used proofs, ballots and even EkM (g(xi )) list, it is still computationally
i
hard to find for a selected proof (h(g(xi ), vf )) the values that were used to create
it. For the adversary it is computationally infeasible to guess proper xi for existing
EkM (g(xi )).
i
A dishonest voter may try to claim that he/she voted other way than was tallied,
but the counter can prove otherwise by publishing the proof, which is hard to forge
without help of mix or TA.
Privacy. The ballots are distributed by the mix agent AM and no other party
is able to link a user and a ballot with his vote.
The ballots are encrypted with key xi . Since xi is a secret and it is not known
to any third party, an eavesdropper observing the ballots is not able to gain any
information on selected vote.
Un-reusability. The voter obtains a single share as a credential, identified by the
xi . He can used only one vote and when his/hers vote is verified by the counter,
the appropriate data in the TA’s database is marked and cannot by utilized again.
Eligibility. Only proper users, registered and listed can obtain credentials from
the mix agent AM . They have to obtain proper identification data and the zeroknowledge scheme provides that only users knowing the valid secret (σ) can successfully complete the protocol.
Verifiability. All users can verify if their votes have been properly tallied by
looking at a published list of proofs h(g(xi ), vf ). There are two kinds of possible
frauds: the counter does not tally a casted vote or claims the vote was different
then one actually casted by the voter. If the voter’s proof is not published, the
voter can present his chosen ballot to the TA and he can verify, wherever suitable
data in the database was marked as used (or the confirmation stage can be added
to the protocol, as described in the Section 5.1). In the second case the TA can
verify the proof presented by the counter and settle the dispute. The TA can also
estimate the minimal and maximal number of voters taking part in the elections
basing on amount of EkM (g(xi )) values created by the AM and number of successful
i
interaction with the AC .
Receipt-freeness. The scheme enables the voter to verify if his vote was tallied
by publishing the proofs (h(g(xi ), vf )), but does not enable him to prove to any
third party what vote was casted. The voter can present the coercer a ballot bf =
Ek (R, kiM , si , Exi (vf ), h(g(xi ), vf )) for the published hash. The coercer can verify
that the hash is published, but he is unable to verify the claimed vote, since it is
encrypted with xi . More, it is easy for the voter to create a false ballot with selected
vote and published hash, since the coercer cannot verify the proof h(g(xi ), vf ),
because the g is secret and known only to the mix and the list of produced g(xi )
values is known only to the T A.
Robustness. The non-participating voter does not influence of course of elections.
All appropriate authorities (counter, mix and TA) have to take part during the
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selected stages of elections. The single authority is not able itself to change the
results of elections, all three have to collaborate to falsify the proof and/or ballot
or to identify the user who casted a selected vote.
Scalability. There are multiple ways to enlarge the application based on the
agents. One of methods is to create hierarchical structure, based on triples of agents:
AM , AC and AT A (an agent representing the T A). Each triple will be responsible
for registering users in certain region and tallying. Also, a single secret can be
utilized to authenticate more than one user and the system can utilize multiple mix
agents (with different or the same sets of puzzles) and counter agents.

7

Possible modifications

Registration phase (mix’s actions) can be divided into two independent subphases:
the first one for receiving authentication data from the T A and creating ballots and
the second one for distributing ballots to users. These two phases can be additionally
distributed between two different kinds of agents (denoted as A1M and A2M ), that
would provide system with even higher degree of privacy due to distributed trust.
The modified architecture is illustrated in Fig. 4.
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Fig. 4. Modified architecture with more distributed trust

The ballot for our scheme is practical and easy to create. But also other cryptographic primitives along with presented credentials can be used, e.g.: blind signatures (the user can ask T A or the mix agent to sign the vote), or a public key,
distributed with credentials, unique for each xi , that is later used to encrypt the
vote.
All those methods can be viewed as more secure for typical for e-voting system
than the simple hash, but they require some computations on users side, which is a
disadvantage, especially for mobile devices or cards.

8

Conclusions

The presented system is an efficient and practical scheme for electronic elections.
It utilizes the well-known, secure cryptographic primitives to achieve privacy and
anonymity by distributing trust. It is complete, sound and very scalable due to
usage an agent-based architecture. The system offers possibility of easy extension,
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simply by adding an additional mix agent or counter agent, when required. One
of the main advantages of the proposed scheme is avoiding users’ computations.
Therefore it is very flexible and easy to use for all kinds of elections. A user can
vote in a traditional way (the votes can be printed) or in electronic booths. The
system also provides a user with mobility: the user can have an agent program in his
mobile device that will send his chosen ballot to the counter agent: the user just has
to be in a range of any wireless network (GSM/3G/802.11). The system can operate
with many existing technologies to transmit votes and still maintain security due to
utilized cryptographic solutions. A prototype of the EVAS: E-Voting Agent System,
based on mobile agents and utilizing UMTS is currently under development.
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Abstract
The amount of information held by organizations’ databases is increasing very quickly. A recently proposed
solution to the problem of data management, which is becoming increasingly popular, is represented by
database outsourcing. Several approaches have been presented to database outsource management, investigating the application of data encryption together with indexing information to allow the execution of
queries at the third party, without the need of decrypting the data. These proposals assume access control
to be under the control of the data owner, who has to filter all the access requests to data.
In this paper, we put forward the idea of outsourcing also the access control enforcement at the third
party. Our approach combines cryptography together with authorizations, thus enforcing access control via
selective encryption. The paper describes authorizations management investigating their specification and
representation as well as their enforcement in a dynamic scenario.
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Introduction

Nowadays, databases hold a critical concentration of sensitive information and their
volume is increasing very quickly. In such a scenario, database outsourcing is becoming increasingly popular. A client’s database is stored at an external service provider
that should provide mechanisms for clients to access the outsourced databases. The
main advantage of outsourcing is related to the costs of in-house versus outsourced
hosting (e.g., outsourcing provides significant cost savings and service benefits).
Moreover, the data owner can concentrate her attention on her core business. As
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a consequence of this trend towards outsourcing, highly sensitive data are no more
under the data owner’s control and their confidentiality and integrity may be put
at risk. To preserve the confidentiality of the outsourced data, cryptographic techniques are usually adopted [7]. By encrypting the outsourced data, the client is
guaranteed that she alone can access the data. However, the problem becomes
how to guarantee a selective retrieval over encrypted information. To this purpose,
different techniques have been proposed [4,6,8,9] that associate indexes with the outsourced data to enable the server to enforce queries without the need of accessing
cleartext data.
Although the database outsourced scenario has been intensively studied in the
last few years, the access control issue in such a scenario has never been considered.
The existing access control mechanisms, designed for distributed applications, operate on client-server architectures according to the basic assumption that the server
is in charge of defining and enforcing access control. In our scenario this assumption is no more applicable, since the server does not know the access control policy
defined by the data owner. Current proposals for querying encrypted outsourced
databases assume that clients have complete access to the query result and therefore
use a single key for encrypting the whole outsourced database. Access control can
therefore be enforced only by involving the data owner, who has to filter out from
the query result the tuples that a client cannot access. Obviously, this solution
is too expensive and not applicable in a real-world scenario, which demands for
selective access by different users or applications.
In this paper, we address the problem of enforcing access control by exploiting
data encryption. The idea is then to use different encryption keys for different data
as proposed, for example, for XML documents [10]. To access such encrypted data,
users have to decrypt them by using the appropriate key. If different users know
different keys, they have different access rights.
The remainder of this paper is organized as follows. Section 2 introduces the
main concepts of access control and presents our selective encryption solution.
Section 3 describes the algorithm we propose to efficiently enforce access control
through selective encryption in the specific scenario. Section 4 illustrates how
changes in the access control policies can be efficiently managed. Finally, Section 5
contains our conclusions.

2

Scenario and basic definitions

Given a system with a set U of users and a set T of resources, we assume that the
access control policies are represented via an access matrix A with |U| rows and
|T | columns, where A[u,t] contains the operations that user u can perform on t.
Since we consider read operations only, each entry in the access matrix can assume
simply two values: A[u,t]=1 if u can read t; 0 otherwise. Figure 1 represents an
example of access matrix for a system with 6 tuples (t1 . . . t6 ) and 4 users (A, B ,
C , and D). Given an access matrix A, aclt denotes the access control list for tuple
t, that is, the set of users that can access t; capu denotes the capability list of user
u, that is, the list of tuples she can access. For instance, with reference to Figure 1,
aclt2 ={A,D} and capB ={t1 ,t3 ,t4 ,t5 ,t6 }.
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A
B
C
D

t1
0
1
0
0

t2
1
0
0
1

t3
1
1
1
0

t4
0
1
1
1

t5
1
1
0
1

t6
1
1
1
1

Fig. 1. An example of access matrix

In the considered scenario, the enforcement of access control policies cannot be
delegated to the remote server, as it is not trusted for accessing neither database
content nor access control policies. Consequently, the data owner has to be involved
in the access control enforcement, unless the data themselves implement selective
access. To this purpose, we propose to use selective encryption [2,10] as a technique
for enforcing selective access on encrypted data. Selective encryption consists of
using different keys for encrypting data and communicating each user the correct
key ring, such that she can access all and only the resources she is authorized to
access.
Let K be the set of symmetric encryption keys used to protect data. We introduce two functions:
•

a key assignment function φ : U7→ 2K , which associates with each user u∈ U the
set of keys k∈K in the user’s key ring;

•

a key resource function λ : K 7→2T , which associates with each key k∈K the set
of tuples t∈T encrypted with k.

Given a key assignment function φ, a key resource function λ, and an access
matrix A, (φ, λ) are said to be complete with respect to A, denoted as (φ, λ) ⇒ A,
if each user can decrypt all tuples she can access according to A. (φ, λ) are said to be
sound with respect to A, denoted as (φ, λ) ⇐ A, if no user can decrypt tuples that
she cannot access according to A. (φ, λ) are said to correctly enforce A, denoted as
(φ, λ) ⇔ A, iff they are both sound and complete with respect to A.
A straightforward solution for adopting selective encryption in our scenario associates a key with each tuple t and communicates to each user u the keys used
to encrypt tuples in capu . It is easy to see that this solution correctly enforces A,
but it is too expensive to manage, due to the high number of keys each user has to
keep. To overcome this problem, we propose to use a key derivation method that,
given a key and a piece of information publicly available, derives another key in the
system. Different key derivation methods have been proposed in the literature and
they usually work on tree hierarchies [11] or DAGs [1]. In our scenario, it is natural
to introduce the definition of a user hierarchy UH=(2|U | , ), where the domain of
the hierarchy is the powerset of U and  is the subset containment partial order
relation. Graphically, the UH hierarchy can be represented as a graph, called user
graph, with a vertex for each element in 2|U | and a path connecting a with b iff b  a.
A vertex v of the graph is therefore characterized by the set of users to which it
corresponds. In the following, given a vertex v of the user graph, it will be used to
denote the set of users that it represents. Figure 2 illustrates an example of UH hierarchy for U={A,B,C,D}, where the top element of the UH hierarchy is the vertex
corresponding to the empty set. A value, called level, is associated with each vertex
and corresponds to the cardinality of the set of users it represents. Also, each vertex
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Fig. 2. An example of UH

v in the user graph is associated with a key kv and a path v1 → v2 → . . . → vn
in the graph represents a key derivation path, meaning that starting from the key
associated with vertex v1 and following the path, it is possible to derive the keys of
all vertices vi , i = 2, . . . , n, in the path. For instance, path AB → ABC → ABCD
in the UH hierarchy in Figure 2 means that key kABCD can be derived from key kABC
that in turn can be derived from key kAB . According to the UH definition, φ(u)=kvi
with vi ={u} (i.e., the key ring of each user contains one key only); and t∈ λ(kv )
with aclt =v. Consequently, each user can derive all keys kv such that u∈v.
Here, it is important to highlight that key derivation methods working on trees
are more convenient than key derivation methods working on DAGs because they
better support dynamic scenarios where the access control policies may change.
Moreover, DAG key derivation methods are based on complex mathematical theorems (e.g., modular exponentiation), which make the support of a dynamic scenario
complex and not efficient. By contrast, methods proposed for tree hierarchies exploit simple hash functions. To avoid the disadvantages due to DAG hierarchies,
we transform the UH hierarchy in a tree hierarchy, denoted TUH, where, as in UH,
t∈ λ(kv ) with v=aclt . The main disadvantage of TUH with respect to UH is that
now the key ring of each user u can now contain more than one key. For this reason,
we elaborate an algorithm that takes the UH hierarchy as input and returns a TUH
tree as output in such a way to minimize the whole number of keys in the system.

3

A transformation algorithm

We describe a greedy algorithm that tries to solve the NP-hard problem of minimizing the number of keys directly communicated to users (a proof sketch appears in
the Appendix). Figure 3 illustrates the algorithm we have developed. Here, parent()
and children() are two functions that take a vertex as input and return its parent
and the set of its children, respectively.
The algorithm builds a key derivation tree TUH, which correctly enforces A and
consists mainly of four steps briefly described in the following.
Step 1: select vertices
Given the access matrix representing the policy to enforce, it is first of all necessary to select which vertices should be part of TUH. In particular, since each tuple
t is encrypted with the key of the vertex representing aclt , all vertices corresponding to resource acls have to be part of the tree. The set of these vertices, called
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Algorithm 1 (TUH building)
MAIN
/* Initialization */
M := {∅} ∪ {aclt : t ∈ T }
NM := ∅
E := ∅
/* Step 1: select Vertices */
/* Choose non material vertices for TUH */
For l := |U| . . . 1 do
For vi ∈ {(M ∪ NM) : | vi |= l} do
For l0 := l. . . 1 do
For vj ∈ {(M ∪ NM) : | vj |= l0 } do
vk := vi ∩ vj
If (vk ∈
/ M) then NM := NM ∪ {vk }
/* Step 2: TUH Construction */
/* Edges selection for TUH */
For l := |U| . . . 1 do
For vi ∈ {(M ∪ NM) : | vi |= l} do parent(vi ,l-1)
/* Step 3: prune Tree */
/* Delete non useful vertices from TUH */
For l := |U| . . . 1 do
For vi ∈ {NM : | vi |= l} do
p := parent(vi )
If |children(vi )|=1 then /* vi is a non material vertex with one child */
c := children(vi )
E := E − {hvi ,ci, hp,vi i}
NM := NM − {vi }
parent(c, l)
else If |children(vi )|=0 then /* vi is a non material leaf vertex */
E := E − {hp,vi i}; NM := NM − {vi }
/* Step 4: key Assignment */
/* Define each user’s key set*/
For i= 1 . . . |U| do φ(ui ) := ∅
For l= 1 . . . |U| do
For v ∈ {(M ∪ NM) : | v |= l} do
For u ∈ {v−parent(v)} do φ(u) := φ(u) ∪ {kv }
PARENT(v, l)
found parent := false; p := ∅
While found parent=false do
N := {vi ∈(M∪ NM): |vi |=l}
found := false
While (N 6= ∅) ∧ (found=false) do
Choose vi ∈ N ; N := N − {vi }
If vi ⊂v then
found parent := true
If vi ∈M then
p := {vi }; found := true
else If |children(vi )|=1 then /* vi is a non material candidate parent with 1 child */
p := {vi }
else If p6= ∅ then /* Choose the candidate parent with more children */
If (|children(p)| 6= 1)∧(|children(p)| < |children(vi )|) then p:= {vi }
else p := {vi } /* vi is the first candidate parent */
l := l − 1
E := E ∪ hp,vi
Fig. 3. Algorithm that builds TUH

material, is denoted by M. This set contains also the empty set vertex that will be
the root vertex of the tree.
In addition to material vertices, also other vertices can be added to the structure,
if they can be useful for reducing the number of keys directly assigned to users. The
set of these vertices, called non material, is denoted by NM. More precisely, the only
useful non material vertices are those that can be assigned as direct ancestors of
at least two vertices in the tree. In this case, the key of a vertex v, parent of
two other vertices v1 and v2 can be communicated to all users in v, instead of
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Fig. 4. TUH building example

separately communicating both kv1 and kv2 . Thanks to this property, we can build
NM by simply adding to it the vertices necessary to close M∪NM with respect to
the intersection operator. As an example, consider the access matrix in Figure 1.
The set of vertices selected by the algorithm is represented in Figure 4(a), where
material vertices are circled, and non material vertices are not circled.
Step 2: TUH construction
Once vertices have been chosen, it is necessary to connect them in a tree hierarchy, enforcing the policy in A while minimizing the size of the users’ key rings.
To this purpose, the algorithm selects for each vertex in M∪NM but the empty set
vertex, a parent through function parent. To minimize the number of keys in the
system, function parent chooses a parent by applying the following criteria, which
are listed in the same order as they are used.
(i) Lower level vertices are preferred to higher level vertices.
(ii) In case of more candidate vertices at the same level, material vertices are
preferred to non material vertices.
(iii) Among non material vertices, the vertices with exactly one child are preferred.
(iv) Among other non material vertices, the vertices with more children are preferred.
For instance, with respect to the set of vertices in Figure 4(a), the structure obtained
through the second step of the algorithm is represented in Figure 4(b). As an
example of application of the criteria above, consider vertex ABD. Our algorithm
chooses vertex AD as parent of ABD, instead of AB or BD because it is material.
Step 3: prune tree
When all vertices in M∪NM have been correctly connected in a tree, the algorithm removes non material vertices that do not reduce the number of keys in the
system, as they just make key derivation paths longer.
More precisely, a non material vertex can be removed if it has less than two
children, because its key is used neither for tuple encryption nor for key reduction.
The removal of a non material vertex with a child v, requires the assignment of an
alternative parent to v through function parent, which evaluates candidate direct
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ancestors at higher levels than the removed vertex. The removal of a non material
leaf has instead no consequences on the structure.
Figure 4(c) represents the hierarchy obtained after pruning vertices AB, A, D,
and BD. In this case, vertex ABC, child of AB, is connected to BC and AD, child
of A, is connected to the root.
Step 4: key assignment
The last step is in charge of assigning a key to each vertex and preparing each
user’s key ring. The key of a vertex v belongs to the key ring of u iff u∈v and
u6∈parent(v). If u∈parent(v), u would be able to derive kv through the key of
parent(v), which she knows either by derivation or by direct communication.
For instance, with respect to the tree in Figure 4(c), φ(A) = {kABC , kAD } (from
which user A can derive kABCD and kABD ); φ(B) = {kB , kABD }; φ(C) = {kBC }; and
φ(D) = {kAD , kBCD , kABCD }. The system has then eight different keys to manage.
The algorithm in Figure 3 builds a tree that correctly enforces the access control policy represented by the access matrix (a proof sketch can be found in the
Appendix). Its time complexity is O(|M ∪ NM|2 ), that is, polynomial in the number
of vertices selected to build the tree hierarchy. Since in the worst case M ∪ NM
coincides with the powerset of U (a proof sketch can be found in the Appendix),
the time complexity is at most exponential in the number of users in the system.
Note that the worst case time complexity depends on the number of users and not
on the number of resources, and the first is usually lower than the second one. The
space complexity of the solution found by the algorithm strictly depends on the
number of vertices in TUH [3]. In the worst case, it is O(2|U | ), if the tree has all
the vertices in UH. The quality of the solutions computed through our algorithm
has been experimentally proved in [5], where the algorithm has been applied to a
simulated system with common characteristics to real life ones. The experiments
evaluate both the average number of keys in users’ key rings and the number of
material and non material vertices in TUH. Obviously, as the number of users and
resources grow, also the number of keys increases, but it scales well with the system
size.

4

Key management and dynamic access control policies

The algorithm in Figure 3 builds TUH on the basis of the access matrix defined
at construction time. Therefore, changes in the access control policy, which are
translated in changes on the access matrix, may require to change the TUH and the
users’ key rings too.
To address dynamic changes of the access control policy, a straightforward solution consists of rebuilding the tree hierarchy any time a change in the access matrix
occurs. However, this method would be too expensive both in terms of data owner
computation and in terms of system network usage; the data owner should recompute, and notify to the users, the encryption keys and then re-encrypt the tuples in
the remote database.
We therefore propose a method for adapting the TUH tree to a new access
control configuration, trying to preserve the keys in the system. Obviously, the tree
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obtained adapting the original TUH will not have the same structure as the tree
we would obtain by executing the transformation algorithm over the new access
control configuration, but it has the great advantage of saving computational time
and bandwidth occupation.
Insert/delete vertex
The main operations necessary to adapt TUH to changes in the access control
policy are insertion and deletion of vertices; if a vertex moves from material to non
material or viceversa, neither the tree structure nor key derivation are affected.
Due to the characteristics of the key derivation methods operating on trees, the
only operations that do not require re-encryption are insertion and deletion of leaf
vertices. Instead, when an internal vertex is removed (or inserted) the keys of its
descendants have to be changed, because they depend on the key of the deleted (or
inserted) vertex. This operation causes the redistribution of keys to users and the
re-encryption of the tuples encrypted through the keys that have been changed.
Let us now consider the case of an insertion of a new (material) vertex v that
corresponds to a group of users that is not currently represented in the tree. Vertex
v is inserted in the TUH as a leaf and then function parent is used to choose an
adequate parent for it. When v has been properly connected to the tree, its key
kv is computed starting from the parent’s key. Key kv is then communicated to all
users in v that cannot obtain it by derivation from other keys in their key rings.
For instance, if we need to insert AB in the tree in Figure 4(c), we insert the new
vertex as child of B and kAB is then communicated to A.
Let us now consider the case of a deletion of a vertex in TUH. Whenever a
leaf vertex becomes non material, it is convenient to remove it from TUH because
it is no more useful and causes just a waste of space for its key storage. In this
case, it is sufficient to remove the vertex from the hierarchy and to notify all users
knowing the corresponding key that the vertex has been deleted. For consistency
with the algorithm that builds TUH, also when a vertex with only a child becomes
non material, it should be removed from the tree. However, this deletion is quite
expensive because all the direct and indirect descendants should change their keys.
Consequently, non material vertices with only a child are not deleted. Due to the
presence of non material internal vertices with just a child, whenever a leaf is deleted
from TUH, also its parent is evaluated: if it becomes a non material leaf too, it is
removed as well. This implies that the deletion operation is recursively applied along
the path connecting the deleted leaf to the root. For instance, suppose that vertex
AD in Figure 4(c) becomes non material. Suppose now that also ABD becomes
non material and therefore is removed. Due to this removal, AD becomes a non
material leaf as well, and it is removed too. Note that due to vertices insertion
and deletion, the tree structure degrades in a lower quality TUH, that is, users’
key rings grow more than necessary. For instance, consider the TUH in Figure 4(c)
and suppose to insert vertices CD, AC, and C. Figure 5(a) represents the TUH
obtained inserting these vertices according to the procedure above-mentioned, and
Figure 5(b) illustrates a better TUH, where C is inserted as an internal vertex, thus
saving three keys. The causes of this increase in key rings are mainly two:
(i) a new vertex is inserted as a leaf, even if it could be the root of a subtree in
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TUH;
(ii) non material vertices are removed but never inserted.
For this reason, the data owner should periodically rebuild the TUH hierarchy on
the basis of the new access control policy, re-encrypt data, send the new encrypted
database to the remote server, and communicate the new keys to the users. Since
this operation is expensive, it is only executed when the system performances decrease under a predefined threshold.

Insert/delete tuple
When the data owner inserts a new tuple t in the database, she has to specify
its aclt because, on the basis of aclt , it is then possible to individuate the key used
to encrypt t (i.e., the key associated with the vertex corresponding to the aclt ).
Two cases can occur, depending on whether TUH contains such a vertex or not. In
the first case, it is sufficient to encrypt t using kaclt , while in the second case it
is first necessary to insert a new vertex representing aclt . Note that in both cases
aclt becomes a material vertex.
For instance, with respect to the tree in Figure 4(c), suppose that tuple t7 is
inserted and that aclt7 ={A, C, D}. Since vertex ACD does not belong to the tree,
it is inserted as a child of AD. Suppose now to insert t8 with aclt8 ={B, C}. In this
case BC belongs to TUH and therefore it is sufficient to use its key to encrypt t8
and to move this vertex from NM to M.
When the data owner removes a tuple t from the remote database, she needs
also to eventually update the TUH structure. If the key of the vertex corresponding
to aclt is no more used for encryption purpose, the vertex becomes non material
and is eventually removed from the hierarchy.
For instance, with respect to the tree in Figure 4(c), suppose that tuple t2 with
aclt2 ={A, D} is deleted. Since kAD is no more used for encryption, AD becomes
non material but it is maintained in the tree because it has a child. Suppose now
that tuple t6 with aclt6 ={A, B, C, D} is deleted. In this case, ABCD becomes non
material and is removed from TUH because it is a leaf vertex.
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Grant/revoke authorization
When a user (or a set thereof) u is granted (or revoked) access to a tuple t,
aclt changes and, consequently, also the key used for encrypting t is changed. Let
vold be the vertex in TUH representing aclt before the change, and let vnew be
the vertex representing aclt after the change. If kvold is no more used for tuple
encryption, vertex vold becomes non material and is eventually removed from the
tree. If vertex vnew does not belong to TUH, it is inserted as a new material vertex.
Otherwise, if vnew belongs to TUH as a non material vertex, it is moved to the set M
of material vertices. Tuple t is then re-encrypted by the data owner using the new
key. However, it is important to note that re-encryption may be avoided whenever
vold ⊂vnew (i.e., for grant operations only) and vold has to be removed and vnew has
to be inserted. In this case, key kvold can be associated with vnew , thus avoiding the
re-encryption of tuple t and vnew takes the place of vold in TUH. Moreover, kvold
has to be communicated to the set of users vnew −vold only.
For instance, with respect to the tree in Figure 4(c), suppose that the data owner
grants access to tuple t5 to user C. In this case, vold =ABD and vnew =ABCD and
vold is removed from the tree because it becomes a non material leaf. Also, t5 is
re-encrypted through kABCD because ABCD already belongs to the hierarchy. Now,
if the data owner grants access to t2 to C, vold =AD becomes a non material leaf
and can be removed. However, since vnew =ACD does not belong to the hierarchy,
it is sufficient to associate kvold with vnew , thus avoiding re-encryption. The results,
step by step, of these operations are represented in Figure 6(a) and in Figure 6(b).
Suppose now to revoke the access to t4 from D. The new value of aclt4 is {B, C}.
Vertex BCD becomes a non material leaf and it is removed from the tree, while BC
becomes a material vertex. The tree resulting from this operation is represented in
Figure 6(c). If we then revoke access to t5 from A, vertex ABCD becomes a non
material leaf and is removed, while material vertex BCD is inserted, as a child for
BC. In this case it is not possible to associate kABCD with the new vertex BCD,
as A knows kABCD and she can read t5 even if she is not allowed to. Moreover, it
would be possible to derive kBCD from kABC and it is not allowed by the partial order
relation in TUH. Figure 6(d) represents the TUH after the execution of this revoke
operation.
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Insert/delete user
When the data owner adds a new user u to the system, all tuples t∈capu should
be re-encrypted because their acls change (i.e., user u is added in these acls) and
therefore they are associated with a different vertex in TUH. Although user insertion
can be treated as a set of grant operations, this solution is not efficient because it
does not exploit the fact that the data owner is granting access to a single user. In
this situation, it is possible to avoid re-encryption operations simply considering the
fact that, if the data owner communicates to the new user a key k associated with a
vertex in the tree, the new user will be able to access all the tuples encrypted with
any key derivable from k. A more efficient solution consists then of visiting TUH
and verifying, for each vertex vi visited, whether the following four cases arise.
(i) u can access all the tuples associated with vertices in the subtree rooted in vi .
In this case, kvi is communicated to u and no re-encryption is needed.
(ii) u can access all the tuples associated with vi , but not the tuples associated
with the vertices in its subtree. In this case, we create a new vertex vj =vi ∪{u},
child of vi , and the corresponding key kvj is communicated to u and is used
to re-encrypt the tuples protected through kvi . At that point, vi becomes non
material but, as it has at least two children, it is maintained in TUH.
(iii) u can access a subset of the tuples associated with vi . In this case, we create
a new vertex vj =vi ∪{u}, child of vi , and the corresponding key kvj is used to
re-encrypt the tuples protected through kvi and accessible to u.
(iv) u cannot access any tuple associated with vi . No action is needed.
It is important to note that, in cases (ii) and (iii), vertex vj is inserted in the
tree without calling function parent, because it is simply a new child of vi . This
procedure reduces the time needed for updating TUH and works well because vi is
in the lowest possible level where we can find a candidate parent for vj . Moreover,
in case (iii) vi is a material vertex, and in case (ii) vi is a non material vertex with
at least a child, consequently it is maintained in TUH, independently from vj .
For instance, with respect to the tree in Figure 4(c), suppose that user E is
inserted and that capE ={t2 ,t3 ,t4 ,t6 }. Visiting the tree, we note that user E can
access all the tuples associated with vertices in the subtree rooted in BC. The data
owner can then communicate kBC to E , and change the groups of users represented
by these vertices, adding E. By contrast, with respect to AD, only t2 but not t5
is in capE , so we add vertex ADE as a child of AD, which becomes non material.
Figure 7(a) represents the resulting TUH.
When the data owner removes a user u from the system, she has to re-encrypt
all the tuples t∈capu because aclt changes, and tuples in capu are associated with a
different vertex in TUH. Like for insertion, although user deletion can be treated as
a series of revoke operations, this solution is not efficient because it does not exploit
the fact that the data owner is revoking access to a single user. For efficiency reasons,
removal of u is partitioned into three main steps, described in the following.
(i) Delete each vertex v in TUH such that u∈v.
(ii) For each t∈capu , insert in TUH the vertex representing the new aclt , starting
from high-level vertices and going down in the hierarchy. In this way, previously
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inserted vertices can be parent of subsequently inserted vertices.
(iii) Re-encrypt tuples in capu with the correct keys.
For instance, with respect to the tree in Figure 4(c), suppose that user D with
capD ={t2 ,t4 ,t5 ,t6 } is deleted. First, we delete all the vertices containing D, that
is, ABCD, BCD, ABD and AD. The vertices needed for re-encryption reasons
are ABC, BC, AB, and A. Following the increasing level order, A is inserted as
a child of the root; AB is inserted as a child of A; BC is already part of the tree
and becomes material; ABC is already part of the tree and is a material vertex.
Figure 7(b) illustrates the resulting tree.

Update optimization
As previously noted, TUH updates result in a lower quality hierarchy than rebuilding the tree. This is also due to the fact that non material vertices are never
inserted in the tree, unless during the initial construction phase. To mitigate such
disadvantages, we propose to adopt a preallocation strategy. According to this strategy, a tree can only include edges hvi ,vj i such that vi ⊂vj and |vj −vi | = 1. For
instance, with reference to the tree in Figure 5(a), edge h∅,ACi is not allowed.
To fill in gaps due to not allowed edges, we add preallocated vertices in the tree,
between vertices that cannot be adjacent. A preallocated vertex is not adopted for
encryption reasons and is not useful for key rings reduction, it is only needed to
better accommodate updates. For instance, with respect to edge h∅,ACi, we add a
preallocated vertex C between ∅ and AC. In this case, when vertex CD is inserted,
it is added as a child of preallocated vertex C, which now becomes non material.
Moreover, when the acl corresponding to C is inserted, vertex C becomes material.
However, also the preallocation strategy has some drawbacks. First, the tree is
composed of a high number of vertices and each of them has a key. Second, since
the insertion and deletion operations cannot be known a priori, it is not possible to
choose among the sets of users that each preallocated vertex can represent, the set
that is more convenient. For instance, with respect to the previous example, if we
associate A with the preallocated vertex between ∅ and AC, we do not have any
advantage.
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5

Conclusions

In this paper we introduced the problem of access control enforcement in the
database outsourced scenario and proposed an interesting solution based on selective encryption, which exploits hierarchical key derivation methods. In particular,
we proposed to build a user-based tree hierarchy and discussed how this structure
can be modified in case of a dynamic scenario, where the access control policy may
change. The proposed solution has the advantage of outsourcing access control
enforcement, thus it does not request constant online presence of the data owner.
Moreover, this mechanism reduces the number of private keys that each client has
to keep, as empirically demonstrated in [5].
Issues to be investigated will include: the testing, on a real or simulated system, of the methods proposed for managing access control policy updates; and the
management of write privileges.
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A

Proof sketches

A.1

Minimal key rings

We now present a sketch of a demonstration for the NP-completeness of the problem
of minimizing the size of users’ key rings while building TUH. Such a demonstration
is based on the polynomial reduction of the minimization problem to the 3-SAT
problem, which is NP-complete. We start by describing these two problems.
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Fig. A.1. Demonstration example

Minimum TUH. Given two sets of vertices, M and NM, build a minimum TUH
connecting all vertices in M and a subset of NM. Each edge hvi ,vj i in TUH costs
|vj -vi |.
3-SAT. Let f be a logic formula obtained anding l clauses c1 , c2 , . . . cl defined over
boolean variables x1 , x2 . . . xn , where each clause contains three literals (i.e., a
clause contains a variable xi or its negation xi ) composed through the or logic
operator. Evaluate if there exists an assignment to the n variables in f that
makes the formula true.
To demonstrate that our problem is at least as complex as the 3-SAT, we need to
show that, if there exists an algorithm solving the minimum TUH problem, this
algorithm solves also 3-SAT. To this purpose, we first show that each instance of
3-SAT can be mapped in an instance of minimum TUH. Given a formula f with
variables x1 , x2 . . . xn and clauses c1 , c2 , . . . cl , we build M and NM sets as follows.
•

∅ ∈M, is the root.

•

For each xi , xi ∈NM, xi ∈NM, and xi xi ∈M.

•

For each ci , ci ∈M.

We suppose now that there exists an algorithm that solves the minimum TUH
problem. Consequently, we just need to map the solution found by this algorithm in
a solution for the corresponding instance of 3-SAT. The idea is that, if the obtained
TUH contains just one between xi and xi for each i = 1 . . . n, f is satisfiable. This
is because, if vertex xi belongs to TUH, a true value is assigned to xi ; if vertex xi
belongs to TUH, a false value is assigned to xi . According to this assignment, each
clause ci , which is connected with one of the literals in it, will be evaluated to true
and therefore f will be satisfied. Since the algorithm computes the minimal TUH,
non material vertices that are not useful for minimization are removed because they
need at least an edge to be connected to the rest of the tree. Vertices xi and xi
are both non material and, consequently, one of them is removed if it is not needed
(one is always maintained as parent for xi xi ).
As an example, let f be (x1 ∨ x2 ∨ x3 ) ∧ (x1 ∨ x2 ∨ x3 ) ∧ (x1 ∨ x2 ∨ x3 ). Figure 1(a)
represents the material vertices M (circled) and the non material vertices NM (non
circled). Figure 1(b) represents the minimum TUH, which corresponds to a solution
for f where x1 = x2 = x3 = true.
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A.2

Correctness

To demonstrate the correctness of Algorithm 1, it is necessary to prove the following
three different assertions.
TUH is a tree. Each vertex in a tree has exactly one parent. In our algorithm, it
is assigned through function parent, which adds edge hp, vi to the tree and is
called exactly once for each v in M∪NM. Moreover, as the cardinality of the set
of users corresponding to p is always lower than the cardinality of the set of users
corresponding to v, the hierarchy cannot have cycles.
λ correctness. Each tuple is correctly encrypted with the key of the vertex representing its acl because we initially add a vertex v in M for each aclt such that
t∈T . Moreover, material nodes are never removed from the tree.
φ correctness. Each user u is directly communicated key kv , such that u∈v and
u does not belong to the set of users represented by the parent of v. Since edge
hvi , vj i belongs to TUH only if vi ⊂vj (see the condition in function parent), u
can derive only keys of vertices she belongs to. Moreover, as the whole tree is
visited for key assignment, u knows all these keys.
A.3

Complexity analysis

To evaluate the time complexity of Algorithm 1, we compute the cost of the steps
composing it.
Step 1: select vertices. The selection of material vertices has linear cost in |T |,
as we scan all tuples to find out their acls. The selection of non material instead
requires the computation of all possible couples of vertices in M∪NM. Given a
set of n items, the number of non ordered couples of distinct elements is: (n2 ) =
1/2 · n · (n − 1). The cost of NM computation is then O(|M ∪ NM|2 ).
Step 2: TUH construction. The edges selection scans all the vertices in the tree,
to find out a good direct ancestor through function parent, which is called |M ∪
NM| times. The function is composed of two nested cycles, which look for a parent
for v in a subset of M∪NM. The cost of this step is then O(|M ∪ NM|2 ).
Step 3: prune tree. Also this third step scans all the vertices in the tree, calling
sometimes function parent. The cost of the pruning phase is then O(|M ∪ NM|2 ).
Step 4: key assignment. This step visits the tree and computes, for each vertex,
its key. The cost of this step is then O(|M ∪ NM| · α), where α is the cost of key
derivation; it can be considered a constant as its value does not depend on the
size of the tree.
The computational cost of the proposed algorithm is therefore: |T |+3
·O(|M∪NM|2 ), that is, O(|M ∪ NM|2 ), because tuples are usually less than the vertices used to build the tree.
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Abstract
The potentials of modern information technology can only be exploited, if the underlying infrastructure and
the applied applications sufficiently take into account all aspects of IT security. This paper presents the
platform architecture of the SicAri project, which aims to build a security platform for ubiquitous Internet
usage, and gives an overview of the implicitly and explicitly used security mechanisms to enable access
control for service oriented applications in distributed environments. The paper will introduce the security
policy integration concept with a special focus on distribution of security policies within the service infrastructure for transparent policy enforcement. We describe in details our extensions of the COPS protocol to
transport XACML payload for security policy distribution and policy decision requests/responses.
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1

Introduction

Professional usage of today’s communication and collaboration infrastructures requires the consideration of appropriate security measures. In this paper, we introduce the SicAri [4] project – an interdisciplinary approach to information security.
The project covers technical, cryptographic and usability issues, as well as various
legal issues in information security with respect to legislation and jurisdiction. The
overall goal is the conception and realization of a Java-based security platform and
its tools for ubiquitous Internet usage.
This platform supplies a bunch of applications and provides various security
services to the user in a transparent, seamless and integrated way. It is a modular
and integrative platform that allows the connection of various end user devices,
such as PCs, PDAs, and ambient intelligence devices and gives support for various
network types (e. g., wired and wireless networks) and communication paradigms
(e. g., client-server, peer-to-peer or ad-hoc networks). The behavior of the platform
in terms of security related action can be determined by security policies. They
This is a preliminary version. The final version will be published in
Electronic Notes in Theoretical Computer Science
URL: www.elsevier.com/locate/entcs
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provide a well-understood and suitable means to administer security issues. Such
policies allow to separate the administration, decision finding, and enforcement of
access control. But using policies raise additional questions in distributed environments where applications, services and nodes dynamically join and leave the system.
The distribution of policies, especially at bootstrapping time, and their update and
synchronization process has to be particularly considered. While open standards
and open source solutions for single isolated tasks around security policies exist we
have not been aware of any open holistic approach to them.
This paper first presents the SicAri platform from a conceptual, an architectural,
and partially from an implementation point of view, but the main focus is on our
distribution model of the underlying platform security policy which is based on the
Common Open Policy Service (COPS) protocol. We extended the COPS protocol
with a client type specification to transport eXtensible Access Control Markup
Language (XACML) policies.
The subsequent paper is structured as follows. Section 2 gives an overview of the
layers and the components of the platform. The holistic security policy approach
is described in Section 3, while Section 4 presents the policy processing including
policy enforcement, policy decision and policy distribution. Section 5 considers
some related work. Finally, the paper ends with an outlook in Section 6.

2

The SicAri Platform

The main function of the SicAri platform is to provide interfaces to the user’s application to access the services provided by the platform, which are basic services and
application services (see below). Together with the middleware, the platform also
provides the communication infrastructure between distributed components. This
is realized through a consistent service management comprising service discovery,
service description, and service invocation. If desired, local services are automatically provided as Web services to remote platforms during runtime, which enables
the interoperability of our service platform with other service-oriented architectures.
In case of new users requiring new application services, the platform architecture
supports modular and extensible building blocks, adding the possibility to incorporate new services. Therefore, reusability of existing building blocks should be as
easy as possible for developers.
All security related aspects of a platform instance are regulated by a security
policy. In the case of multiple platforms interacting with each other, all platforms
running in the same SicAri infrastructure share the same security policy. Each
platform has its own policy enforcement component. Access attempts to local or
remote services and resources are checked against the security policy considering the
requester’s current session ID with respect to a single-sign-on mechanism, activated
roles, the available permissions, and other parameters. In addition to policy decision and enforcement, the platform further covers the aspects of policy generation,
administration, and validation (cf. Section 3).
Thereby, the platform’s architecture features a holistic approach to security
policies based on current standards and the support of implicit and explicit security mechanisms in heterogeneous and distributed service infrastructures. Mobile
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devices can easily be connected to this infrastructure directly, when running the
SicAri middleware, resp. through security-aware gateway components and specific
protocols, in case the full platform does not execute on the mobile device due to
resource limitations.
In spite of the platform features mentioned above, the platform is not intended
to completely replace the existing information infrastructure nor its existing security mechanism, such as firewall, etc. The platform rather gives the opportunity of
building distributed and security-centered applications on top of its service infrastructure, which can easily be extended or be plugged into existing infrastructures.
2.1

Platform Architecture

Figure 1 (left-hand side) gives a high-level overview of the generic service architecture. On top of the middleware, there is a service and application layer. A locally
authenticated user can directly interact with applications defined on this layer.
The applications themselves make use of the basic and application-specific services
of the platform’s service layer. On the one hand, these services integrate external
databases, legacy systems and applications; on the other hand, they provide basic security mechanisms, such as authentication or access control. The middleware
layer is responsible for the secure and seamless integration and communication of
applications and services, locally and remote.
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Fig. 1. High-level and layered architecture of the SicAri platform

The platform is based on the SicAri kernel (see right-hand side of Figure 1) which
runs on top of a Java Virtual Machine and thereby attracts a broad spectrum of
potential users and of potential devices, ranging from mobile devices and personal
computers to scalable, distributed environments. The user application that runs
on the platform accesses obligatory basic services and optional application services
provided by the platform. The entirety of installed services thereby constitutes
the characteristic and specific use case of the local platform instance. Thus, this
platform is rather a collection of services which are flexibly loaded and configured
within a common environment on top of a Java Virtual Machine, than a monolithic
system designed as one static piece of software. Due to this architecture the platform
offers the following advantages: minimalist design, modularity and reusability of
services, extensibility, maintainability and intrinsic security features of the kernel.
2.2

Platform Components

This sections briefly describes the basic components of the architecture.
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Environment. The environment is a hierarchical name space for service object instances. Object instances can be registered, looked up, searched for, and removed.
This mechanism for local service management and service discovery is extended
by the transparent use of Web services for platform communication among distributed platforms. Services registered within this environment are implicitly
encapsulated by a security proxy which enforces the current security policy on a
search resp. access request to a service object.
Shell. The shell is a user interface for the environment. It allows administration of
and access to the environment. Hence, it supports at least the afore mentioned
operations register, lookup, search, and remove of object instances. Furthermore
it allows navigation in the name space and invoking of Java methods. The SicAri
shell compares to a UNIX Shell, where the environment stands for the file systems
and services can be compared with files.
Security Manager. The security manager is responsible for policy enforcement.
The Java programming language provides a standard security manager [8] which
is accessible via an API. SicAri replaces this security manager with an own implementation.
Service. A service is a piece of software which fulfills a very specific task. It
provides a small, well-defined programming interface. Typically there is no direct
interaction between the user and a service. Every service is published as an
object instance in the environment which allows access from other services and
applications. Services are retrieved by means of the environment’s search and
lookup functionality. The service may be separated in a local access stub and
one or more remote components which provide the functionality. Further, a
service can integrate legacy applications and external data sources into the SicAri
architecture, by means of a wrapper or proxy.
SicAri kernel. The SicAri kernel (or just kernel) consists of the Java implementations of the environment, the shell, and the SicAri security manager as defined
above. Together they provide service bootstrapping and configuration, local service management (registration/searching), and a consistent security context by
means of implicit access control.
SicAri platform. The platform consists of the kernel started on top of a Java
Virtual Machine, a number of mandatory basic services, and optional application
services. Any application can rely upon the availability of the basic services, as
there are among others the authentication manager, the identity manager, the
cryptographic key master, and the policy service.
SicAri infrastructure. The infrastructure is a compound of several platforms
managed by the same security policy. These platforms may be distributed within
the infrastructure.
SicAri application. An application is a software which fulfills a complex task.
Since it usually interacts with the user, it provides both an interfaces for userinteraction and a programming interface. Applications make use of services in
order to fulfill their tasks.
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3

Holistic Approach to Security Policies

Policy-based control of networks and computer systems has the benefit that the
controlling units of the system are kept decoupled from the management components and the rule base that governs the decisions. This enables the administrator
to easily run, manage and change the system’s behavior without having to modify
the software or the controlled nodes. The system is controlled by policies that specify behavior rules which are interpreted by decision components and are asserted
by enforcement components. Hence, if conditions change or new services or applications are added to the system one just adapts the policy rules. Using a central
administration component the platform administrator does not have to deal with
the multitude of different nodes in the system. This applies to network management
issues, e. g. Quality of Service (QoS) or resource allocation, as well as to network
and service security.
All security related tasks of the platform are controlled by a security policy.
The platform covers various aspects of security policies, such as policy specification,
policy patterns and policy compiler (see below), policy decision and enforcement,
policy negotiation and provisioning, policy administration, and conflict resolution.
Thereby, the security policy integration concept is based on manifold requirements
with respect to policies, as for example:
•

Control of all security related processes and tasks. Impossibility to bypass the
policy enforcement component.

•

Compatibility of the policy framework with the platform’s plug-in approach.
No need to change existing or upcoming services in order to enforce the platform’s security policy. Transparency of policy control.

•

Consideration of trade-off between expressiveness and complexity of the policy
description language.

•

Support for platform administrators during policy management.

It is another goal of the platform to bridge the gap between the informal specification of security policies (i. e., what the security administrator wants to enforce)
and its corresponding machine-readable policy specification (i. e., what the system
actually enforces).
3.1

Policy Architecture

The policy architecture comprises the components of the policy framework and their
interactions in order to guarantee that all security relevant processes in the platform
are fulfilled according to the underlying security policy. Access control policies are
based on the Role-based Access Control (RBAC) standard. The general concepts of
RBAC are well-understood and extensively described in the literature, please refer
to [6,12,18]. RBAC is assumed to be policy-neutral. This means that RBAC provides a flexible means to deal with arbitrary security policies. The policy integration
concept of the SicAri platform requires the interaction of various components. Our
implementation of RBAC uses XACML [11] as its specification language.
XACML thereby serves as ”glue” between a couple of policy components: Start123
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ing with the policy generation process which leads to XACML-based user-role assignments and XACML-based role-permission assignments, this XACML specification is used as basis for policy validation, afterwards. The validated policy then is
distributed to resp. updated at all PDPs, and subsequently used for policy decisions.
Figure 2 depicts the component framework of the SicAri policy architecture.
The remainder of this section gives a more detailed overview of all the components
involved and their interactions with other components.
SicAri Applications

Platform
Authentication

SicAri
Services

Policy
Enforcement

Policy
Validation

Policy
Provisioning

Policy
Decision

Policy
Administration

Security
Policy

Policy
Generation

Fig. 2. Policy components of the SicAri platform

Policy Generation. We currently focus on generation of policies for access control to resources representing the required security properties. Such a policy is
generated using policy patterns formalized in OWL [21] that allow to specify template policy archetypes for recurring security requirements. Policies are usually
derived from security requirements of business or organizational goals. For example, the execution of the tasks ”credit request” and ”credit approval” with respect
to a banking scenario require two different persons to give their affirmation to
complete the task. This security requirement can be satisfied by introducing an
assignment constraint in the model, for example, separation of duty.
Policy generation leads to a policy specification conforming with the RBAC
profile of the XACML 2.0 standard [13].
Policy Validation The task of the policy validation component is to evaluate,
whether a policy correctly implements given security goals. We extended the SH
verification tool [14,15] to accept a subset of XACML as input and to translate
it into transition patterns, which specify the behavior of Asynchronous Product
Automata (APA). APA are a class of general communicating automata and provide a means to model arbitrary distributed systems while transition patterns
define the possible state transitions of the modeled system. Each policy rule is
converted into such a transition pattern which then encodes the action that is
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controlled by that rule. This in turn results in an operational model of the policy
system that can be executed in the SH verification tool. It allows to analyze the
policy system’s behavior, to simulate its potential information flow and to verify
the wanted security goals. For that purpose the system’s reachability graph is
computed which spans all possible sequences of transition steps that are allowed
by the given policy.
We have chosen to support a subset of XACML that comprises the most important elements and attributes of the language. One first goal was to reach
the expressiveness that allows to handle one well-known XACML example which
has been validated in the literature before [2,7]. Some concepts of XACML like
obligations and rule combining algorithms are not yet supported.
Policy Administration. Even if the ability of automated security policy generation is provided by the platform, there may be the need of fine granular policy
administration, e. g. a new user needs to be added, or the permissions of a user or
role need to be changed. Therefore, we provide an administration API based on
the RBAC standard and a corresponding graphical user interface (cf. Figure 3).

Fig. 3. Policy administration

Policy Provisioning. The components for policy generation, validation, and administration mutually share access to the global security policy database containing the current XACML-based policy specification. This whole policy specification resp. changes of policy subsets are subsequently distributed by policy
provisioning components. The component covers distribution of policies, policy
updates, as well as transport of policy decision requests and responses. Policy
provisioning is outlined in more detail in the next section.
Policy Decision. The policy decision component uses an extended version of SUN’s
reference implementation of an XACML evaluator [19]. It comprises of library
classes that can be used in building a Policy Enforcement Point (PEP) or a Policy Decision Point (PDP). Since we use the RBAC profile of the XACML 2.0
standard to specify our policies, some modifications were necessary in order to
evaluate these XACML policies.
As described above, the policies in form of an RBAC model are stored into three
different categories, namely: Role Policy Set (RPS), Permission Policy Set (PPS)
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and Role Authorization (RA). The RPS and the PPS contain the roles definition
and their corresponding permissions, respectively. Therefore, each RPS has a
reference to the corresponding PPS. However, the implementation of SunXACML
version 1.2 does not support references in policy. Therefore, we have extended
this implementation accordingly to actually support policy references.
Policy Enforcement. The policy enforcement component assures that all security
relevant tasks can only be fulfilled if they are in accordance with the underlying security policy. The policy enforcement component detects security relevant
tasks, consults the policy decision component in order to decide upon a task, and
enforces the policy decisions, i. e. allows a platform entity to access a platform
resource or not.
SicAri Services. Interaction between applications and services and between one
service and another as well as access of local resources within services is implicitly
controlled by the policy enforcement component. Except the situation that a service wants to explicitly request the policy decision component, policy processing
is done transparently during service execution. That is, SicAri services do not
have to be aware of the existence of a security policy. As consequence, there is no
need to modify or adapt existing or upcoming services to be compatible with the
policy integration concept. The only thing that needs to be done by a security
administrator is to configure resp. re-generate the security policy according to the
security requirements in the context of new services integrated into the service
infrastructure.
Platform Authentication. Finally and as another precondition for policy enforcement e. g. by means of access authorization, every acting entity in the service
infrastructure has to be successfully authenticated. Thus, several authentication
modules are provided locally on a platform instance to allow different user login procedures according to the specific use case and characteristic of the local
platform instance.

4

Policy Distribution with COPS and XACML

This sections takes on the policy distribution issue from the introduction. The
protocol framework for Policy Based Network Management (PBN) which has been
defined by the IETF Resource Allocation Protocol (RAP) work group offers a good
solution to those questions.
4.1

Policy Distribution with COPS

The core of the RAP framework is the COPS [5] protocol. It provides a means
to communicate policies and policy decisions in a distributed system. The main
characteristics are
(i) the logical and architectural separation of policy enforcement and policy decision components, (ii) a client/server model of PEP and PDP, (iii) reliable transport of messages between PEP and PDP via TCP, (iv) a flexible and extensible
framework through self-identifying objects that allow to define arbitrary protocol
payload, and (v) a stateful communication between PEP and PDP which share re126
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quest/decision states that allow the PDP to asynchronously update decisions and
configuration information at the PEP.
COPS is designed to be used in two basic scenarios – outsourcing and configuration. In the configuration scenario a local Policy Decision Point (LPDP) is available
and in the outsourcing scenario there is none. In the first case the PEP asks the
LPDP for local policy decisions and in the latter case the PEP delegates all policy
decisions to the remote PDP. Since the configuration scenario has already been implemented in SicAri its concept is described in more detail in the next paragraph.
Section 4.2 explains how both scenarios integrate into the platform architecture.
COPS in Configuration Mode
In configuration mode the PEP requisitions a whole configuration for a component. Because COPS is policy independent the configured component can be such
different things as router hardware or Web services.
msc Configuration
SicAri-Service

PEP

PDP

init
OPN
CAT
REQ
DEC
DEC
RPT
RPT
REQ
DEC
RPT
done
KA
KA

Fig. 4. Configuration request

Figure 4 shows the schematic sequence of the COPS configuration procedure
in form of a Message Sequence Chart (MSC). When a service is started for the
first time it contacts the PEP. The PEP sends a client open message (OPN) to the
corresponding PDP. This message contains a unique ID that identifies the PEP to
the PDP and it also contains a client specific information (ClientSI) object. This
object is necessary to enable the PDP to relay the OPN message to a PDP module
that can handle the requests for the incoming type of policy.
When the PDP is capable to serve the client type it answers with a client accept
(CAT) message and expects incoming requests. In the configuration scenario the PEP
sends one or more request messages (REQ) that contain context objects which identify
the message as configuration requests. The request messages also comprise ClientSI
objects that carry client specific information on the requested configuration data.
Each configuration request may be answered with a single decision message (DEC)
or a stream thereof. On reception and successful installation of the configuration
data the PEP acknowledges this to the PDP with a report state message (RPT) for
each of the DEC messages. When the PEP finally has received all configuration data
from the PDP it signals the installation back to the SicAri service which now can
rely on the LPDP to decide access requests.
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From now on the PDP proactively keeps the policy at the PEP side up to date.
Whenever a change to the master policy at the PDP side is made, it passes it on
to all PEPs that make use of this policy. For that purpose both parties regularly
exchange keep alive (KA) messages to assure that the PEP always uses a policy that
is up to date.
4.2

Platform Integration

This section describes how the two policy distribution approaches can be integrated
into the platform architecture.
In contrast to the COPS specification, the definition of PEP and LPDP in
SicAri are slightly different: Whereas the PEP in COPS is defined as a local client
component communicating with a global PDP, in the COPS policy configuration
scenario this component corresponds best to the LPDP, as defined in SicAri (cf.
Figure 4 vs. Figure 5 (a)).
COPS Policy Configuration
The main characteristics of this scenario are the local PEP and LPDP (cf. Figure 5 (a)). The PEP interacts with the local policy service, which mainly consists of
the following components: LPDP, cached policy, and COPS adapter. The LPDP is
responsible for making policy decisions based on the input from the SicAri security
manager (PEP) and a locally cached version of the master security policy. The
LPDP is realized by an extended version of Sun’s XACML reference implementation (see below). The PEP uses the Java-API of Sun’s XACML engine in order to
communicate with the LPDP. A (potentially remote) policy provisioning component
provides a copy of the latest master policy to the LPDP using the COPS protocol.
COPS Policy Outsourcing
The main characteristic of the second scenario is that a local PEP delegates all
policy decisions to a remote PDP. This scenario is not yet implemented.
The policy service mainly consists of a COPS adapter which transforms the
policy decision request of the PEP into an XACML policy request. The COPS
adapter sends this request to the remote PDP which is responsible for providing the
policy decision based on the master security policy. The XACML policy decision
response is sent back from the remote PDP via COPS to the local PEP which
enforces the policy decision.
4.3

XACML over COPS

We extended the COPS framework with an XACML client type. All COPS messages
start with a common header that determines the message type and the payload type.
Figure 6 shows the schema of this header whose relevant fields are described below.
The Op Code indicates the type of the message, e. g. REQ or KA. The Client Type
field provides a code that uniquely identifies the payload carried in the message. For
example client-type number 1 is a published Internet Assigned Numbers Authority
(IANA) number assigned to RSVP policy data [9].
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Each COPS message may consist of different COPS objects. The message content is wrapped with the help of 16 different predefined COPS objects. Some of
these objects provide fields to carry client-type specific data.
The most important object is the afore mentioned ClientSI object that has
variable length and transports the client-type data. Figure 7 depicts the generic
COPS object structure. Depending on the type of COPS message that is signaled
zero, one or more COPS objects may follow the COPS header.
0

1
Length (octets)

2

3

C−Num

C−Type

Object contents

Fig. 7. Generic COPS object

The C-Num and C-Type fields determine the class and the characteristics of the
object. For ClientSI objects the C-Num field is 9 and the variable length field for
the object content carries the policy data. This data has to be processed by special
COPS modules that can interpret the corresponding client type specific information.
Our implementation bases on an open source implementation of the COPS protocol
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from the University of Waterloo [1,3]. We extended their PBN code with several
classes to multiplex incoming COPS messages at the PDP to modules which handle
client-specific content like XACML.
4.4

XACML Client Type for the COPS Protocol

As the next step a concept to extend the COPS protocol to transport XACML
polices as payload has been developed. For any extension to the COPS protocol
one has to take the peculiarity of the target policy language into account. The
structure of the client-type specific objects and the protocol extensions should be
specified in a supplementary document that defines how the PEP and the PDP
interpret and handle the policy specific payload.
Any XACML policy document is structured according to the respectively effective XACML schema. The XACML data flow model defines that a Policy Administration Point (PAP) provides the PDP with XACML documents that contain
sets of policy and policyset elements. It is specified in the XACML schema that
policy and policyset elements can be nested inside a policyset. The distribution of XACML client-type data in the configuration mode will base on this tree
structure of XACML documents. Any leaf and any node of such a document will be
encapsulated in a single COPS object and send alone or in a group in a decision
message from the PDP to PEP. Our concept considers the policy and policyset
elements as such leaf and node objects since they define logical building blocks of
a policy. The PEP acknowledges any such COPS message with XACML content
with a COPS report message. On COPS’ PEP side the policy and policyset
building blocks are assembled back into a copy of the XACML master policy which
is passed on to the LPDP as defined in SicAri.
The XML structure provides another advantage with respect to the proactive
update and delete mechanism of COPS PDPs. A PDP can address any policy
element in the XACML document using XPATH. Any administrative task modifying the master policy triggers a COPS message for the corresponding policy
and policyset element that has been changed. This COPS message will transport
one or more COPS decision objects containing replacement data that uniquely
identifies the processed policy elements using XPATH objects. This way the PDP
can generate fine-granular updates at the XML element level. The COPS protocol
assures that both, PEP and PDP, always work on the same XACML document.
Any policy document is definitely identified by the TCP connection between PEP
and PDP together with the client handle that the PEP uniquely assigns to each
request that it sends out.

5

Related Work

In [17], Ponnappan et al. describe a policy based QoS management system for
IntServ/DiffServ networks. This design uses COPS for interfacing with the network
devices and CORBA as middleware for component interaction.
An approach presented in [20] by Toktar et al. proposes an XACML-based
framework for distributing and enforcing access control policies to RSVP-aware application servers. Access control policies are represented in an extension of XACML
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(based on Sun XACML) which is an alternative to the IETF Policy Core Information Model (PCIM) [10] based approach. The authors use COPS in outsorcing
mode to distribute policy requests and decisions between the policy server and the
RSVP server that is responsible to enforce the QoS measures.
In his dissertation [16], K. Phanse proposes a management framework for policy
based ad hoc network management. He builds on a distributed, hybrid architecture
that combines the outsourcing and provisioning models of COPS and COPS-PR to
provide an efficient and flexible solution for policy distribution in wireless ad hoc
networks. To translate the policy specification into device-specific configuration,
the management framework must be aware of the various resources available in the
system. Policy provisioning occurs after policies are distributed, and consists of
installing and implementing the policies using device specific mechanisms.
Since COPS seems to be the only open service for policy distribution of notable
propagation we find it hard to compare our approach to others. While it is difficult
to make a quantitative statement on the efficiency to transport XACML policies
via COPS it is easier to give a qualitative predication. COPS realizes some design
aspects that improve efficient distribution and maintenance of distributed policies.
After provisioning the initial policy in configuration mode to the LPDPs the central
PDP keeps them up-to-date with unsolicited decision messages whenever some part
of the policy changes. Since COPS allows to transport policy parts of arbitrary size
it is up to the developer of the payload extension to optimize the communication
overhead. COPS only demands that the transported pieces are uniquely addressable. This perfectly fits to XACML because XPATH and unique element identifiers
allow to address and transport only those pieces of the master policy that have
really changed. Furthermore, COPS in configuration mode promises to economically use network resources because access control policies are not very likely to be
changed frequently. This enables the administrator to choose a higher value for the
KA timeout thus reducing the communication overhead when there are no updates.
The only drawback lurks in the fact that XACML is an XML-based language which
are inherently wordy.

6

Outlook

It is planned to implement the mechanism to encapsulate XACML payload in COPS
messages as described in Section 4.4. The open source JDOM (http://www.jdom.
org/) package for parsing and representing XACML documents as objects seems a
viable basis to build a solution upon.
We will furthermore develop a concept to use the policy administration, policy
validation, and policy provisioning mechanisms implemented in the platform, to
manage other policy domains such as network security policies (e. g. to configure
external PEPs such as firewalls).
An additional research aspect with respect to a holistic policy approach in distributed environments will be policy negotiation in case services from two different
security domains, enforcing security upon two different security policies, have to
interact with each other.
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Abstract
Anonymity is not a trace-based property, therefore traditional model checkers are not directly able to express
it and verify it. However, by using epistemic logic (logic of knowledge) to model the protocols, anonymity
becomes an easily verifiable epistemic formula. We propose using Dynamic Epistemic Logic to model
security protocols and properties, in particular anonymity properties. We have built tool support for DEL
verification which reuses state-of-the-art tool support for automata-based verification. We illustrate this
approach by analyzing an anonymous broadcast protocol and an electronic voting protocol. By comparison
with a process-based analysis of the same protocols, we also discuss the relative (dis)advantages of the
process-based and epistemic-based verification methods in general.
Keywords: dynamic epistemic modeling, protocol verification, anonymity

1

Introduction

Protocols involving sensitive personal information or private choices have anonymity
as a central security requirement. Typical examples are electronic voting, web
browsing, posting on bulletin boards, sharing files, auctions. In order to prove
claims about the correctness of such protocols, (tool-supported) formal reasoning
frameworks for anonymity are desirable. Unfortunately, providing these is not
straightforward, since anonymity does not quite fit in the most successful automated verification framework to date, which is automata-based model checking.
Traditional security properties like secrecy and authentication are expressible as
reachability properties of finite-state systems and therefore allow for trace-based
model checking. As noted by Schneider and Sidiropoulos [32], a formal interpretation of anonymity comprises for a given set of traces the existence of another,
observationally indistinguishable set of traces in which different sensitive personal
information is attributed to the same person or the same choice is attributed to
different participants. Thus, anonymity is not trace-based as secrecy and authentication, but is a higher-order trace property. Note also that, unlike traditional
This is a preliminary version. The final version will be published in
Electronic Notes in Theoretical Computer Science
URL: www.elsevier.com/locate/entcs
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properties, anonymity depends on the point of view of the untrusted observer: participant, outsider, coalition of participants. This means that formalisms relying
on trace specifications require a remodeling of the protocol for every anonymity
property which is to be verified.
Both these problems (anonymity being a higher-order trace property and a
perspective-dependent property) are implicitly solved by approaches based on epistemic logic [9,28,25,20]. There, the focus is on the information flow of the protocol
and not on the observable behavior. An epistemic state of the protocol is a snapshot of all the information and uncertainties of the participating parties about the
relevant facts (modeled by propositions), as well as about the information held by
the other parties. Anonymity of an agent in a given epistemic state translates as
the uncertainty of the observer regarding a particular proposition which models
sensitive information belonging to that agent. This is expressible as an epistemic
formula involving the knowledge modality (for instance, ¬Kc ayes expresses that c
does not know that a voted ’yes’). However, the logic-based treatments of security
protocols and anonymity in particular [9,28,31,20] are often complex and protocol
modeling requires a high degree of expertise. The information updates generating
the transitions between epistemic states are especially tedious to specify, because
logics are geared to expressing properties rather than operational protocol steps.
In this paper, we investigate the application of the recently developed Dynamic
Epistemic Logic (DEL) [5,4,6] to automatic verification of anonymity. DEL distinguishes from other logics by the introduction of action models, which are Kripke
structures describing information updates corresponding to various forms of communications (public announcements, passing messages, sharing secrets, telling lies).
The actual updates are performed by computing the update product of an epistemic
model and an action model. This action models/update product combination has
the advantage of a strong operational flavor and intuitive graphical representations
of the actions being taken, which suits our main goal of modeling and verifying
security protocols.
Our contribution is three-folded: we define a DEL verification methodology; we
give tool-support for this methodology, built on state-of-the-art tool-support for
automata-based verification; and, by experimenting on two example protocols, we
derive insights on the relative (dis)advantages of the process-driven and epistemicdriven approaches to the verification of anonymity.
In our DEL methodology, protocol analysis consists of describing action models
corresponding to the protocol steps, automatically generating the final epistemic
state by repeatedly applying the update product operation, and model checking
epistemic formulas (expressed in PDL [30]) in this final state. Since the semantics of both epistemic states and action models is given by Kripke structures, the
existing algorithmic and tool support for finite-state model checking of behavior
specifications is immediately reusable in the DEL setting. In this paper, we specifically use the µCRL toolset [8] and the CADP model checker [17], together with
LYS, a small new dedicated toolset [1] that supports the graphical visualization of
the models and the execution of the update product.
We demonstrate the DEL modeling approach on Chaum’s Dining Cryptographers protocol [10] and an abstraction of the FOO voting scheme [18]. The Dining
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Cryptographers protocol has been analyzed with many methods and tools, from
OBDDS [28] to probabilistic verification [7]. According to [13], our earlier work [14]
on DEL modeling and tooling compares favorably to [28], as well as [27]. FOO is
a protocol that has recently received much attention. It has been formally analyzed using applied π-calculus supported by the ProVerif tool [26] and anonymity
has been proved there manually. Other anonymity protocols, Onion Routing and
Crowds, have been analyzed in an epistemic modeling framework in [19]. That
framework is well tailored to specifying and verifying information hiding properties,
although not yet automated. Epistemic modeling has also recently been applied to
secrecy protocols in [24,29], but without the action models and the update product.

2

Dynamic epistemic modeling and verification

A model for representing the state of knowledge of a group of agents is a Kripke
structure with labels for the individual agents, and valuations for the states. It is
common to call the states of the Kripke structure worlds and to refer to the structures as epistemic models [23,11,16] or epistemic states. The labels i are interpreted
as the epistemic alternatives for agent i. If the models depict knowledge (as opi
posed to mere belief, or irrational preference), the label-relations → are equivalence
relations, and what we get are so-called multimodal S5 Kripke models.
Definition 2.1 (Epistemic model) Let a set of propositional variables P and a
finite set of agents Ag be given. An epistemic model is a triple M = (WM , VM , RM )
where WM is a set of worlds, VM : WM → P(P ) assigns a valuation to each world
i
2 ) assigns an accessibility relation →
to each agent
w ∈ WM , and RM : Ag → P(WM
i ∈ Ag. A pair M = (M, U ) with U ⊆ WM is an (multiple pointed) epistemic
model, indicating that the actual world is among U .
The propositions in P model the facts of interest, for instance ’voter Alice voted
yes’, ’the coin we’ve just flipped is head ’. The valuation function describes the
possible worlds, by specifying which facts hold in every world. Take, for instance,
the leftmost epistemic model in Figure 1. There, P is {p, q} and the worlds are the
four different possibilities for the truth of p and q (∅, p, q, pq). One of them is the
actual world (marked with a colored background), where p is false and q true. The
a

b

c

epistemic accessibility relations →, →, → represent together the situation where
agent a knows the actual value of p and agent b knows the actual value of q, while
the third agent c knows nothing about either p or q.
More precisely, an epistemic formula Ka φ evaluates to true in a world if in that
world every a-accessible world makes φ true. In the actual world of the example
epistemic model, Ka ¬p is true, for ¬p is true in all worlds that are a-accessible from
the actual world. So is Kb q as well. On the other hand, Ka q is false in the actual
world. More subtly, Ka (Kb q ∨ Kb ¬q) is true in the actual world, for it happens
to be the case that Kb q is true in the actual world, and Kb ¬q is true in the only
other world that is a-accessible from the actual world. This illustrates how the
epistemic models encode information about what agents know about the knowledge
or ignorance of other agents. In the example, a does not know about q, but a knows
that b knows whether q. Also, all agents know that c is ignorant about p and q.
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=

a,b,c

b,c
q

a,b,c

b,c
a,b,c

Figure 1. An epistemic model (left) updated with an epistemic action representing a public announcement
(middle) transforms into a new epistemic model (right).

Formally, the epistemic formulas are described in the convenient language of
epistemic PDL, propositional dynamic logic [30,21,22] with the atomic actions interpreted as epistemic accessibilities:
φ ::= > | p | ¬φ | φ1 ∧ φ2 | [π]φ
π ::= a | ?φ | π1 ; π2 | π1 ∪ π2 | π ∗
We use ⊥ for ¬>, φ1 ∨ φ2 for ¬(¬φ1 ∧ ¬φ2 ), φ1 → φ2 for ¬(φ1 ∧ ¬φ2 ), hπiφ
for ¬[π]¬ψ, Ka φ for [a]φ. If {b1 · · · bn } is a finite set of agents, [(b1 ∪ · · · ∪ bn )∗ ]φ
is usually written as Cb1 ···bn φ and expresses that φ is common knowledge among
the agents {b1 · · · bn }. The truth definition for epistemic PDL defines the relations
M |=w φ and [[π]]M , by mutual recursion. Key clauses are:
M |=w [π]φ iff for all v with (w, v) ∈ [[π]]M
it holds that M |=v φ
[[π1 ; π2 ]]M = [[π1 ]]M ◦ [[π2 ]]M
[[π ∗ ]]M = ([[π]]M )∗ ,
where ◦ denotes relational composition and ∗ denotes transitive closure.
Intuitively, epistemic updates are acts of communication that change epistemic
models. A breakthrough in epistemic logic occurred when [5] proposed to view
epistemic updates as a kind of Kripke models, with the important difference that
the worlds do not carry a valuation but a precondition formula. See also [3,5,4].
Formally, we define:
Definition 2.2 [Action models for a given language L] Let a finite set of agents
Ag and an epistemic language L be given. An action model for L is a triple
A = (WA , pre, RA ) where WA is a set of action states, pre : WA → L assigns a
precondition to each action state, and RA : Ag → P(WA2 ) assigns an accessibility
i

relation → to each agent i ∈ Ag. A pair A = (A, S) with S ⊆ WA is an action
model, indicating that the actual action that takes place is a member of S.
We work with the epistemic language of PDL formulas. The simplest example
of action model is the public announcement of some basic proposition. See, for
instance, the middle Kripke structure of Figure 1, where the fact that q holds is
publicly announced. More evolved examples are shown in Figure 2 and commented
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at the end of this section. It turns out that defining the result of updating an
epistemic model with an action model as the product of the epistemic model and
the action model, restricted in a suitable way to take the preconditions in the action
model into account, has the desired effect. Formally:
Definition 2.3 [Update] Given an epistemic model (M, U ) and an action model
(A, S), we define the update M ⊗ A as (W 0 , V 0 , R0 ) and the update
(M, U ) ⊗ (A, S) as ((W 0 , V 0 , R0 ), {(u, s) | u ∈ U, s ∈ S, (u, s) ∈ W 0 }), where
W 0 := {(w, s) | w ∈ WM , s ∈ WS , M |=w pre(s)},
V 0 (w, s) := VM (w),
i

i

i

(w, s) → (w0 , s0 ) ∈ R0 :≡ w → w0 ∈ RM and s → s0 ∈ RA .
The language of PDLDEL (update PDL) is given by extending the PDL language
with update constructions [A, S]φ, where (A, S) is a (finite) action model. The
interpretation of [A, S]φ in M , given w is: at all pairs (w, s) with s ∈ S and w
satisfying the precondition of s, φ is true in the update result M ⊗ A. In the
remainder of the paper, we will use the graphical representation of action models,
rather than the textual one.

3

LYS - a knowledge analysis toolset

In order to experiment with the idea of dynamic epistemic modeling and verification
of protocols, we have built tool support for computing epistemic updates: a Haskell
version (DEMO [14]) and a C version (LYS [1]). In this paper, only LYS has been
used. Since Kripke models serve also as semantic models for finite-state systems,
standard automata-based model checkers are applicable to epistemic model checking
as well. We use the alternation-free µ-calculus model checker of CADP [17]. To
gain access to this model checker, LYS uses the AUT file format [17] to represent
the epistemic and action models.
We see anonymity as the intruder’s inability to distinguish between the real
situation and another possible one. Namely, between the actual world, where the
agent that should remain anonymous is responsible for an event E, and a world
where some other agent is responsible for E. Making a secret choice is expressed
as setting (and thus ’knowing’) the value of a propositional variable previously
assigned to represent that choice. An anonymity violation amounts in this case to
an unauthorized agent managing to deduce the value of that variable.
Anonymity is evaluated in an epistemic state (model), therefore it can now be
seen as a reachability property. Checking whether anonymity holds means evaluating the respective knowledge formula in all epistemic states reachable from the
initial epistemic state by update steps corresponding to communication steps of the
protocol.
We consider the initial epistemic state as being the one containing no information, i.e., where there is one world for each valuation, all the indistinguishability
relations form complete graphs, and all the worlds are marked actual. The rest
of the modeling process consists of defining appropriate action models to represent
the steps of the protocol as faithfully as possible. After that, the epistemic states
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a,b,c

c

c
a,b,c

q => p

a,b,c

Figure 2. The three action primitives, randomly instantiated. A group announcement to a, b that
p ⇔ q holds, a secret announcement to a, b that p ⇔ q holds and a group announcement to a, b that one
of the choices expressed by the formulas p ⇒ q, p ⇐ q, p ⇔ q has been taken. These primitives can be
instantiated by using the LYS command amnew (generate a new action model) with the flags -group,-secret
and -choice, respectively.

of the protocol will be generated by means of repeated application of the update
product operation. The required anonymity properties can then be verified by PDL
model checking on the final epistemic states. Whenever a property is not met, a
counterexample is provided, in the form of the valuation of an actual world w in
which the property evaluates to false. Note that, since the knowledge grows monotonically, it is not needed to verify the intermediate epistemic states. But this is
of course possible. See Sections 4 and 5 for examples and Section 6 for a further
discussion on the epistemic verification process.
Building faithful actions models
When modeling security protocols, translating the informal description of the protocol steps to action models can be a challenging and subjective task. But this
is in fact always the case with modeling. Compared with other logical modeling
approaches, action models have the advantage of being separated from the updates
that they are expected to determine. They just have to faithfully represent the
communication act that is taking place and all uncertainties regarding that act.
Action signatures [4] are abstract communication patterns, action models where
the preconditions and labels on arrows are left unspecified. We identify three action
signatures as being the most common: group announcement, secret message and
nondeterministic (private) choice, shown in Figure 2 in some random instantiations.
They are implemented as commands in LYS, and thus can be easily instantiated. In
Figure 4, the group announcement and the choice primitives can be seen as they are
instantiated for specific steps of the Dining Cryptographers protocol (also discussed
in the next section). More elaborated actions should be constructed manually.
See [4,14] for many examples and intuitions behind constructing complex action
models.
The action model in Figure 1, representing a public announcement, corresponds
to an usual broadcast message. Note that it is actually more expressive than broadcast, since the parties do not only learn the content of the message being broadcasted, but they also learn that all the other parties have heard the same message.
The first action model from Figure 2 is a public communication to a group of agents
(to agents a, b, in this case), and can be seen as a secure multicast or a sending a
message on a secure channel. The actual action (indicated by the shaded square),
is an update with p ⇔ q, but agent c confuses this with the trivial update > (an
update where nothing gets communicated). Thus, agents a and b will learn p ⇔ q,
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but agent c will not. The second model is a secret announcement, where c’s epistemic situation remains altogether unchanged, since he does not even notice that a
communication is taking place. Finally, the rightmost one models a nondeterministic choice, made, in this particular case, by a and b together. c observes which
are the choices, but not which one was made. This pattern can be used to model
setting a variable, revealing a value to another agent, or simply branching the run
of the protocol into more possible scenarios.

4

The dining cryptographers

Chaum’s dining cryptographers protocol [10] is probably the most well-known example of a protocol where anonymity is the main requirement. The story goes as
follows: three cryptographers have dinner together. At the end of the evening, they
learn that the bill has been payed anonymously - by one of them, or by the NSA
(the National Security Agency). They respect each other’s right to anonymity, but
they still wish to find out whether the payer was NSA or not. To achieve this, they
come up with the following protocol: each pair of cryptographers generates a shared
bit, by flipping a coin; then each cryptographer computes the exclusive or (XOR)
of the two random bits she shares with the neighbors, then announces the result —
or the flipped result, if she was herself the payer. The XOR of the three publicly
announced results indicate whether the payer was an insider or not.
We will now show how the Dining Cryptographers protocol can be modeled and
analyzed using the epistemic modeling framework introduced in Section 2. Figure 3
shows the LYS modeling script. The graphical representation of all action models
used is given in the appendix. The intermediate epistemic states are too large to
be viewed properly, but the very last one is readable and is shown in Figure 5.
For i ∈ {1, 2, 3}, let pi be the proposition “cryptographer i is the payer”. The
goal of the protocol translates to: everybody should learn whether the proposition
p1 ∨ p2 ∨ p3 is true or not, but if it is true, nobody (except the payer herself) learns
which of the propositions p1 , p2 , p3 is true. To model the protocol, we need three
more propositions q1 ,q2 ,q3 to represent the result of flipping the coins shared by
cryptographers 1 and 2, 2 and 3, 3 and 1, respectively. Let > represent “head” and
⊥ represent “tails”.
The protocol passes through four epistemic states (models): initial, afterpaydecision, afterflip, dc3final. The extra epistemic model allworlds represents the situation before the start of the protocol, when the rules have not yet
been agreed upon. The transition to the start state initial is made by the acknowledgment that at most one of the cryptographers pays, modeled by the public
announcement zero-one. There are four possible paying scenarios: NSA pays, a
pays, b pays or c pays. Since the cryptographers’ names do not play a part in the
protocol, we do not lose generality if we model only two scenarios: NSA pays, a
pays. This fact is incorporated in the very first epistemic state, allworlds, by
specifying that only worlds satisfying ¬p2 ∧ ¬p3 should be marked as actual. We
do model all the flipping scenarios (⊥, ⊥, ⊥ up to >, >, >), as seen from the fact
that there is no restriction on q1 , q2 , q3 imposed on the actual worlds. Thus, the two
paying scenarios and the eight flipping scenarios will result in 16 possible situations,
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# prepare the action models
amnew zero-one -group a, b, c -form ¬(p1 ∧ p2 ) ∧ ¬(p2 ∧ p3 ) ∧ ¬(p1 ∧ p3 )
amnew pay-a -choice a -form p1 , ¬p1
amnew pay-b -choice b -form p2 , ¬p2
amnew pay-c -choice c -form p3 , ¬p3
amnew flip-ab -choice a, b -form q1 , ¬q1
amnew flip-bc -choice b, c -form q2 , ¬q2
amnew flip-ca -choice a, c -form q2 , ¬q3
amnew asays -choice a, b, c -form p1 XOR (q1 XOR q3 ), ¬(p1 XOR (q1 XOR q3 ))
amnew bsays -choice a, b, c -form p2 XOR (q1 XOR q2 ), ¬(p2 XOR (q1 XOR q2 ))
amnew csays -choice a, b, c -form p3 XOR (q2 XOR q3 ), ¬(p3 XOR (q2 XOR q3 ))
# and the protocol is..
emnew allworlds a, b, c p1 , p2 , p3 , q1 , q2 , q3 ¬p2 ∧ ¬p3
emupdate allworlds zero-one initial
emupdate initial pay-a pay-b pay-c afterpaydecision
emupdate afterpaydecision flip-ab flip-bc flip-ca afterflip
emupdate afterflip asays bsays csays dc3final
Figure 3. Epistemic modeling of the Dining Cryptographers protocol with 3 participants a, b, c. The script
makes calls to LYS routines for creating new action models (amnew), new epistemic models (emnew) and
computing epistemic updates (emupdate). The argument -choice refers to the action pattern used, namely
a nondeterministic choice between the alternatives presented after -form. The indicated names of agents
are in all cases the agents receiving the update.
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Figure 4. The action models used in the epistemic modeling of the Dining Cryptographers protocol. Top:
pay-a,pay-b,pay-c. Middle: flip-ab, flip-bc, flip-ca. Bottom: asays, bsays, csays.

which are all evolving in parallel and are present in every epistemic state until the
end. The rest of the worlds are there to represent the pieces of reality known to
every agent.
The three big steps of the protocol — deciding who pays, flipping the coins,
announcing the results — are modeled as epistemic updates and performed by the
three emupdate calls marking the transition from initial to afterpaydecision,
then to afterflip, then to dc3final. The first transition uses the action models
pay-a, pay-b, pay-c, which are private announcements to a about the truth value of
p1 , to b about p2 and to c about p3 . The effect of pay-a on the current epistemic
state is the deletion of all a-arrows between a world where p1 = > and a world where
p1 = ⊥. This makes the formula Ka p1 ∨ Ka ¬p1 true, thus a has learned the value
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Figure 5. The final epistemic state (dc3final). The two paying scenarios can be distinguished: a pays
(p1 = >) on top; NSA pays, on bottom. The paying scenarios are combined with all coin flipping scenarios,
given by different valuations for q1 ,q2 ,q3 .

of p. Similar for pay-b, pay-c. In the original modeling of the protocol [32], there is
a Master sending these announcements, in order to maintain the global restriction
that at most one pays. We do not need to model the Master as an agent. Its role
is fulfilled here by the pay announcements together with the public announcement
zero-one. At further steps of the protocol, similar revealing announcements take
place: flip-ab is the action model which reveals the value of q1 to a and b, asays is
the action model which computes the XOR of a’s pay-bit and of a’s two known coins.
The update steps could be further refined, if the inspection of more intermediate
epistemic states (for instance, the epistemic state after the coin between a and b
has been flipped) is desired.
The first attempt in checking anonymity could be to check that a cryptographer
can never learn whether another cryptographer has paid or not. That is, to check
the epistemic formula
¬(Ka p2 ∨ Ka ¬p2 ) ∧ ¬(Ka p3 ∨ Ka ¬p3 ) ∧ ¬(Kb p1 ∨ Kb ¬p1 )∧
¬(Kb p3 ∨ Kb ¬p3 ) ∧ ¬(Kc p1 ∨ Kc ¬p1 ) ∧ ¬(Kc p2 ∨ Kc ¬p2 ).
The model checker disproves this property and gives as counterexample a valuation
where all of p1 , p2 , p3 are false. Indeed, in the case where NSA pays, the cryptographers do learn that all of p1 , p2 , p3 are false. Moreover, when one of the cryptographers pays, the payer will know that the other two did not pay, even from the very
beginning. A more realistic anonymity requirement is that if p1 ∨ p2 ∨ p3 = > then
b and c do not know that a was the payer. We can express this as the epistemic
formula p1 ⇒ ¬Kb p1 ∧ ¬Kc p1 , which does get a positive answer when checked on
dc3final.
Note that, due to the public announcement that at most one cryptographer is
paying, the anonymity of non-payers is only guaranteed from the perspective of
another non-payer. The paying cryptographer will know that the other two are not
paying, and will also be able to deduce what the third flipped coin was:
p1 ⇒ Ka ¬p2 ∧ Ka ¬p3 ∧ (Ka q2 ∨ Ka ¬q2 )
Moreover, it is possible to verify that the payer herself knows that she is anonymous:
p1 ⇒ Ka (¬Kb p1 ∧ ¬Kc p1 ),
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Figure 6. Left: the action model for “if registered to vote, voter a sends her vote to the counter C” Right:
The final epistemic state of the voting protocol, if the three phases are separated.

that the non payers know that the payer is aware of her anonymity,
p1 ⇒ Kb Ka (¬Kb p1 ∧ ¬Kc p1 ),

p1 ⇒ Kc Ka (¬Kb p1 ∧ ¬Kc p1 ),

and actually that the payer’s anonymity is common knowledge among the three
cryptographers:
p1 ⇒ Ca,b,c (¬Kb p1 ∧ ¬Kc p1 ).
This protocol generalizes naturally to N cryptographers, and a similar analysis
can be performed for N = 4 and N = 5. In these cases, we can even talk about
coalitions of malicious cryptographers. We do this by using the distributed knowledge
operator [16]. It is impossible to express this operator with PDL modalities and is
also inconvenient from a logical perspective, but we introduce it here in order to be
able to express properties of conniving coalitions. We say that a group of agents G
have distributed knowledge about φ (denoted DG φ) if they know φ when they pool
their individual knowledge. In terms of Kripke structures:
\
(M, s) |= DG φ iff (M, t) |= t for all t s.t. (s, t) ∈
Ra .
a∈G

We can now express the possibility that two cryptographers pool their secret knowledge and are able to learn who was the payer. After generating the final epistemic
state for N = 4, we can employ the CADP model checker, together with a trick
that we will not explain here, to verify that p1 ⇒ Db,d p1 holds. In other words,
(in DC4) a may remain anonymous to b, c, d individually, but if they decide to
share their secrets, then the anonymity of a is compromised. In DC5 as well, two
conniving cryptographers are able to violate payer’s anonymity if they are both her
direct neighbors. That is, the epistemic formula p1 ⇒ Db,e p1 holds.
Besides anonymity, we can of course also check that the protocol meets its goal,
that is all agents learn whether p1 ∨p2 ∨p3 holds, and that is even common knowledge:
Ca,b,c (p1 ∨ p2 ∨ p3 ) ∨ Ca,b,c (¬p1 ∧ ¬p2 ∧ ¬p3 ).

5

An electronic voting protocol

The so-called FOO protocol proposed by Fujioka, Okamota and Ohta [18] is a rather
complex voting scheme that guarantees anonymity of the voters with respect to any
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conspiracy of administrator, collector and external parties. In summary, it runs as
follows: By interacting with the administrator and making use of a symmetric key,
a nonce and a special property of the digital signing scheme, each voter obtains a
so-called signed covered vote. The voter then sends anonymously her signed covered
vote to the collector, who publishes it. After the voter has verified that her covered
vote appears on the published list, she sends, again anonymously, the symmetric
key and covered vote to the collector. The collector can now open it and add it to
the clear votes list, that will be made public as soon as everybody has voted.
An anonymity analysis of an abstract version of the FOO voting scheme can be
conducted in the dynamic epistemic setting of this paper. For lack of space, we
will not explain the whole modeling, but only point out several interesting aspects,
which could not be observed in the modeling of the Dining Cryptographers protocol.
The abstractions we make are as follows: we ignore the administrator, whose main
role is to prevent ineligible and double voting and plays no role for anonymity; we
consider yes/no votes only; although the covering aspect can be modeled, we leave it
out for simplicity of presentation. The voters are modeled as agents a, b and d, the
collector as agent C. The choices of the voters are represented by the propositions
p1 , p2 , p3 , meaning ‘a votes yes’, ‘b votes yes’, ‘d votes yes’, respectively . The list
of clear votes that will eventually be hold by the collector has three positions, to
which we refer by the propositions q1 , q2 , q3 : q1 means ’the first vote in the list is
yes’, q2 means ’the second vote in the list is yes’, q3 means ’the third vote in the
list is yes’. We also need three propositions areg, breg, d reg to mark that the first
(registering) phase ended for a, b, d, respectively. Then the phases of the protocol
are:
•

a,b,d register to vote. This includes the interaction with the administrator and
sending the covered vote to C. We model this by public announcements of areg,
breg, d reg.

•

a, b, d finalize their vote, by sending their symmetric key to C, and therefore
letting C add a new clear vote to its list, without learning who the respective
voter is. The effect of this phase is that q1 , q2 , q3 will be revealed to C. An
interesting point here is that we need to condition this phase by the completion
of the previous one. Although we did not model the covered votes explicitly, we
do assume that they should be sent to the collector and we keep track of whether
this happened or not through areg, breg, d reg. So, the action model that we
need in this phase for each voter is ’if the voter registered, she (anonymously)
reveals her clear vote to C, otherwise nothing happens’. This had to be designed
manually, since there is no simple pattern for it (Figure 6).

•

C makes the result of the vote public and everybody learns the values of q1 ,q2 ,q3 .

There are several facts relevant to the protocol, that everybody is aware of
(actually, they are common knowledge) and modeled as public announcements. One
of them is that the result of the voting is a permutation of the participants’ choices.
That is, any permutation of (q1 , q2 , q3 ) could be equal to (p1 , p2 , p3 ). Since the six
scenarios are symmetric, we only model one of them, say p1 = q2 ∧ p2 = q3 ∧ p3 = q1 .
This is expressed by marking as actual worlds in the initial epistemic state precisely
those worlds which meet the condition above. Note that, essentially, this symmetry143
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reduction is made outside the protocol, that is a, b, d still consider that all the
permutations might be possible. Another common knowledge fact is that, if C has
learned a clear vote, then there must have been a voter who sent it. For the clear
vote q1 , we express this as:
KC q1 |KC ¬q1 ⇒ (areg ∧ (p1 ⇔ q1 ))|(breg ∧ (p2 ⇔ q1 ))|(dreg ∧ (p3 ⇔ q1 )).
We write the similar formulas for q2 and q3 and announce them all publicly.
In the analysis of FOO performed by Kremer&Ryan [26], it has been observed that the three phases should be strictly separated, otherwise anonymity
is compromised. We are able to detect this problem in our setting too, if we
allow updates to be performed in any order and thus look at more than one
trace. Indeed, in the trace: a registers, a votes, b registers etc., the formula
(areg ∧ ¬breg ∧ ¬dreg) ⇒ (KC p2 |KC ¬p2 ) becomes true, meaning that a’s choice
has leaked to the collector. In the ’right’ trace, when the phases are separated,
after performing all updates, the epistemic state shown in Figure 6 is reached,
where anonymity of a voter (for instance, a) with respect to the other voters can
be expressed as
¬(Kb p1 ∨ Kb ¬p1 ) ∧ ¬(Kc p1 ∨ Kc ¬p1 ).
This formula is not confirmed by the model checker, because it is too general. It
does not hold in all actual worlds, and thus a number of counterexamples are given.
For instance, when all votes are ’yes’, the anonymity is not preserved and it even
becomes common knowledge that this is the case.
But more specific formulas are proved correct by the model checker. For instance,
the one saying that the vote of a remains secret to b under the assumption that c
voted differently:
p1 6= p3 =⇒ ¬(Kb p1 ∨ Kb ¬p1 ).

6

Concluding discussion

We presented a tool-supported epistemic verification framework, built on recent
work from Dynamic Epistemic Logic [4]. The central new elements are the action models, which give an elegant and compact representation for communication
primitives, and the update product operation, which allows mechanical execution of
epistemic updates, therefore bringing the epistemic specification closer to a behavioral specification. We showed that a traditional verification toolset can be used
to verify a nontraditional and challenging property such as anonymity. We demonstrated the technique on two examples of protocols guaranteeing anonymity.
Verification of anonymity
Due to the fact that epistemic states encode indistinguishability relations, this
framework is especially suitable to specification and verification of anonymity properties. There are two major advantages when comparing to the process-based verification approach: no remodeling of the protocol is necessary if the capabilities of
the (passive) observer change; once generated the final epistemic state of the protocol, every required anonymity property is verifiable by model checking, which is
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much faster than computing trace equivalence. Compared to other epistemic logic
approaches, we believe that the action models are a more natural modeling mechanism for the protocol steps, and that the update product is very well suitable to
mechanization.
DEL modeling vs. process modeling
Figure 7 shows a comparison between the process and DEL models of the DC protocol. The process specification has been written in the µCRL language and is
explained in [12]. The generated state spaces are in the same AUT format mentioned in Section 3. Taking into account the two DC specifications (µCRL and
DEL) and the sizes of the state spaces, respectively epistemic models obtained,
we have to confirm the general opinion that process languages are better suited to
protocol modeling than the logic ones. Processes can be specified rather detailed,
thus achieving a realistic representation of the particular protocol. Epistemic logical
specifications are more abstractly geared and require some effort for constructing
faithful models. However, epistemic logical modeling allows for a richer analysis
of the protocol states, giving more insight into subtle effects of communication.
Common knowledge, for instance, is impossible to express on a plain process specification. Moreover, action models are very promising building blocks. Due to their
precise semantic model, it seems possible to define a formal translation from process steps to action models and thus getting epistemic specifications from behavioral
ones, much in the line of [25].
DEL modeling limitations
As we have seen in the modeling of the FOO protocol, it is not always clear how
communication acts can be used to represent security ingredients like keys, nonces,
encryption. Some steps towards properly modeling these have been taken in previous studies [24,2,15].
Process state spaces
anonymity
states
transitions
properties
DC-3

DC-4

DC-5

DEL models
epistemic
states

worlds

arrows

32-1
3-12

184
139

362
255

initial
after flip
after announce

64
32
32

6 144
259
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886
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initial
after flip
after announce

256
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128

131 072
5 088
864

12345245-13

6615
5189

19681
14679

initial
after flip
after announce

1024
192
192

2 621 440
16 992
1 440

Figure 7. Sizes of the Kripke structures representing process state spaces and epistemic models, respectively,
for several instances of the DC protocol. The “anonymity properties” column refers to the different process
models, and thus different state spaces, generated for various coalitions of dishonest participants. 24 − 13
means that 2, 4 are honest and 1, 3 dishonest; 12345− means that all five are honest. The given sizes are
for the completely generated state spaces. On the DEL models side, no distinction is necessary for various
coalitions, since all corresponding anonymity properties can be verified on the same final epistemic model
“after announce”. Note that this final model is always smaller than the state spaces generated from process
specifications. However, the initial DEL model is much larger and this is actually one of the bottlenecks
of the epistemic modeling. Epistemic-specific optimizations on the model representation are possible, but
for now the same formats as for process specifications are used. On an average desktop machine, Kripke
structures of up to ca. 50 million transitions/arrows can be handled.
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Future work
One of the features of our epistemic modeling toolset is that it can be integrated
with control flow commands offered by programming shells. This allows, possibly, a
more fine-grained description of the protocols, in particular the branching aspects.
More interestingly, this allows generation of counterexamples in terms of steps of
the protocol executed until the bad epistemic state. We plan to investigate this aspects further. Also, we plan to extend the three primitives discussed in Section 3 to
real epistemic modeling guidelines that will help translating informal descriptions of
protocol steps into action models. Ideally, we would also be able to define a formal
correspondence between process specifications and epistemic updates. In the more
general context of verifying arbitrary security properties, we aim at a framework
where the advantages of specifying functional aspects with process modeling and
informational aspects with epistemic logic can be combined. The fact that the two
techniques are complementary and they should, ideally, be combined, has already
been recognized and various formalisms to achieve this have been proposed [25,20].
However, they are quite complex. We think that the update product operation
might be able to bridge the gap in a more straightforward way, by allowing to represent the behavior of a system as a ’higher-order’ Kripke structure, with epistemic
models as states and action models as transition labels.
Acknowledgment. We are grateful to Erik de Vink for comments on a previous
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Abstract
A collaborative object represents a data type (such as a text document or a spreadsheet) designed to be
shared by multiple geographically separated users. In order to improve performance and availability of data
in such a distributed context, each user has a local copy of the shared objects, upon which he may perform
updates. Locally executed updates are then transmitted to the other users. So, the updates are applied in
different orders at different copies of the collaborative object. This replication potentially leads, however,
to divergent (i.e. different) copies. The Operational Transformation (OT) approach provides an interesting
solution for copies divergence. Indeed, every collaborative object has an algorithm which transforms the
remote update according to local concurrent ones. But this OT algorithm needs to fulfill two conditions in
order to ensure the convergence. Proving the correctness of OT algorithms is very complex and error prone
without the assistance of a theorem prover. In the present work, we propose a compositional method for
specifying complex collaborative objects. The most important feature of our method is that designing an
OT algorithm for the composed collaborative object can be done by reusing the OT algorithms of component
collaborative objects. By using our method, we can start from correct small collaborative objects which are
relatively easy to handle and incrementally combine them to build more complex collaborative objects.
Keywords: CSCW, groupware systems, component-based design, formal methods

1

Introduction

Distributed collaborative systems allow two or more users (sites) to simultaneously
manipulate objects (i.e. text, image, graphic, etc.) without the need for physical
proximity and enable them to synchronously observe each other’s changes. In order
to achieve an unconstrained group work, the shared objects are replicated at the
local memory of each participating user. Every operation is executed locally first
and then broadcasted for execution at other sites. So, the operations are applied in
different orders at different replicas (or copies) of the object. This potentially leads
to divergent (or different) replicas – an undesirable situation for replication-based
collaborative systems [10].
Operational Transformation (OT) is an approach which has been proposed to
overcome the divergence problem, especially for building real-time groupware [1,8].
1
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This approach consists of an algorithm which transforms an operation (previously
executed by some other site) according to local concurrent ones in order to achieve
convergence. It has been used in several group editors [1,6,8,7,11,9], and it is employed in other replication-based groupwares such as a generic synchronizer [5]. The
advantages of this approach are: (i) it is independent of the replica state and depends only on concurrent operations; (ii) it enables an unconstrained concurrency,
i.e. no global order on operations is required; (iii) it ensures a good responsiveness
in real-time interaction context. However, if OT algorithms are not correct then the
consistency of shared data is not ensured. Thus, it is critical to verify such algorithms in order to avoid the loss of data when broadcasting operations. According
to [6], the OT algorithm of every collaborative object needs to fulfill two convergence conditions T P 1 and T P 2 that will be detailed in Section 2. Finding such an
OT algorithm and proving that it satisfies T P 1 and T P 2 is not an easy task. This
proof is often difficult – even impossible – to produce by hand and unmanageably
complicated. In [4], we proposed a formal framework for modeling and analyzing
the OT algorithms with algebraic specifications. For checking the convergence conditions we used a theorem prover. Using our formal approach we have detected
bugs in well-known OT algorithms.
Until now the OT approach has been used to only deal with simple collaborative
objects, such as a string object. When we consider a complex object (such as a
filesystem or an XML document that are composite of several primitive objects) the
formal design of its OT algorithm becomes very tedious because of the large number
of updates and synchronization situations to be considered if we start from scratch.
As continuation of [4], we propose in the present work a compositional method
for specifying complex collaborative objects. The most important feature of our
method is that designing an OT algorithm for the composed collaborative object
can be done by reusing the OT algorithms of component collaborative objects. By
using our method, we can start from correct small collaborative objects (i.e. they
satisfy convergence conditions) which are relatively easy to handle and incrementally
combine them to build more complex collaborative objects that are also correct.
This paper is organized as follows: in Section 2 we give the basic concepts of the
OT approach. The ingredients of our formalization for specifying the collaborative
object and OT algorithm are given in Section 3. In Section 4, we present two
constructions for composing collaborative objects in algebraic framework. Finally,
we give conclusions and present future work.

2

Operational Transformation Approach

Due to high communication latencies in wide-area and mobile wireless networks the
replication of collaborative objects is commonly used in distributed collaborative
systems. But this choice is not without problem as we will see in next sub-section.
2.1

Convergence Problems

One of the significant issues when building distributed collaborative systems with a
replicated architecture and an arbitrary communication of messages between users
is the consistency maintenance (or convergence) of all replicas. To illustrate this
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Fig. 1. Incorrect integration.

Fig. 2. Integration with transformation.

problem, consider the following example:
Example 2.1 Consider the following group text editor scenario (see Figure 1):
there are two users (sites) working on a shared document represented by a sequence
of characters. These characters are addressed from 0 to the end of the document.
Initially, both copies hold the string “efecte”. User 1 executes operation op1 =
Ins(1, “f”) to insert the character “f” at position 1. Concurrently, user 2 performs
op2 = Del(5) to delete the character “e” at position 5. When op1 is received and
executed on site 2, it produces the expected string “effect”. But, when op2 is
received on site 1, it does not take into account that op1 has been executed before it
and it produces the string “effece”. The result at site 1 is different from the result
of site 2 and it apparently violates the intention of op2 since the last character “e”,
which was intended to be deleted, is still present in the final string.
To maintain convergence, an OT approach has been proposed in [1]. It consists
of application-dependent transformation algorithm such that for every possible pair
of concurrent updates, the application programmer has to specify how to merge
these updates regardless of reception order. We denote this algorithm by a function
IT , called inclusion transformation [8].
Example 2.2 In Figure 2, we illustrate the effect of IT on the previous example. When op2 is received on site 1, op2 needs to be transformed in order to
include the effects of op1 : IT ((Del(5), Ins(1, “f”)) = Del(6). The deletion position of op2 is incremented because op1 has inserted a character at position 1,
which is before the character deleted by op2 . Next, op02 is executed on site 1.
In the same way, when op1 is received on site 2, it is transformed as follows:
IT (Ins(1, “f”), Del(5)) = Ins(1, “f”); op1 remains the same because “f” is inserted
before the deletion position of op2 .
Intuitively we can write the transformation IT as follows:
IT(Ins(p1,c1),Ins(p2,c2)) = if (p1 < p2) return Ins(p1,c1)
else return Ins(p1+1,c1)
endif;

2.2

Transformation Properties

Notation [op1 ; op2 ; . . . ; opn ] represents an operation sequence.
We denote
0
Do(X, st) = st when an operation (or an operation sequence) X is executed on
a replica state st and produces a replica state st0 .
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Using an OT algorithm requires to satisfy two properties [6], called transformation properties. Given two operations op1 and op2 , let op02 = IT (op2 , op1 ) and
op01 = IT (op1 , op2 ), the conditions are as follows:
•

Property TP1: Do([op1 ; op02 ], st) = Do([op2 ; op01 ], st), for every state st.

•

Property TP2: IT (IT (op, op1 ), op02 ) = IT (IT (op, op2 ), op01 ).

TP1 defines a state identity and ensures that if op1 and op2 are concurrent, the
effect of executing op1 before op2 is the same as executing op2 before op1 . This
condition is necessary but not sufficient when the number of concurrent operations
is greater than two. As for TP2, it ensures that transforming op along equivalent
and different operation sequences will give the same result. In [7], the authors
have proved that conditions TP1 and TP2 are sufficient to ensure the convergence
property for any number of concurrent operations which can be executed in arbitrary
order.
Proving the correctness of OT algorithms, w.r.t TP1 and TP2 is very complex
and error prone even on a simple string object. Consequently, the design of OT
algorithms must be assisted by an automatic theorem prover [4].

3

Describing Individual Collaborative Objects

3.1

Basic Notions

In this sub-section we present terminology and notation that are used in the following sections. We assume that the reader is familiar with algebraic specifications.
For more background on this topic see [12,3].
A many-sorted signature Σ is a pair (S, F ) where S is a set of sorts and F is
a S ∗ × S-sorted set (of function symbols). Here, S ∗ is the set of finite (including
empty) sequences of elements of S. Saying that f : s1 × . . . × sn → s is in Σ = (S, F )
means that s1 . . . sn ∈ S ∗ , s ∈ S, and f ∈ Fs1 ...sn ,s . A Σ-algebra A interprets sorts
as sets and operations as appropriately typed functions. A signature morphism
Φ : Σ → Σ0 is a pair (f ,g), such that f : S → S 0 and g : Σ → Σ0f ∗ ,f an (S ∗ × S)sorted function. Usually, we ignore the distinction between f and g and drop all
subscripts, writing Φ(s) for f (s) and Φ(σ) for g(σ) such that σ ∈ Fs1 ...sn ,s .
Let X be a family of sorted variables and let TΣ (X) be the algebra of Σ-terms.
An equation is a formula of the form l = r where l, r ∈ TΣ (X)s for some sort s ∈ S.
V
A conditional equation is a formula of the following form: ni=1 ai = bi =⇒ l = r,
where ai , bi ∈ TΣ (X)si . An algebraic specification is a pair (Σ, E) where Σ is a
many-sorted signature and E is a set of (conditional) Σ-equations, called axioms
of (Σ, E). A (Σ, E)-model is a Σ-algebra A that satisfies all the axioms in E. We
write A |=Σ E to indicate that A is a (Σ, E)-model. Given a signature morphism
Φ : Σ → Σ0 and a Σ0 -algebra A0 , the reduct of A0 to Σ, denoted Φ(A0 ), represents
carriers A0Φ(s) for s ∈ S and operations σΦ(s) for σ ∈ Σs1 ...sn ,s . Given a Σ-equation e
of the form l = r. Then Φ(e) is Φ(l) = Φ(r) where Φ : TΣ (X) → TΣ0 (X 0 ) and X 0 =
Φ(X). An important property of these translations on algebras and equations under
signature morphisms is called satisfaction condition, which expresses the invariance
of satisfaction under change of notation:
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Theorem 3.1 (Satisfaction Condition [2]). Given a signature morphism Φ :
0
Σ → Σ0 , a Σ0 -algebra A0 and a Σ-equation e, Φ(A0 ) |=Σ e iff A0 |=Σ Φ(e)
An observational signature is a many-sorted signature Σ = (S, Sobs , F ) where
Sobs ⊆ S is the set of observable sorts. An Observational Specification is a pair
(Σ, E) where Σ is an observational signature and E is a set of axioms. We assume
that axioms are conditional equations with observable conditions. A context is a
term with exactly one occurrence of a distinguished variable, say z. Observable
contexts are contexts of observable sort. Let CΣ (s, s0 ) be the set of contexts of sort
s0 that contain a distinguished variable of sort s. We write c[t] for the replacement
of distinguished variable z by the term t. A Σ-algebra A behaviorally satisfies an
Σ
equation l = r, denoted A |=Σ
obs l = r, iff A |= c[l] = c[r] for every observable
context c. A model of an observational specification SP = (Σ, E) is a Σ-algebra A
Σ
that behaviorally satisfies every axioms in E. We write A |=Σ
obs SP or A |=obs E.
Σ
Σ
Σ
Also we write E |=obs e iff A |=obs E implies A |=obs e where e is a (conditional)equation.
3.2

Component Specifications

Using Observational semantics we consider a Collaborative Object (CO) as a black
box with a hidden (or non-observable) state [3]. We only specify the interactions
between a user and an object. In the following, we give our formalization:
Definition 3.2 (CO Signature). Given S the set of all sorts, Sb = {State, Meth}
is the set of basic sorts and Sd = S \ Sb is the set of data sorts. A CO signature
Σ = (S, Sobs , F ) is an observational signature where the sort State is the unique
non-observable sort. The set of function symbols F is defined as follows:
(1) FMeth State,State = {Do}, FMeth Meth,Meth = {IT }, FMeth
Fω,s = ∅ for all other cases where ω ∈ Sb∗ and s ∈ Sb .

State,Bool

= {P oss}, and

(2) A function symbol f : s1 ×s2 ×. . .×sn → Meth is called a method if s1 ·s2 ·. . .·sn ∈
Sd∗ .
(3) A function symbol f : s1 ×s2 ×. . .×sn → s is called an attribute if: (i) s1 ·s2 ·. . .·sn
contains only one State sort; and (ii) s ∈ Sd .
We use Σ, Σ0 , Σ1 , Σ2 , . . ., as variables ranging over CO signatures.

2

The states of a collaborative object are accessible using the function Do which
given a method and a state gives the resulting state provided that the execution of
this method is possible. For this we use a boolean function P oss that indicates the
conditions under which a method is enabled. The OT algorithm is denoted by the
function symbol IT which takes two methods as arguments and produces another
method.
Definition 3.3 (Σ-Morphism). Given CO signatures Σ and Σ0 , then a Σmorphism Φ : Σ → Σ0 is a signature morphism such that:
(i) Φ(s) = s for all s ∈ Sd ;
(ii) Φ(f ) = f for all f ∈ Σω,s where ω ∈ Sd∗ and s ∈ Sd ;
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(iii) Φ(Sb ) = Sb0 (where Sb0 = {State’, Meth’}, Φ(State) = State’ and Φ(Meth) =
Meth’).
2
The three conditions stipulate that Σ-morphisms preserve State sort, observable
sorts and functions.
Definition 3.4 (Collaborative Component Specification).
component specification is a tuple C = (Σ, M, A, T, E) where:

A collaborative

(i) Σ is a CO signature;
(ii) M is a set of method symbols, i.e. M = {m | m ∈ Σω,Meth and ω ∈ Sd∗ };
(iii) A is a set of attribute symbols, i.e. A = {a | a ∈ Σω,s where ω contains exactly
one State sort and s ∈ Sd∗ };
(iv) T is the set of axioms corresponding to the transformation function;
(v) E is the set of all axioms.
We let C, C 0 , C1 , C2 , . . ., denote collaborative component specifications.

2

In the following, we assume that all used (conditional) equations are universally
quantified.
Example 3.5 The following component specification CCHAR models a memory cell
(or a buffer) which stores a character value:
spec CCHAR =
sort:
Char Meth State
opns:
Do : Meth State -> State
putchar : Char -> Meth
getchar : State -> Char
IT : Meth Meth -> Meth
axioms:
(1) getchar(Do(putchar(c),st)) = c;
(2) IT(putchar(c1),putchar(c2)) = putchar(maxchar(c1,c2));

CCHAR has one method putchar and one attribute getchar. Axiom (2) gives
how to transform two concurrent putchar in order to achieve the data convergence.
For that, we use function maxchar that computes the maximum of two character
values. Note we could have used another way to enforce convergence.
As the previous specification CNAT and CCOLOR model a memory cell which stores
respectively a natural number value and a color value:
spec CNAT =
sort:
Nat Meth State
opns:
Do : Meth State -> State
putnat : Nat -> Meth
getnat : State -> Nat
IT : Meth Meth -> Meth
axioms:
(1) getnat(Do(putchar(n),st)) = n;
(2) IT(putnat(n1),putnat(n2)) = putnat(minnat(n1,n2));
spec CCOLOR =
sort:
Color Meth State
opns:
Do : Meth State -> State
putcolor : Color -> Meth
getcolor : State -> Color
IT : Meth Meth -> Meth
axioms:
(1) getcolor(Do(putcolor(cl),st)) = cl;
(2) IT(putcolor(cl1),putcolor(cl1)) = putcolor(mincolor(cl1,cl2));
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To get data convergence we have used in CNAT (resp. CCOLOR) another function
minnat (resp. mincolor) that computes the minimum value.
The sorts Char, Nat and Color are built-in.
2
For a concise presentation and without loss of generality, we shall omit the
observable-sorted arguments from methods and attributes. We could suppose
we have one function for each of its possible arguments. For instance, method
putchar(c) may be replaced by putcharc for every c ∈ CHAR.
Definition 3.6 ((M ,A)-Complete). Given a component specification C =
(Σ, M, A, T, E). The set E is (M ,A)-complete iff all equations involving M have
the form:
C =⇒ a(Do(m, x)) = t
with x is a variable of sort State, a ∈ A, m ∈ M , t ∈ TΣ\M ({x}) and C is a
finite set of visible pairs t1 = t01 , t2 = t02 , . . ., tn = t0n where t1 , t01 ∈ TΣ (X)s1 , t2 ,
2
t02 ∈ TΣ (X)s2 , . . ., tn , t0n ∈ TΣ (X)sn .
In Example 3.5, component specification CCHAR is (M ,A)-complete as the only
axiom involving methods (i.e., axiom (1)) has the required form. CNAT and CCOLOR
are also (M ,A)-complete. In the remaining of this paper, we restrict our intention
to component specification which are (M ,A)-complete.
As a component specification has a an observational signature with one nonobservable sort, State, then the observable contexts have the following form:
a(Do(mn , . . . , Do(m1 , s)) where m1 ,. . ., mn are methods and a is an attribute.
Definition 3.7 (Specification morphisms). Given two collaborative component specifications C = (Σ, M, A, T, E) and C 0 = (Σ0 , M 0 , A0 , T 0 , E 0 ), a specification morphism Φ : C → C 0 is a signature morphism Φ : Σ → Σ0 such that:
0
(i) Φ(M ) ⊆ M 0 ; (ii) Φ(A) ⊆ A0 ; (iii) E 0 |=Σ
2
obs Φ(e) for each e ∈ E.
Definition 3.7 provides a support for reusing component specification through
the notion of specification morphism. Moreover, it exploits the fact that the source
component specification is (M ,A)-complete by only requiring the satisfaction of
finite number of equations (see condition (iii)).
3.3

Convergence Properties

Before stating the properties that a component specification C = (Σ, M, A, T, E)
has to satisfy for ensuring convergence, we introduce some notations. Let m1 , m2 ,
. . . , mn and s be terms of sorts Meth and State respectively:
(i) applying a method sequence on a state is denoted as:
(s)[m1 ; m2 ; . . . ; mn ] ≡ Do(mn , . . . , Do(m2 , Do(m1 , s)) . . .)
(ii) Legal([m1 ; m2 ; . . . ; mn ], s)
≡
P oss(m1 , s) ∧ P oss(m2 , (s)m1 ) ∧ . . .
∧ P oss(mn , (s)[m1 ; m2 ; . . . ; mn−1 ]).
(iii) IT ∗ (m, [])
=
m
and
IT ∗ (m, [m1 ; m2 ; . . . ; mn−1 ])
∗
IT (IT (m, m1 ), [m2 ; . . . ; mn−1 ]) where [] is an empty method sequence.
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TP1 expresses a state identity between two method sequences. As mentioned
before, we use an observational approach for comparing two states. Accordingly,
we define the condition TP1 by the following state property (where the variables
st, m1 and m2 are universally quantified):
CP 1 ≡ (Legal(seq1 , s) = true ∧ Legal(seq2 , s) = true)
=⇒ (s)seq1 = (s)seq2
where seq1 = [m1 ; IT (m2 , m1 )] and seq2 = [m2 ; IT (m1 , m2 )].
Let M 0 ⊆ M be a set of methods, we denote CP 1|M 0 as the restriction of CP 1
to M 0 . Let M1 , M2 ⊆ M be two disjoint sets of methods, we define CP 1|M1 ,M2 as:
CP 1|M1 ,M2 ≡ (Legal(seqi , s) = true ∧ Legal(seqj , s) = true)
=⇒ (s)seqi = (s)seqj
where seqi = [mi ; IT (mj , mi )] and seqj = [mj ; IT (mi , mj )] such that mi ∈ Mi and
mj ∈ Mj for all i 6= j ∈ {1, 2}.
TP2 stipulates a method identity between two equivalent sequences. Given three
methods m1 , m2 and m3 , transforming m3 with respect to two method sequences
[m1 ; IT (m2 , m1 )] and [m2 ; IT (m1 , m2 )] must give the same method. We define TP2
by the following property:
CP 2 ≡ IT ∗ (m3 , [m1 ; IT (m2 , m1 )]) = IT ∗ (m3 , [m2 ; IT (m1 , m2 )])
Let M 0 ⊆ M be a set of methods, we denote CP 2|M 0 as the restriction of CP 2
to M 0 . Let M1 , M2 ⊆ M be two disjoint sets of methods, we define CP 2|M1 ,M2 as:
CP 2|M1 ,M2 ≡ IT ∗ (m, [m0 ; IT (m00 , m0 )]) = IT ∗ (m, [m00 ; IT (m0 , m00 )])
such that m0 ∈ Mi , m00 ∈ Mj and m ∈ Mk for all i, j, k ∈ {1, 2} with k 6= i or
k 6= j.
The following definition gives the conditions under which a component specification ensures the data convergence:
Definition 3.8 (Consistency). C is said consistent iff C |=obs CP 1 ∧ CP 2.

4

Composing Collaborative Objects

The concurrent interaction in a collaborative context is an essential feature of the
object paradigm. More attention is paid for allowing concurrent executions to
achieve convergence. This section describes how to build complex collaborative
objects from components using two kinds of composition. For that, we are inspired
of work of Goguen et al [2].
156

Imine

4.1

Static Concurrent Composition

As first construction, we propose a composition of several components without
interference (or synchronization) between them, in the sense that every component
can change state independently.
Definition 4.1 (Static composition). Given n component specifications Ci =
(Σi , Mi , Ai , Ti , Ei ) with i ∈ {1, . . . , n} and n > 1. A component specification C =
(Σ, M, A, T, E) is said static concurrent composition of Ci iff there exists specification
S
morphisms Φi : Ci → C such that for each i 6= j ∈ {1, . . . , n}: (i) Σ = i Φi (Σi );
S
S
S
S
(ii) M = i Φi (Mi ); (iii) A = i Φi (Ai ); (iv) T = i Φi (Ti ) ∪ i,j Tij where:
Tij = {IT (Φi (mi ), Φj (mj )) = Φi (mi ) | mi ∈ Mi and mj ∈ Mj }
S
(v) E = i Φi (Ei ) ∪ IE where IE is called the interaction part between Ci , and
S
IE = i,j (Tij ∪ Aij ) such that:
Aij = {Φi (ai )(Do(Φj (mj ), x)) = Φi (ai )(x) | ai ∈ Ai and mj ∈ Mj }
We denote the static concurrent composition as C =

L

i Ci .

2

Example 4.2 Consider the character memory cell CCHAR = (Σ1 , M1 , A1 , T1 , E1 ),
the natural memory cell CNAT = (Σ2 , M2 , A2 , T2 , E2 ) and the color memory cell
CCOLOR = (Σ3 , M3 , A3 , T3 , E3 ) of Example 3.5. The static concurrent composition of CCHAR and CNAT is the following composite specification SIZEDCHAR =
(Σ, M, A, T, E) (see Figure 3(a)):
spec SIZEDCHAR =
sort:
Char Nat Meth State
opns:
Do : Meth State -> State
putchar : Char -> Meth
putnat : Nat -> Meth
getchar : State -> Char
getnat : State -> Nat
IT : Meth Meth -> Meth
axioms:
(1) getchar(Do(putchar(c),st)) = c;
(2) getnat(Do(putnat(n),st)) = n;
(3) getchar(Do(putnat(n),st))=getchar(st);
(4) getnat(Do(putchar(c),st)) = getnat(n);
(5) IT(putchar(c1),putchar(c2)) = putchar(maxchar(c1,c2));
(6) IT(putnat(n1),putnat(n2)) = putchar(minnat(n1,n2));
(7) IT(putchar(c1),putnat(n1)) = putchar(c1);
(8) IT(putnat(n1),putchar(c1)) = putnat(n1);

76
54
76CCHAR23
01CNAT54
23
01
II
t
II Φ1
t
Φ2 tt
II
t
II
tt
I$
t
zt
54
76SIZEDCHAR23
01

76
76CCHAR23
54
01CCOLOR54
23
01
LLL
r
r
LLΘ
Θ2rrr
LL1L
rr
LL&
r
r
yr
76
54
01COLOREDCHAR23

(a) First Composition

(b) Second Composition

Fig. 3. Static Concurrent Composition

where Tij contains axioms (9)-(10) and Aij contains the axioms (4)-(5) for all
i, j ∈ {1, 2} and i 6= j. Note that the specification morphisms Φ1 : C1 → C and Φ2 :
C2 → C are just the inclusion morphisms. For instance this concurrent composition
may be associated to an object that has a character value and an attribute for
modifying the font size. In the same way, the static concurrent composition of
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CCHAR and CCOLOR is the following specification COLOREDCHAR = (Σ, M, A, T, E)
that models an object with a character and a color (see Figure 3(b)):
spec COLOREDCHAR =
sort:
Char Color Meth State
opns:
Do : Meth State -> State
putchar : Char -> Meth
putcolor : Color -> Meth
getchar : State -> Char
getcolor : State -> Color
IT : Meth Meth -> Meth
axioms:
(1) getchar(Do(putchar(c),st)) = c;
(2) getcolor(Do(putcolor(cl),st)) = cl;
(3) getchar(Do(putcolor(cl),st))=getchar(st);
(4) getcolor(Do(putchar(c),st)) = getcolor(st);
(5) IT(putchar(c1),putchar(c2)) = putchar(maxchar(c1,c2));
(6) IT(putcolor(cl1),putcolor(cl2)) = putcolor(mincolor(n1,n2));
(7) IT(putchar(c1),putcolor(cl1)) = putchar(c1);
(8) IT(putcolor(cl1),putchar(c1)) = putcolor(cl1);

2
We define the true concurrency (or the commutativity of methods) between
n component specifications combined into one specification according to Definition 4.1:
L
Definition 4.3 (Independent Components). Let C = i Ci for i ∈ {1, . . . , n}
and n > 1. The component specifications Ci are said independent iff:
C |=Σ
obs (s)[Φi (mi ); Φj (mj )] = (s)[Φj (mj ); Φi (mi )]
such that mi ∈ Mi and mj ∈ Mj with i 6= j ∈ {1, . . . , n}.
In Example 4.2, components CCHAR and CNAT are independent because the following equation:
Do(putchar(c),Do(putnat(n),s))=Do(putnat(n),Do(putchar(c),s))
is an observable consequence of SIZEDCHAR.
The following theorem means that the static concurrent composition preserves
the convergence properties of individual components:
L
Theorem 4.4 Given component specifications Ci and C = i Ci for i ∈ {1, . . . , n}
and n > 1, such that Ci are independent. If Ci are consistent then C |=Σ
obs
CP 1|Φi (Mi ) ∧ CP 2|Φi (Mi ) .
The proof of this theorem is given in Appendix A.
In Example 4.2, it is easy to see that CCHAR, CNAT and CCOLOR are consistent. The
composite specifications SIZEDCHAR or COLOREDCHAR preserves also the convergence
properties of their components.
The following theorem is very important in the sense that it stipulates that the
consistency property (see Definition 3.8) can be obtained by composition. Indeed,
composing consistent components produces a consistent composite object provided
that the components are independent between them.
Theorem 4.5 The concurrent composition of n consistent and independent component specifications is also consistent, where n > 1.
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The proof of this theorem is given in Appendix A.
In Example 4.2, as CCHAR, CNAT and CCOLOR are independent between them, then
SIZEDCHAR and COLOREDCHAR are consistent.
4.2

Static Concurrent Composition with Synchronization

As second construction, we allow the component specifications to interact. It is
possible to get situations where the component specifications share some methods
and attributes. These components are said synchronized by their shared part. Such
a shared part is just a way for component objects to communicate.
Definition 4.6 (Shared Component). Let Ci be component specifications for
i ∈ {0, . . . , n} and n > 1. The component C0 is called a shared component of
C1 , . . ., Cn iff there exists a family of specification morphisms Θi : C0 → Ci such
that for every methods m ∈ M0 and m0 ∈ Mi \ Θi (M0 ) and for every attributes
0
i
a ∈ A0 and a0 ∈ Ai \ Θi (A0 ) we have: (i) Ci |=Σ
obs IT (Θi (m), m ) = Θi (m);
Σi
Σi
0
0
0
0
i
(ii) Ci |=Σ
obs IT (m , Θi (m)) = m ; (iii) Ci |=obs a (Do(Θi (m), x)) = a (x); (iv) Ci |=obs
Σ
i
Θi (a)(Do(m0 , x)) = Θi (a)(x); (v) Ci |=obs
(s)[Θi (m); m0 ] = (s)[m0 ; Θi (m)].
2
Conditions (i)-(iv) give how the interaction between Ci and C0 is defined. In
fact, Ci and C0 do not have to interfere between them and their methods must be
commutative according to condition (v).
Definition 4.7 (Synchronized static composition). Given component specifications C0 , C1 , . . ., Cn , such that C0 is a shared component of Ci with i ∈ {1, . . . , n}
and n > 1. A component C is said a synchronized composition of Ci iff there exist
specification morphisms Θi : C0 → Ci and Φi : Ci → C for i ∈ {1, . . . , n} such that:
L
(i) Θi ◦ Φi = Θj ◦ Φj for i 6= j, and; (ii) C = i Ci . We denote the synchronized
L
2
composition as C = Ci 0 Ci .
The signature of the synchronized composition is built by taking all operations
from the signatures of the components. It should be noted that no duplicates are
made of any methods or attributes from a shared component (condition (i) of the
above definition).
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Fig. 4. Synchronized Concurrent Composition

Example 4.8 Let come back to the component specifications illustrated in Example 4.2. Recall that SIZEDCHAR is a character object with a size attribute and
COLOREDCHAR is a character object with a color attribute. These objects have a
shared part namely CCHAR (see Figure 4). Thus the composition of SIZEDCHAR and
COLOREDCHAR is made by synchronization to common object CCHAR. We obtain the
following specification:
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spec FCHAR =
sort:
Char Color Nat Meth State
opns:
Do : Meth State -> State
putchar : Char -> Meth
putnat : Nat -> State
putcolor : Color -> Meth
getchar : State -> Char
getnat : State -> Nat
getcolor : State -> Color
IT : Meth Meth -> Meth
axioms:
(1) getchar(Do(putchar(c),st)) = c;
(2) getnat(Do(putnat(n),st)) = n;
(3) getcolor(Do(putcolor(cl),st)) = cl;
(4) getchar(Do(putcolor(cl),st))=getchar(st);
(5) getchar(Do(putnat(n),st)) = getchar(st);
(6) getnat(Do(putchar(c),st)) = getnat(st);
(7) getcolor(Do(putchar(c),st)) = getcolor(st);
(8) getnat(Do(putcolor(cl),st)) = getnat(st);
(9) getcolor(Do(putnat(n),st)) = getcolor(st);
(10) IT(putchar(c1),putchar(c2)) = putchar(maxchar(c1,c2));
(11) IT(putnat(n1),putnat(n2)) = putnat(maxnat(n1,n2));
(12) IT(putcolor(cl1),putcolor(cl2)) = putcolor(maxcolor(cl1,cl2));
(13) IT(putchar(c1),putcolor(cl1)) = putchar(c1);
(14) IT(putcolor(cl1),putchar(c1)) = putcolor(cl1);
(15) IT(putchar(c1),putnat(n1)) = putchar(c1);
(16) IT(putnat(n1),putchar(c1)) = putnat(n1);
(17) IT(putcolor(cl1),putnat(n1)) = putcolor(cl1);
(18) IT(putnat(n1),putcolor(cl1)) = putnat(n1);

where the interaction part IE contains the axioms (4)-(9) and (13)-(18).
Note that Ω1 and Ω2 are just inclusion morphisms and Φ2 ◦ Ω1 = Θ2 ◦ Ω2 .
2
Unlike the previous composition (see Definition 4.3), the component specifications have a common part from which they are synchronized. Thus, the true
concurrency is defined between the disjoint parts of these components.
L
Definition 4.9 (Independent Components). Let C = Ci 0 Ci for i ∈ {1, . . . , n}
and n > 1. The component specifications Ci are said independent iff:
C |=Σ
obs (s)[Φi (mi ); Φj (mj )] = (s)[Φj (mj ); Φi (mi )]
such that mi ∈ Mi \ Θi (M0 ) and mj ∈ Mj \ Θj (M0 ) with i 6= j ∈ {1, . . . , n}.

2

In Example 4.8, SIZEDCHAR and COLOREDCHAR have as a shared part CCHAR and
they are independent according to the above definition because:
Do(putcolor(c),Do(putnat(n),s))=Do(putnat(n),Do(putcolor(c),s))
is an observable consequence of FCHAR.
The convergence properties of individual components is preserved by the synchronized composition:
LC0
Theorem 4.10 Given component specifications Ci and C =
i Ci for i ∈
{1, . . . , n} and n > 1, such that Ci are independent. If Ci are consistent then
C |=Σ
2
obs CP 1|Φi (Mi ) ∧ CP 2|Φi (Mi ) .
Proof. The proof of this theorem is similar to Theorem 4.4.
Composing consistent components synchronized by a common component produces a consistent composite object provided that these components are independent between them.
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Theorem 4.11 The synchronized concurrent composition of n consistent and independent component specifications is also consistent, where n > 1.
The proof of this theorem is given in Appendix A.
In Example 4.8, CCHAR, CNAT and CCOLOR are consistent and independent.
By composition, SIZEDCHAR = CNAT⊕CCHAR and COLOREDCHAR =
CCOLOR⊕CCHAR are consistent. Finally, by synchronized composition, FCHAR =
SIZEDCHAR⊕CCHAR COLOREDCHAR is also consistent.

5

Conclusion

This work is a first step toward to give a compositional method for specifying
and verifying complex collaborative objects. In this respect, we have proposed
two constructions for composing collaborative objects: (i) the first construction
has as a basic semantic property to combine several components without allowing
these components to interact; (ii) as for the second one it enables components to
communicate by means of a shared part. Moreover, we have provided sufficient
conditions for preserving T P 1 and T P 2 by both constructions.
Many features are planned to be investigated effectively with large systems. We
plan to deal with the composition of arbitrary number of collaborative objects by
using a dynamic composition in such a way the objects are created and deleted
dynamically. Next, we intend to study the semantic properties of compositions
given in this paper. Finally, we want to implement these compositions in our tool
VOTE [4].
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A

Proofs

Proof. Theorem 4.4
We consider two cases:
(1) Proof of C |=obs CP 1|Φi (Mi ) : We have to show that for every visible contexts ci
and c we have:
Ci |=Σi ci [CP 1|Mi ] implies C |=Σ c[CP 1|Φi (Mi ) ]
with i ∈ {1, . . . , n}. Note that ci has the form ai ((st)[mi1 ; mi2 ; . . . ; mip ])
with p ≥ 0, mi1 , mi2 , . . ., mip ∈ Mi , and ai ∈ Ai . In the same way, c is
a((st)[m1 ; m2 ; . . . ; mq ]) with q ≥ 0, m1 , m2 , . . ., mq ∈ M , and a ∈ A.
Two cases are to be considered:
(a) c = Φi (ci ): In this case we have
Ci |= ci [CP 1|Mi ] implies C |= Φi (ci )[CP 1|Φi (Mi ) ]
which follows from Theorem 3.1 and the fact that Φi (ci [CP 1|Mi ]) =
Φi (ci )[CP 1|Φi (Mi ) ].
(b) c 6= Φi (ci ): It means that a is not the image of ai by Φi . Without loss of
generality, assume that in c the methods m1 , m2 , . . ., ml (for 0 ≤ l < q) are
the images by Φi of some methods in Mi . Thus c[CP 1|Φi (Mi ) ] is rewritten
as follows:
a((st)[Φi (m); IT (Φi (m0 ), Φi (m)); m1 ; . . . ; ml ; . . . ; mq ])
=
0
a((st)[Φi (m ); IT (Φi (m), Φi (m0 )); m1 ; . . . ; ml ; . . . ; mq ])
with m, m0 ∈ Mi . As the component specifications Ci (i ∈ {1, . . . , n}) are
independent, methods m1 , m2 , . . ., ml are commutative with ml+1 , . . ., mq ,
and we get
a((st)[ml+1 ; . . . ; mq ; Φi (m); IT (Φi (m0 ), Φi (m)); m1 ; . . . ; ml ; ])
=
0
a((st)[ml+1 ; . . . ; mq ; Φi (m ); IT (Φi (m), Φi (m0 )); m1 ; . . . ; ml ])
which holds by using condition (v) of Definition 4.1.
(2) Proof of C |=obs CP 2|Φi (Mi ) : As CP 2 does not contain State terms, then we
have to show:
Ci |=Σi CP 2|Mi implies C |=Σ CP 2|Φi (Mi )
which also follows from Theorem 3.1 using the fact Φi (CP 2|Mi ) = CP 2|Φi (Mi ) .
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2
Proof. Theorem 4.5
Let C be the concurrent composition of C1 , C2 , . . ., Cn where n ≥ 2. By definition,
C is consistent iff C |=Σ
obs CP 1 ∧ CP 2.
(1) Proof of C |=Σ
obs CP 1: The convergence property CP 1 can be formulated as
follows:
CP 1 ≡ Φi (CP 1|Mi ) ∧ CP 1|Φi (Mi ),Φj (Mj )
with i 6= j ∈ {1, . . . , n}. Since Ci are consistent then C |=Σ
obs Φi (CP 1|Mi ) follows
from Theorem 4.4 and the fact that Φi (CP 1|Mi ) = CP 1|Φi (Mi ) ). By using
Definition 4.1, C |=Σ
obs CP 1|Φi (Mi ),Φj (Mj ) is rewritten as follows:
C |=obs (s)[Φi (mi ); Φj (mj )] = (s)[Φj (mj ); Φi (mi )]
(where mi ∈ Mi and mj ∈ Mj ) that is true because the component specifications
are independent.
(2) Proof of C |=Σ
obs CP 2. The convergence property CP 2 can be expressed as
follows:
CP 2 ≡ Φi (CP 2|Mi ) ∧ CP 2|Φi (Mi ),Φj (Mj )
with i 6= j ∈ {1, . . . , n}. Because Ci are consistent and using Theorem 4.4 we
Σ
have C |=Σ
obs Φi (CP 2|Mi ). As for C |=obs CP 2|Φi (Mi ),Φj (Mj ) , it is rewritten as
follows:
IT ∗ (Φk1 (m), [Φi1 (m0 ); IT (Φj1 (m00 ), Φi1 (m0 ))]) =
IT ∗ (Φk1 (m), [Φj1 (m00 ); IT (Φi1 (m0 ), Φj1 (m00 ))])
where m0 ∈ Mi1 , m00 ∈ Mj1 and m ∈ Mk1 for all i1 , j1 , k1 ∈ {i, j} with k1 6= i1
or k1 6= j1 . Two cases are possible:
(a) i1 = j1 and k1 6= i1 : As Ck1 and Ci1 are independent
IT ∗ (Φk1 (m), [Φi1 (m0 ); Φi1 (IT (m00 , m0 ))]) = Φk1 (m)
and
∗
00
IT (Φk1 (m), [Φi1 (m ); Φi1 (IT (m0 , m00 ))]) = Φk1 (m)
(b) i1 6= j1 and (k1 = i1 or k1 = j1 ): Consider the case where k1 = i1 (the case
k1 = j1 is similar). As Ci1 and Cj1 are independent
IT ∗ (Φi1 (m), [Φi1 (m0 ); Φj1 (m00 )]) = IT (Φi1 (IT (m, m0 )), Φj1 (m00 )) =
Φi1 (IT (m, m0 )) and
IT ∗ (Φi1 (m), [Φj1 (m00 ); Φi1 (m0 )]) = Φi1 (IT (m, m0 ))
2
Proof. Theorem 4.11 Let C be the synchronized composition of C1 , C2 , . . ., Cn
(n > 1) which have C0 as a shared component, i.e. there exist specifications Θi :
C0 → Ci and Φi : Ci → C for i ∈ {1, . . . , n}. Note that Φi (Mi ) ∩ Φj (Mj ) =
Φi (Θi (M0 )) = Φj (Θj (M0 )) for i 6= j ∈ {1, . . . , n}. Let Mi = Mi \ Θi (M0 ). By
definition, C is consistent iff C |=Σ
obs CP 1 ∧ CP 2.
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(1) Proof of C |=Σ
obs CP 1: The convergence property CP 1 can be formulated as
follows:
CP 1 ≡ Φi (CP 1|Mi ) ∧ CP 1|Φi (Mi ),Φj (Mj )
with i 6= j ∈ {1, . . . , n}. Since Ci are consistent then C |=Σ
obs Φi (CP 1|Mi ) follows
from Theorem 4.10 and the fact that Φi (CP 1|Mi ) = CP 1|Φi (Mi ) ). By using
Definition 4.1, C |=Σ
obs CP 1|Φi (Mi ),Φj (Mj ) is rewritten as follows:
C |=Σ
obs (s)[Φi (mi ); Φj (mj )] = (s)[Φj (mj ); Φi (mi )]
(where mi ∈ Mi and mj ∈ Mj ) that is true because the component specifications
are independent.
(2) Proof of C |=obs CP 2. It is similar to the proof given for Theorem 4.5.
2
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Abstract
In this paper, we continue our line of research for defining an integrated framework for the specification
and analysis of security and trust, aimed at providing the basis for the modeling and analysis of security
and trust aspects of emergent dynamic coalitions (e.g., mobile ad hoc networks, peer to peer systems,
web services). In particular, we consider two well-known languages: 1) the Role-based Trust-management
framework (RT ) and, in particular, its most basic language RT0 , and 2) the transitive trust model, for
defining trust and recommendation relationships. First, we show an encoding of the transitive trust model
into part of RT0 ; then, this subset is mapped into the inference construct of the Crypto-CCS process algebra.
Also, we introduce in the languages operators dealing with levels of trust. The relationships among these
languages could allow us to model and analyze trust and recommendation issues in distributed systems by
means of standard formal techniques, based on inference systems.
Keywords: trust management languages, process algebras

1

Introduction

In [14], we started an investigation about the development of a uniform framework
for the specification and (automated) analysis for security and trust in distributed
protocols. In particular, it has been shown how the same machinery based on inference systems used for the formal verification of security protocols may be used
to analyze access control policies based on trust management systems (e.g., see
[3,6,16,11,20]). However, we did not show a full integration, since the same framework could be used to express several theories, but not at the same time. For
instance, both the role-based trust management approach advocated in [11] and the
transitive trust model of [7,6] have been modeled. However, no attempt was made
to compare them or to integrate these two frameworks in a single one. Here, we
extend that work by providing an integrated inference system for describing both
trust and recommendation relationships. In doing so, we also relate the Role-based
Trust-management framework (in particular, the basic RT0 , [11]) and the transitive
1
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trust model of [7,6], by showing an encoding of the latter into part of the former. In
addition, we present a flexible framework for giving metrics on trust relationships,
and we provide a suitable inference system modeling the unified framework that
results from our relationships.
Relating trust management languages and trying to unify trust features in a
pre-existent framework already dealing with security is particularly appealing for
our aims.
Indeed, dealing with trust and recommendation is a peculiarity of so called
dynamic coalitions, sets of electronic devices typically belonging to different security
domains, and possibly driven by different purposes, that should cooperate in order to
maintain active basic functionalities of the whole network. An example of a dynamic
coalition is a mobile ad hoc network: here, communication is typically multihop,
and all the nodes are called to actively participate in, e.g., routing functionalities,
i.e., they should forward packets towards a destination on behalf of the source.
There is no reason, however, to assume that the nodes in the network will eventually
cooperate with one another, since, e.g., network operation consumes energy, a scarce
resource in environments like ad hoc networks. Recently, researchers have proposed
several mechanisms based on trust, reputation and recommendation, in order to
enforce cooperation between nodes, [1].
Another interesting field of application is the area of web services. Several authors advocate the usage of formal methods, and in particular of process algebra,
to model web services and their composition (e.g., see [4,17]). Crypto-CCS, [12,13],
the language we have chosen to adopt for showing the attempt of a unified framework modeling both security and trust, can implement several sets of inference rules.
Some of them can be considered not only for message manipulation, but also they
can encode complex reasoning systems aimed at describing preferences or attitudes.
Imagine a service that needs to interact with others. To protect itself from malicious or selfish services, it can previously collect information (often in the form of
cryptographic messages) on the behavior of others. Thus, an inference system may
be suitably used to express trust towards others, by means of direct experience, or it
can be used to infer trust relationships through recommendations of third services.
The structure of the paper is as follows. Next section recalls the Crypto-CCS
language. Section 3 recalls part of the RT family of languages for describing rolebased credentials. In Section 4, we rephrase, in a formalization more suitable for
our purposes, the transitive trust model proposed by [6,7]. Then, we propose a
simplification of that trust model, in order to make it compliant to the basic language RT0 in the RT family (Subsection 4.1). Subsections 4.2 and 4.3 adequately
extend our formalization with operators dealing with levels of trust, according to
the original intention of [6]. In Section 5, we show how the simplified trust model
can be naturally encoded into part of RT . Section 6 shows how Crypto-CCS can,
in turn, efficiently model the given encoding. An example will be given. Finally,
Section 7 gives some final remarks.
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2

Crypto-CCS

Here, we recall syntax and semantics of the formal language Crypto-CCS ([12,13]).
The language consists of a (parametric) data-handling part and a control part.
The data-handling part consists of a message set Msgs and a (parametric) inference system. The set Msgs is defined by the grammar:
m ::= x | b | F 1 (m1 , . . . , mk1 ) | . . . | F l (m1 , . . . , mkl )
where m ranges over Msgs, F i (for 1 ≤ i ≤ l) are the constructors for messages,
x ∈ V , a countable set of variables, b ∈ B, a collection of basic messages, and ki , for
1 ≤ i ≤ l, gives the number of arguments of the constructor F i . Messages without
variables are closed messages.
Inference systems model the possible operations on messages. These systems
consist of a set of rules r:
m1 . . . mn
r=
m0
where m1 , . . . , mn are premises (possibly empty) and m0 is the conclusion. An
instance of the application of the rule r to closed messages m1 , . . . , mn is denoted
as m1 . . . mn `r m0 . For each rule r and set of closed messages {m1 , . . . mn }, we
assume that the set {m | m1 , .., mn `r m} is decidable and that we can effectively
establish whether it is empty or not.
The control part of the language defines terms standing for processes in a concurrent system. The terms are defined as follows:
P, Q ::= 0| c(x).P | cm.P | τ.P | P | Q | P \L |
A(m1 , . . . , mr ) | [hm1 , . . . , mr i `rule x]P ; Q
where m, m1 , . . . , mr are messages or variables, c is a channel and L is a set of
channels. Both the operators c(x).P and [hm1 . . . mr i `rule x]P ; Q bind variable x
in P .
We assume the usual conditions about closed and guarded processes, as in [15].
We call P the set of all the Crypto-CCS closed and guarded terms. The set of
actions is Act = {c(m) | c ∈ I} ∪ {cm | c ∈ O} ∪ {τ } (τ is the internal, invisible
action), ranged over by a. We give an informal overview of Crypto-CCS operators:
•

0 is a process that does nothing.

•

c(x).P represents the process that can get as input a closed message m on channel
c behaving like P [m/x]).

•

cm.P is the process that can send m on channel c, and then behaves like P .

•

τ.P is the process that executes the invisible τ and then behaves like P .

•

P | Q (parallel) is the parallel composition of processes that can proceed in an
asynchronous way but they must synchronize on complementary actions to make
a communication, represented by a τ .

•

P \L is the process that cannot send and receive messages on channels in L; for
all the other channels, it behaves exactly like P ;
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•

A(m1 , . . . , mr ) behaves like the respective defining term P where all the variables
x1 , . . . , xr are replaced by the closed messages m1 , . . . , mr ;

•

[hm1 , . . . , mr i `rule x]P ; Q is the process used to model message manipulation as
cryptographic operations. Indeed, the process [hm1 , . . . , mr i `rule x]P ; Q tries to
deduce an information z from the tuple hm1 , . . . , mr i through the application of
rule `rule ; if it succeeds then it behaves like P [z/x], otherwise it behaves as Q.
The set of rules that can be applied is defined through an inference system (e.g.,
see Figure 1 for an instance).

Crypto-CCS syntax, its semantics and the results obtained are completely parametric with respect to the inference system used. Figure 1 shows an instance inference
system to model message handling and public key cryptography: it allows to combine two messages, obtaining a pair (rule `pair ); to extract one message from a
pair (rules `f st and `snd ); to digitally sign a message m with a key k −1 obtaining
{m}k−1 and, finally, to verify a digital signature on a message of the form {m}k−1
by applying the corresponding public key k (rules `sign and `ver , respectively).
In a similar way, inference systems can contain rules for handling the basic
arithmetic operations and boolean relations among numbers, so that the valuepassing CCS if-then-else construct can be obtained via the `rule operator.
Example 2.1 Equality check among messages can be implemented through the
usage of the inference construct. Consider, e.g., the following rule:
x x
equal. Then, [m = m0 ]P (with the expected semantics) may be equivEqual(x, x)
alently expressed as [m m0 `equal y]P where y does not occur in A. Similarly, we
can define inequalities, e.g., ≤, among numbers.
The operational semantics of a Crypto-CCS term is described by means of the
a
a
labelled transition system (lts, for short) hP, Act, {−→}a∈Act i, where {−→}a∈Act
is the least relation between Crypto-CCS processes induced by the axioms and
inference rules of Figure 2.

3

RT : a family of languages for trust management

In the RT family of languages, [11], credentials carry information on policies to
define attributes of principals by starting from assertions of other principals. RT
combines the strenghts of Role-based Access Control (RBAC), [18], by inheriting
the notion of role, interposed in the assignment of permissions to users, and of
Trust Management, [3], by inheriting principles for managing distributed authority
through credentials.
Thus, in RT a central concept is the notion of role. A role is formed by a
principal and a role term. If principals are denoted as A, B, C... and role terms
are denoted as r, r1 , r2 ..., then A.r is role term r defined by principal A. A role
may define a set of principals who are members of this role, and each principal A
defines who are the members of each role of the form A.r. Also, roles can be seen as
attributes, i.e., a principal is a member of a role if and only if it has the attribute
identified by the role, [11].
In the following, we recall the basic statements of the RT family.
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m m0
(`pair )
(m, m0 )

(m, m0 )
(`f st )
m

m k −1
(`sign )
{m}k−1

(m, m0 )
(`snd )
m0

{m}k−1
m

k

(`ver )

Fig. 1. An example inference system for public key cryptography.

(inp)

m ∈ Msgs, m closed

(out)

c(m)

m ∈ Msgs, m closed

c(x).P −→ P [m/x]
c(m)

(\L)

P −→ P 0

c 6∈ L

c(m)

P \L −→ P 0 \L

c(x)

a

(| )
1

P1 −→ P10

(| )

a

P1 | P2 −→ P10 | P2

τ

τ.P −→ P
cm

P1 −→ P10

P2 −→ P20
τ

P1 | P2 −→ P10 | P20

2

a

(Def )

(int)

cm

cm.P −→ P

.

P [m1 /x1 , . . . , mn /xn ] −→ P 0

A(x1 , . . . , xn ) = P
a

A(m1 , . . . , mn ) −→ P 0
(D)

(D1 )

hm1 , . . . , mr i `rule m

a

P [m/x] −→ P 0
a

[hm1 , . . . , mr i `rule x]P ; Q −→ P 0

6 ∃m s.t. hm1 , . . . , mr i `rule m

a

Q −→ Q0
a

[hm1 , . . . , mr i `rule x]P ; Q −→ Q0

Fig. 2. Structured Operational Semantics for Crypto-CCS (symmetric rules for |1 , |2 and \L are omitted)

3.1

RT0

The most basic language in RT family was presented in [11]. In RT0 the statements
take the form of role definitions.
•

A.r ← D (simple member)
A and D are (possibly the same) principals. The statement defines that D is
member of role A.r, or, equivalently, A says that D has attribute r.

•

A.r ← B.r1 (simple containment)
A and B are (possibly the same) principals. r and r1 are (possibly the same) role
terms. With this statement, A defines all members of role B.r1 to be members of
role A.r. In other words, B.r1 is a more powerful role than A.r, since everybody
who has role B.r1 automatically has role A.r. Alternatively, we may say that A
delegates part of its capability to assign its role to B. In terms of attributes, the
statement says that if B defines someone to have attribute r1 , than the same has
attribute r according to A.

•

A.r ← A.r1 .r2 (linking containment)
This statement defines a linked role. If B has role A.r1 and D has role B.r2 ,
then D has role A.r. In terms of attributes, the statement says that, if A says
that B has attribute r1 , and B says that D has attribute r2 , then A says that
D has attribute r. Note that this works as a sort of attribute-based delegation.
Indeed, A recognizes to B the authority to assign attribute r2 not on behalf of
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B’s identity, but on behalf of some attribute r1 that B holds.
•

A.r ← A1 .r1 ∩ A2 .r2 (Intersection containment)
This statement defines that if D has both roles A1 .r1 and A2 .r2 , then D has role
A.r.

Example 3.1 Consider the following set of credentials.
Shop.rentmovies ← Shop.user
Shop.user ← M P
The principal Shop rents movies to anyone who is a registered user of Shop itself.
Since the second statement assigns the role of a registered user to M P , then it
follows that principal M P has permission for having a movie rented.
3.2

RT1 and RT1C

In RT0 , role terms do not take any parameters. RT1 , [10], adds parameterized
roles. Indeed, a role term takes the form r(p1 , . . . , pn ), where each pi |1 ≤ i ≤ n is
a role parameter that can be either a constant or a variable, possibly ranging over
a set. The policy statements are the same as in RT0 , except for the presence of
the parameters. Thus, if one considers, for the sake of simplicity, role terms with
single parameters, the policy statement for, e.g., the simple member and the simple
containment are as follows:
•

A.r(p) ← D (simple member with parameter)

•

A.r(p) ← A1 .r1 (p1 ) (simple containment with parameters)

In the simple member statement A and D are possibly the same entities. In the
simple containment statement A and A1 are possibly the same entities and r(p) and
r1 (p1 ) are possibly the same role terms.
Example 3.2 Consider the following credential ([10]):
Alpha.evaluator(?employee) ← Alpha.manager(?employee)
This expresses the fact that a company Alpha allows the manager of an employee
to evaluate an employee (the question mark expresses a variable).
In [9] it is also introduced a costraint-based extension of RT1 , called RT1C ,
that will be considered in Subsection 5.1. RT1C allows some kinds of costraints on
parameters.

4

The transitive trust model

Here, we give a formalization of the transitive trust model proposed by Jøsang et
al., [6,7]. Part of the formalization has been given in [14]. Here, we recall and
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extend it by introducing a rule for the management of the recommenders.
The formalization we are going to give describes the trust model within a series
of inference rules, that will allow us to manage trust relationships by means of
standard mechanisms (i.e., with the same mechanisms used with process algebras
and similar methodologies, see, e.g., [5]). Moreover, by using an encoding based
on inference rules, the comparison between the transitive trust model and the RT
family of languages, which we are going to give in the following sections, will result
more natural.
The transitive trust model in [6,7] has been introduced according to the consideration that trust is always linked to a purpose. The most natural situation is when
one trusts another for performing a certain function/task. In the model, we denote
f

A −→ D as the situation in which A trusts D for performing function f . Moreover,
it is often common that principal A asks principal D for suggesting/recommending
a third one for doing a given task, e.g., f . This could be expressed by the credential
rf

A −→ D.
Thus, one can easily recognize a difference in the use of such credentials, the
former involving a sort of functional trust (e.g., A trusts D for actually doing
something), the latter asserting trust towards a recommendation, i.e., towards a
third party’s opinion about capabilities of someone else to do something.
In other words, when one calculates whether a given chain trust exists, it must
always consider that the last step in the chain is a functional trust one, while possible
other steps are recommendation steps. A third kind of credential in the model is
r

f

A −→ B −→ D, asserting that A trusts D for performing f via the recommendation
of B (there could be a chain of recommendations, not explicitly shown here).
Thus, the trust model can be described by the following rules:
f

A −→ D

(1) functional trust

rf

A −→ D

(2) recommendation

rf

rf

A −→ B B −→ D
rf
A −→ D
rf

(3) transitivity

f

(4) functional trust

A −→ B B −→ D
f
r
A −→ B −→ D
r

f

via recommendation
r

f

A −→ B −→ D A −→ C −→ D B ∈
/ C (5)
f
r
A −→ {B} ∪ C −→ D

set of recommenders

Rule (1) and (2) are the basic credentials of the model. Rule (3) expresses the
transitivity of a recommending chain, i.e., if A trusts B for a recommending for
a certain purpose and B trusts D analogously, then A can directly trust D for
recommending for that purpose. (Note that it is not required that direct trust is
transitive in this model.) Rule (4) says that, if A trusts B for recommendation and
B trusts D for doing f , then conclusion is that A trusts D for doing f through
B’s recommendation. The conclusion of rule (4) gives premises for a fifth rule,
newly introduced by us. Rule (5) says that, if A trusts a set C of recommenders for
recommending someone for doing f and A trusts recommender B ∈
/ C for the same
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purpose, then A trusts the enlarged set {B} ∪ C. This rule permits to explicitly
represent the sources of trust from A to D.
4.1

A simplified transitive trust model

Considering RT , it should be noted that no explicit relation appears, involving more
than two principals. On the other hand, the transitive trust model can express both
recommendation and direct functional trust, and, in particular, a trace still exists
of the recommender (see, e.g., rule (4), Section 4).
In our attempt to relate the two languages, and limiting ourselves, in this first
attempt, to consider only the basic language RT0 , we should give coherence to the
translation. Thus, an immediate idea is to simplify the trust model of Jøsang et
f

r

al.. Actually, A −→ B −→ D asserts that there is a sort of indirect functional
trust from A to D via B. One can simplify this at the cost of losing information on
recommenders.
Consequently, rule (4) is simplified as follows:
rf

f

A −→ B

B −→ D
f

(4*) indirect functional trust

A −→ D
The newly introduced rule says that if A trusts B for recommendating a third
one for doing f and B trusts D for performing f , then A trusts D for performing
f.
Obviously, by adopting rule (4*) in place of rule (4), the simplified trust model
consists of the three first rules and rule (4*), while rule (5) is not included into the
simplified model (by losing information on recommenders it appears nonsense to
have a rule for aggregating the recommenders).
4.2

Extending the model with trust measures

The transitive trust model in [6,7] can be enriched with measures of trust. In
such a way, credentials are enhanced in order to express not only the fact that a
principal trusts someone for performing f or for a recommendation, but also they
specify the degree of this trust. Then, by applying a rule, one can derive the trust
measure of the resulting conclusion by adequately combining the trust measures of
the premises.
f,v

As an example, consider a credential enhanced with a trust measure, e.g., A −→
B. This could be read as follows: A trusts B for performing f , with a certain degree
v. Thus, v gives the measure of how much A places confidence in B. The extension
of the model with measures holds also for the credentials about recommendation,
rf,v

i.e., notation A −→ B means: A trusts B for recommending someone else able
to perform f , with a certain degree v. Trust measures are hereafter denoted as
v, v1 , v2 , . . . , w.
In [6,7], the authors suggest that there must be explicit rules for combining trust
measures either when dealing with transitivity of trust (e.g., rule (3)), or in presence
of multiple paths (e.g., rule (5)), or when dealing with a chain of recommendation
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steps followed by a last step concerning with functional trust (e.g., rule (4) and (4*)
for the simplified model).
Aiming at following the original intention of [6,7], we try to introduce the rules
for combining the trust measures. Thus, we consider two operators, namely the
link operator ⊗ and the aggregation operator , for combining the trust measures.
Generally speaking, the former is used to compose trust paths, while the latter is
used to compare, select or aggregate trust paths.
In particular, we define the link operator ⊗ over rule (3) transitivity and over
rule (4) functional trust via recommendation, while the aggregation operator
is defined over rule (5) set of recommenders and, more generally, in case of
multiple trust paths.
Below, we show the model enriched with trust measures and rules for combining
them.
f,v

A −→ D

(1)

rf,v

A −→ D
rf,v1

(2)
rf,v2

A −→ B B −→ D
rf,v1 ⊗v2
A −→ D
rf,v
f,w
A −→ B B −→ D
f,v⊗w
r
A −→ B −→ D

(3) link 1
(4) link 2

f,v
f,w
r
r
(5) Aggregation A −→ B −→ D A −→ C −→ D B ∈
/
C
f,v
w
r
A −→ {B} ∪ C −→ D
set of recommenders
f,v1

f,v2

A −→ B A −→ B
f,v1 v2
A −→ B

(6) Aggregation

Remark 4.1 In order to have a coherent semantics, some conditions must be imposed on the link and aggregation operators. The first, natural, requirement is that
⊗, denoting transitivity, must be associative, thus allowing to compute trust along
complex paths without taking care of the sub-paths evaluation order. Similarly,
must be, in addition, also commutative, being the aggregation among two paths
not sensitive to operand order. Another desirable feature is that aggregation should
be idempotent. Some authors (e.g., see [19]) noticed that semirings, i.e., a triple
(M, , ⊗), where
and ⊗ enjoy at least the previous properties plus additional
ones (as the distributivity of ⊗ over ), could be used as a starting point to model
trust operators. This is not a surprise, since these structures are commonly used
for calculating weighted paths on graphs 3 . However, other features may be required that do not however change the overall kind of reasoning. For instance, an
additional requirement could be that trust degrades with links, thus requiring that
m1 ⊗ m2 ≤ m1 , m2 for a suitable ≤. In the following, we will use some instances of
these structures.
Example 4.2 link 1. Assume the interval [0, 1] of real numbers with the usual
multiplication operator, here denoted as ⊗, and the operator
that returns the
3

See, e.g., [2] for other applications of semiring based techniques to security analysis.
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maximum between two real numbers. Suppose that A trusts B’s opinion for recommending someone able to perform f , with a certain degree v1 =0.8. Suppose also
that B trusts D as a recommender for f with degree v2 =0.7. Then, conclusion
is that A can directly trusts D as a recommender with a measure v3 = v1 ⊗ v2 ,
where ⊗ can be, e.g., the product operator. In this case, v3 =0.56, according to the
intuition that trust is transitive but decreasing.

Example 4.3 link 2. Suppose that A trusts B’s opinion for recommending someone able to perform f , with a certain degree v. Suppose also that B trusts D for
performing f with degree w. Conclusion must take into account both the level of
trust towards the recommender and the level of functional trust. Thus, A can trusts
D for performing f via B’s recommendation, with trust measure v ⊗ w, where ⊗
is, again, the product operator. Also in this case, indeed, a direct trust is greater
than trust derived trough a recommendation (assuming that a trust measure is a
positive value v |0 ≤ v ≤ 1).

Example 4.4 aggregation. Suppose that A trusts B as a good cook, with two
possible measures, v1 and v2 . This could be possible since A could have collected two
possible opinions about the goodness of B as a cook, e.g., by means of recommenders
(not explicitly highlighted in the rule). Thus, A could choose to maintain a single
credential regarding B, by combining the two measures according to some operator
. For example, A could simply consider the maximum value between v1 and v2 .

4.3

Extending the simplified model with trust measures

In this subsection, we show the simplified model of Subsection 4.1 enriched with
trust measures and rules for combining them. Rules (1), (2), (3) and the general
rule (6) are the same as in the above subsection, thus we omit to explicitly put
them. Clearly, rules (4) and (5) do not exist in the simplified model. Here, we
define the link operator over rule (4*).

rf,v1

f,v2

A −→ B B −→ D (4*) Link 3
f,v1 ⊗v2
A −→ D

Example 4.5 link(3). This recalls rule link(2) of the previous subsection. Even
if the rule loses information about the recommender’s identity, it is important to
maintain the idea of the level of trust of the recommender.
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5

Encoding the simplified transitive trust model into
(part of ) RT0

Here, we show how to encode the simplified version of the transitive trust model
into part of RT0 .
simplified trust model
f

(1) A −→ D

A.f ← D

rf

(2) A −→ D
rf

RT0

A.rf ← D
rf

(3) A −→ B rf B −→ D
A −→ D
rf
f
A
−→
B B −→ C
(4∗)
f
A −→ C

A.rf ← A.rf.rf
A.f ← A.rf.f

(i) The functional trust step of the model can be encoded into the simple member
role definition of RT0 . The role term f represents the capability of performing
a service or a functionality that D is able to perform according to A. Thus, in
A.f ← D, A defines D to have role f , i.e., that D is able to perform f .
(ii) The recommendation step is again a simple member role definition in RT0 .
Here, the role term rf represents the recommendation for doing a certain
service or functionality. In A.rf ← D, A defines D to have role rf , i.e., that
D is trusted for giving a recommendation to perform f .
(iii) The transitivity step is encoded into RT0 by a linking containment of the form
A.rf ← A.rf.rf . This statement says that if A defines B to have role A.rf ,
and B defines D to have role B.rf , then A defines D to have role A.rf , i.e.,
D is trusted to act as a recommender according to A. Thus, the role term rf
represents the recommendation.
(iv) The indirect functional trust step is encoded into RT0 by a linking containment
of the form A.f ← A.rf.f . A.f ← A.rf.f says that if B has role A.rf and C
has role B.f then C has role A.f . B who has role A.rf is the recommender,
i.e., A trusts B for choosing someone else that is trusted for performing f . C
who has role B.f is trusted to perform f according to B. It follows that C is
indirectly trusted to perform f according to A.
It is worthwhile noticing that the other kinds of credentials are not meaningful.
Indeed, in the simplified model we loose the information on the recommender. Thus,
RT0 becomes suitable to express interactions between the parties.
Remark 5.1 On a completely different perspective, we may note that for the encoding in RT0 , we just need the “simple member” and “linked containment” kinds
of credentials. This suggested us to investigate whether the set of credentials of
RT0 is minimal or not. As a matter of fact, we noticed that simple containment
may be obtained by means of simple member and linked containment credentials,
at the cost of adding more roles. In order to express the credential A.r ← B.r1 ,
we may just add a special role rB and consider the two credentials A.rB ← B and
A.r ← A.rB .r1 .
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5.1

Encoding the simplified transitive trust model with trust measures into (part
of ) RT1C

The simplified transitive trust model with trust measures can be encoded into RT ,
by exploiting the parameterized (and constrained) roles of RT1C . Indeed, trust
measures can be inserted as parameters:
simplified trust model
RT1

with trust measures
f,v

(1) A −→ D

A.f (v) ← D

rf,v

(2) A −→ D
rf,v1

A.rf (v) ← D
rf,v2

B B −→ D
(3) A −→ rf,v
1 ⊗v2
A −→ D
rf,v1
f,v2
B B −→ C
(4∗) A −→ f,v
1 ⊗v2
A −→ C
f,v1
f,v2
B A −→ B
(6) A −→ f,v
1 v2
A −→ B

6

A.rf (v1 ⊗ v2 ) ← A.rf (v1 ).rf (v2 )
A.f (v1 ⊗ v2 ) ← A.rf (v1 ).f (v2 )
A.f (v1

v2 ) ← A.f (v1 ) ∩ A.f (v2 )

Crypto-CCS as a trait d’union

We now show how the inference construct of Crypto-CCS can naturally model the
encoding given in the previous section. For the sake of simplicity, we refrain from
reporting the correspondent credentials in RT and in the simplified trust model,
and we just report the correspondent labels.
The basic credentials of the transitive trust model (i.e., the functional trsut
and recommendation credential) and of RT0 (the simple member credential) can be
represented into Crypto-CCS as self-signed certificates of the following form:
{A, D, f }A−1
In this formalization, A, A−1 are, respectively, the public and private key of A.
Here, with a little abuse of notation, we overlap an identity and a public key. In a
self signed certificate, the person that created the certificate also signed off on its
legitimacy.
For the sake of readability, in the following we omit the identity of the authority
in the body of the signature, e.g., we write {D, f }A−1 instead of {A, D, f }A−1 .
First, we show the inference system that models the encoding given in Section 5,
without trust measures.
(1) {D, f }A−1
(2) {D, rf }A−1
{B, rf }A−1 {D, rf }B −1
(3)
{D, rf }A−1
{B, rf }A−1 {C, f }B −1
(4∗)
{C, f }A−1
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Rule (1) and (2) can be expressed into Crypto-CCS as self-signed certificates where
the private key of principal A speaks for A itself. For example, the term {D, f }A−1
says that A claims that D is trusted for performing f . The way through which
A guarantees for that assertion is the signature that is affixed. Indeed, as it is
common in security protocols modeling and analysis, it is assumed that the private
key of a principal is never disclosed. Thus, A was the unique able to generate such
a signature.
Based on (1) and (2), one can express also transitivity of recommendation (3)
and indirect functional trust (4*).
Then, we show the inference system for the encoding of Subsection 5.1, with
trust measures.
(1) {D, f, v}A−1
(2) {D, rf, v}A−1
{B, rf, v1 }A−1 {D, rf, v2 }B −1
(3)
{D, rf, v1 ⊗ v2 }A−1
{B, rf, v1 }A−1 {C, f, v2 }B −1
(4∗)
{C, f, v1 ⊗ v2 }A−1
{B, f, v1 }A−1 {B, f, v2 }A−1
(6)
{B, f, v1 v2 }A−1
Example 6.1 Consider the following scenario. An employer E starts the interviews
for engaging a new clerk. The criterion for the evaluation is as follows.
A candidate C must pass through an interview through which the employer
evaluates C’s capabilities in doing the work f . Thus, at the end of the interview,
E will trust C for performing f with a certain measure vE . This direct opinion of
E is expressed by the following credential: {C, f, vE }E −1 .
Also, E requires a letter of reference coming from a previous employer P E. The
letter could be sent by e-mail directly from P E. It is digitally signed, in order to
prove its authenticity of origin, and it is expressed by the following formal form:
{C, f, vP E }P E −1 . The credential says that P E trusts C for doing f with measure
vP E .
We assume that the P E’s public key is publicly known. By accepting a letter
of reference from P E, E is making the following assertion: {P E, rf, 1}E−1 , i.e., E
completely trusts P E for recommending someone able to perform f .
Thus, by applying rule 4* to premises {P E, rf, 1}E−1 and {C, f, vP E }P E −1 ,
conclusion is {C, f, vP E }E −1 , i.e., E has an indirect opinion about trusting C for
doing f via P E. Here, ⊗ is the product operator, and 1 is the neutral element, thus
vP E ⊗ 1 is vP E .
Currently, E has two possible measures of trust towards C, i.e., vP E and vE .
Through rule (6), E can compare the two measures by obtaining a final level of
trust vP E vE . Note that the criterion for the comparison is not explicitly defined,
since it is up to E’s belief instantiating some particular operator for .
Finally, E decides to engage C if vP E vE is greater (or equal) than a certain
threshold vt .
When there are many candidates, and more than one candidate goes over vt ,
one may think to ask for another letter of reference. The one who has the highest
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value in this second letter wins the competition.
Now, we show the formalization of the procedure by using Crypto-CCS. The
entities at stake are represented as Crypto-CCS processes. For the sake of simplicity,
we consider the case with a single candidate.
The employer process is parameterized by the threshold value vt , by
{P E, rf, 1}E −1 and by the credential obtained after the interview, i.e.,
{C, f, vE }E −1 . This last assumption is a modeling trick that totally bypasses the
candidate C in the model we are going to present. We justify this choice for the sake
of readability, since we are mainly interested in giving the flavor of a Crypto-CCS
formalization and we simplify as much as possible the procedure.
Each conclusion xm of an inference construct is a message variable and it means:
variable x should contain message m.

.

E(vt , {P E, rf, 1}E −1 , {C, f, vE }E −1 ) =
c?(xl ).
[xl

Receive the ref erence

P E `ver x(C,f,vP E ) ]
xl `4∗ x{C,f,vP E }E−1 ]

[{P E, rf, 1}E −1
[x{C,f,vP E }E−1

{C, f, vE }E −1 `6 x{C,f,vP E

[x{C,f,vP E

vE }E −1

[x{C,f,vP E

vE }

[xvP E

V erif y the signature

E `ver x{C,f,vP E

`snd xvP E

Apply rule 4∗
vE }E −1 ]

vE } ]

V erif y the signature

vE } ]

Extract xvP E

vt `≥ y]

vE }

Apply rule 6

If vP E

cout !yes.0

vE

vE ≥ vt then

success; else abort

The previous employer process is parameterized by the opinion about C.
.

P E({C, f, vP E }P E −1 ) =
c!{C, f, vP E }P E −1 .0

Send the letter and stop

The whole Crypto-CCS process is defined as
.

P = P E({C, f, vP E }P E −1 )||E(vt , {P E, rf, 1}E −1 , {C, f, vE }E −1 ).

7

Conclusions and future work

In this paper, we investigated the possibility to use Crypto-CCS as a suitable modeling language, not only for the standard capability of its inference rules to model
message exchange and manipulation, but also, and hopefully, for its expressiveness in defining, along with its native security features, credential chains, trust and
recommendation relationships.
Along with Crypto-CCS, we considered part of two languages for defining trust
and recommendation relationships, RT and the transitive trust model. By simpli178
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fying the latter, we have shown a comparison between them, leading to the result
that, to some extent, part of one framework can be mapped into part of the other.
Also, the Crypto-CCS inference systems can express the resulting framework,
with new peculiarities representing levels of trust too.
The current investigation is an initial one, and further research is needed in
order to provide a more solid framework. In particular, we plan to extend our work
providing encoding correctness guarantees.
Moreover, here a simplified version of the trust model has been considered,
in order to make it compliant with RT . This has the clear drawback that some
information is lost (in particular, information on the recommenders, that in some
application can be relevant), with respect to the original intention of [6,7]. Thus,
refinements to the current work are possible through, e.g., the study of an extension
to RT dealing with recommenders. Furthermore, an encoding has been presented
from the simplified trust model to RT . The viceversa could also be considered, by
studying how to deal with aspects like intersection of roles.
Upon providing refinements, we plan to extend the framework for enforcing
security policies (whose formal semantics is based on a variant of Crypto-CCS) in
GRID systems (i.e., see [8]) with mechanisms for managing also reputation and
recommendation information.
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Abstract
Risk analysis has recently emerged as a structured and precise methodology to help modern companies
understand their risks and plan the relative countermeasures well in advance. It is based on a number
of indicators: parameters that quantify the key concepts on which an enterprise designs its security and
safety investments. A modificator is a function that further modifies an existing indicator, and is itself
an indicator. It is argued here that Risk Analysis can dramatically benefit from three novel modificators.
One, the Exposure Factor during Critical Time (EFCT), expresses the percentage of loss or damage that
an attack can infer to a time-critical asset. Another one, the Exposure Factor under Retaliation (EFR),
formalises the mitigation to the loss or damage that an attack can infer to an asset when that loss or
damage can be retaliated back onto the attacker. The third one, the Mitigated Risk against Collusion
(MRC), formalises how a security measure can be effective against a single attacker but not necessarily
against a large team of attackers working collaboratively for the same target. Our simulated results firmly
support the benefits of such augmented Risk Analysis confirming the novel insights it can provide.
Keywords: exposure factor, mitigated risk, time-critical, retaliation, collusion

1

Introduction

There is increasing evidence that it is important to assure an adequate level of
protection to the enterprise’s assets from risks of loss or damage. A variety of
risks exist: some are related to the political and social environment where the
enterprise operates (strategic risks); others concern the money market and interest
rate (financial risks); others still pertain to the enterprises’s business processes
(operative risks). Therefore, security has become one of the chief entries in the
enterprise’s investment plan.
Risk Management is a structured process prescribing three phases: Risk Assessment, Risk Analysis, and Risk Mitigation. As it is intuitive, the possible vul1
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nerabilities must be first identified and described. Then, they should be analysed
using mathematical methods, and finally they ought to be mitigated. Mitigation
consists in increasing the security managers’ awareness of the risks and suggesting
them a set of reasonable countermeasures capable of bringing the overall risk below
an acceptable threshold.
This paper concentrates on Risk Analysis and precisely on Security Risk Analysis [12]. It is important to premise that a security threat is not necessarily successful
in general, namely it will not accomplish its intended security breach with absolute
certainty. However, Risk Analysis generally is an anticipated study of the consequences of successful threats. Therefore, the threats mentioned in the following
are always assumed to succeed with total probability, and hence can be considered
actual breaches.
Our contribution to Risk Analysis is the definition and demonstration of three
unpublished modificators pertaining to three more and more stringent risks: timecriticality, retaliation and collusion.
A variety of assets are time-critical in the sense that exposing them to the
risks of loss or damage may have different consequences depending on when they
are exposed. For example, this is the case with the heating system or with the
equipment for a public demonstration. There are times when a successful threat to
such an asset will not raise much of the enterprise’s concern. The Risk Analysis of
time-critical assets exactly demands some account for time-criticality, which we will
provide by the Exposure Factor during Critical Time.
The second modificator deals with the delicate issue of retaliation. No attack
comes without consequences. Social engineering teaches us that a significant chance
of retaliation raised by an attack may prevent the attack from happening in the first
place. Any rational attacker will balance gains to risks. It follows that, if a damage
can be retaliated, then it is not as problematic as it would have been without the
chance of retaliation. In consequence, such a chance must be explicitly considered
in a realistic Risk Analysis, as our Exposure Factor under Retaliation does.
The final modificator deals with the concept of collusion of attackers. Physical
security of core assets in an enterprise cannot simplistically assume that the attacker
is a single individual. Collusion of a group of attackers towards the same crime realistically is a higher threat against the target asset. It follows that a security measure
effective against a single attacker does not necessarily remain as effective against a
team of colluded attackers. Our modificator Mitigated Risk against Collusion will
formally enter collusion into the Risk Analysis process.
The structure of this paper is simple: after the introduction of the basic terminology (§2), our original contribution is presented (§3) and some conclusions
are derived (§4). The definitions are accompanied by simulations supporting the
claim that the new indicators add relevant insights to the analysis that any generic
enterprise may wish to conduct without excessive specificity.

2

Preliminaries

The Risk Assessment begins with the identification of the relevant assets. An
asset can be seen as any tangible or intangible item that has some value for an
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enterprise and therefore needs protection. Once the assets are clearly defined, this
phase produces a report describing threats and vulnerabilities that can harm a
system, and advances putative countermeasures. Following [7,12,5], a threat is the
potential for a threat-source to exercise (by accidental trigger or intentional exploit)
a specific vulnerability; a vulnerability is a flaw or weakness in system security
procedures, design, implementation, or internal controls that could be exercised
(by accidental trigger or intentional exploit) by an attack and result in a security
breach or a violation of the systems security policy; a countermeasure is a control
that should be implemented in order to reduce the ability for an attacker to leverage
existing system vulnerabilities.
The Risk Analysis should determine the acceptable risk threshold and establish
whether the actual total risk underlies that threshold. These are not simple tasks.
There are no standard methodologies for the process, and often security managers
have to decide among too many alternatives. Usually, two approaches can be taken:
one is qualitative and the other one is quantitative. While the qualitative approach
is based on a relative evaluation of risks, the quantitative approach [10] tries to
give a precise and objective measure of risk. It adopts a number of indicators to
mathematically calculate whether the enterprise’s current risk is acceptable. Indicators are mathematical parameters formalizing the key concepts on which the
enterprise intends to design its security and safety investments. The main indicators
are introduced below.
The Risk Mitigation sees the senior management team prioritize, evaluate and
implement the countermeasures recommended by the previous phases. Based on the
risk level presented in the risk assessment report, the implementation actions are
prioritized. Every alternative solution is analyzed calculating the indicators defined
in the analysis phase, and then the most appropriate and cost-effective ones are
selected for actual implementation. When the countermeasures are in place, they
should be practically evaluated.
2.1

The Indicators in the Quantitative Approach to Risk Analysis

Several indicators can be used to help estimate the effectiveness of a security investment.
The Single Loss Exposure [9] gives a precise measure of how a single threat can
affect or damage an asset. However, since not all threats are equally likely to occur,
this value will be modified below by considering the frequency of the given threat.
Definition 2.1 (Single Loss Exposure) The Single Loss Exposure (SLE) represents a measure of an enterprise’s loss from a single threat event and can be
computed by using the following formula:
SLE = AV × EF
where the Asset Value (AV) [9] is a synthetic measure of the cost of creation, development, support, replacement and ownership values of an asset, and the Exposure
Factor (EF) [8] represents a measure of the magnitude of loss or impact on the
value of an asset arising from a threat event, and is expressed as a percentage of
the asset value.
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The Annualized Loss Expectancy [9] attempts a financial measure of the total
yearly loss or damage due to an asset.
Definition 2.2 (Annualized Loss Expectancy) The Annualized Loss Expectancy (ALE) is the annually expected financial loss of an enterprise that can
be ascribed to a threat and can be computed by using the following formula:
ALE = SLE × ARO
where the Annualized Rate of Occurrence (ARO) [9] is a number that represents
the estimated number of annual occurrences of a threat.
It is important to notice that estimating the ARO could be very difficult. It is
usually created upon the likelihood of the event and the number of attackers that
could exploit the given vulnerability. For example, a meteorite damaging the data
center could be estimated to occur only once every 100,000 years and will have an
ARO of 0.000001. In contrast, 100 data entry operators attempting an unauthorized
access attempt could be estimated to occur six times a year per operator and will
have an ARO of 600.
Summarizing the above indicators, SLE (and EF) gives a measure of the damage
of a single threat; the ARO gives the likelihood of a threat to occur in a year; ALE
tries to consider both the likelihood and the damage of each threat. All of the
indicators seen so far do not consider the fact that the enterprise can try to build
some defense for reducing the probability of vulnerability exploitation by attackers
(e.g. implementing some firewall filtering), or reducing the damage of an attack
(e.g. applying some backup strategies).
The indicator that follows has the opposite property. It is exactly meant to
consider the presence of countermeasures. The Return on security Investment [11]
can be used to provide an economic evaluation of an enterprise’s expenditure in
security. It can help compare alternative investment strategies and evaluate whether
an investment is financially justified.
Definition 2.3 (Return on Investment) The Return on Investment (ROI) indicator can be computed by using the following formula:
(ALE × M R) − CSI
ROI =
CSI
where MR is the risk mitigated by a countermeasure and represents the effectiveness of a countermeasure in mitigating the risk of loss deriving from exploiting a
vulnerability (expressed as a numeric value in [0,1]), and CSI is the cost of security
investment that an enterprise must face for implementing a given countermeasure.
If ROI is a positive number, the cost for the investment is financially justified.
Otherwise, if ROI is zero or a negative number, the investment is not profitable.

3

Three Novel Indicators

This section presents our contribution to Risk Analysis in the form of three unpublished indicators, which precisely are modificators of existing indicators. It is
clear that innumerable indicators can be defined and exemplified. But they must
184

Bella et alii

be worthwhile in the sense that they are meant to bring forward details that are
worth the while from modern companies’ standpoints. For example, one may wish
to define an indicator for the number of hinges that a specific threat will break.
Although this might be meaningful for the Maintenance Office, it may not always
be entirely worthwhile for the enterprise.
One may naively think that a valuable indicator must not address a microscopic
detail such as the number of broken hinges, and that only macroscopic details are
worthwhile. But this is not at all a theorem. A microscopic indicator may turn out
to be relevant if specific analyses are being carried out, such as exactly on resistance
of the hinges. The converse example says that the cost of installing stronger hinges is
subsumed by the ROI, which may generically embody a variety of security measures.
It follows that a valuable Risk Analysis tradeoffs detail and intelligibleness.
Our modificators address three major concerns that the industrial world is increasingly having to face day after day. One has to do with assets that are timecritical (§3.1). Exposing such an asset at specific, critical times will produce a
different damage than at other times. So, the Exposure Factor must be upgraded.
The second modificator deals with the delicate issue of retaliation (§3.2). In brief,
if a damage can be retaliated, then it is not as problematic as it would have been
without the chance of retaliation. The classic Exposure Factor is upgraded also in
this case. The last parameter deals with attacks performed by a team of colluded
attackers (§3.3). A security measure that is effective against a single attacker is not
necessarily as effective against a team of attackers. The Mitigated Risk must be
upgraded here. The definition of each modificator is followed by a table simulating
its use.

3.1

The Exposure Factor during Critical Time

We have seen above that the EF is related to a threat and an asset. It expresses the
percentage of damage that the threat causes on the asset. However, modern companies have to face asset exposures under various working circumstances, ranging from
public presentations to rushes before deadlines. Many assets can be time-critical in
this very sense.
Innumerable examples are easy to advance here, but we only point out three
working examples. A trojan-horse attack to a computer running the first public
demonstration of the latest version of an Operating System certainly is more devastating than the same attack in private circumstances. The asset “demo machine” is
time-critical. Along the same lines, an experiment that takes, say, months to complete would have worse consequences if compromised towards its end rather than
towards its beginning. The worse attack might disrupt months of work. The asset
here can be generically described as the “simulation infrastructure”, which might be
a single computer as well as a complex architecture of devices of various nature. It
is easy to derive another example from the academic researchers’ world: one would
rather have his computer infected with malware the day after a deadline than the
day before.
We feel that the EF is insufficient to treat time-critical assets, and advance an
upgraded version that takes into account the criticality of the time instance that is
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being considered. This inspires the following definition.
Definition 3.1 (EFCT) The Exposure Factor during Critical Time, EFCT in
brief, expresses the influence that the criticality of a specific time instance plays
on the EF as follows:
EF CT = (EF + CT F ) − (EF × CT F )
CTF being the Critical Time Factor that expresses the percentage of criticality of
a specific time instance.
The definition of EFCT is perhaps easier to interpret in terms of set theory. Let
us think of + as the set union operator, of − as the set difference operator, and of
× as the set intersection operator. The new indicator takes the two component sets
EF and CTF, unions them and then subtracts their intersection. Intuitively, the
resulting set will not be bigger than the union of two component sets, and will not
be smaller than the bigger of the component sets carved of the smaller component.
It is also clear in numerical terms that the CTF can only increase the EFCT over
the EF. Likewise, we have that the highest CTF raises the EFCT to its top regardless
of the EF. These simple observations underly the following double proposition.
Proposition 3.2
•

If CT F = 0, then EF CT = EF .

•

If CT F = 1, then EF CT = 1.

The same statement can be trivially rephrased swapping CFT and EF, as in the
following proposition. However, it may exceed intuition that the totality of CTF
ends up into EFCT even if EF is null. It means that even a normally uninteresting
asset becomes problematic if attacked during critical time. It seems more intuitive
that the highest EF produces the highest EFCT regardless of the CTF.
Proposition 3.3
•

If EF = 0, then EF CT = CT F .

•

If EF = 1, then EF CT = 1.

The intermediate cases in which none of EF and CTF reach their limits may
turn out to be more relevant. They are exemplified later on in Table 1. However,
prior to the description of the Table, we must observe that all indicators classically
calculated in terms of EF ought to be recalculated in terms of EFCT, producing
versions that are sensitive to the Critical Time Factor.
Definition 3.4 (AROCT, SLECT, ALECT and ROICT)
•

The Annualized Rate of Occurrence during Critical Time, AROCT in brief, is
the rate of occurrence of an attack at a specific CTF per year.

•

The Single Loss Exposure during critical time, SLECT in brief, is the cost of a
single attack at a specific CTF:
SLECT = AV × EF CT
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The Annualized Loss Expectancy during Critical Time, ALECT in brief, is the
cost per year of an attack at a specific CTF:
ALECT = SLECT × AROCT

•

The Return On Investment against Critical Time, ROICT in brief, is the economic return of an enterprise’s investment against an attack mounted at a specific
CTF:
(ALECT × M R) − CSI
ROICT =
CSI
We can now move on to describing Table 1. It demonstrates EFCT versus EF
and the consequences upon the related indicators. Our three working examples are
considered for the sake of demonstration.
Let us consider the first asset. Its classical EF is some 30% as the demo machine
is not particularly important during normal time periods. But its EFCT goes up
to 96,5% because of the high CTF considered here, as it is for example at time
of a public demonstration. In consequence, the SLECT is much higher than the
SLE, nearly reaching the AV. It can also be seen that the AROCT is much lower
than the ARO because it is assumed that a public demonstration can rely on the
maximum precautions to make things work smoothly. Despite that, the ALECT is
still approximately 50% higher than the ALE.
The second asset is the large simulation infrastructure typically used to conduct
long experiments. The high CTF refers to a time when a very long experiment
is about to terminate. Its influence on the SLECT is net. It is assumed that the
infrastructure is subject to attacks with a rate of occurrence that is independent of
the CTF. This proceeds from the assumption that always the same set of precautions
is taken through time. This assumption has a major impact on the ALECT, which
is some two and half times the ALE.
Analogous considerations apply to the last asset despite the smaller amounts.
The analysis can be easily continued to study the ROICT with respect to the ROI.
Asset
Demo Machine
Simulation Infrastructure
Researcher’s Machine

AV

CTF

EF

EFCT

ARO

AROCT

SLE

SLECT

ALE

ALECT

5000$

95%

30%

96,5%

55%

25%

1500$

4825$

825$

1206,25$

30000$

98%

40%

98,8%

60%

60%

12000$

29640$

7200$

17784$

3000$

90%

15%

91,5%

20%

20%

450$

2745$

90$

549 $

Table 1
Demonstrating EFCT and related indicators.

3.2

The Exposure Factor under Retaliation

A recent analysis standpoint for security issues is that of retaliation [4]. Although it
is certain to be socially rejected at present, retaliation may open new and interesting
perspectives in terms of digital security.
The concept was originally spelled out in the context of security protocols [3].
Two decades of research efforts have been spent to analyse security protocols. Such
analyses would either find protocol flaws or prove the protocols immune to attacks.
A number of papers have been published to report on previously unknown protocol
flaws and to often come to the same conclusion: the protocol must be redesigned
because it is flawed.
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Modern security economics [1] teaches us that is not always possible in practice
to redesign a security system from scratch even after serious evidence that it is
flawed. The system may already be widely deployed so that the costs of its global
replacement would be prohibitive for any enterprise. An important contribute to
the currently fervid debate is the chance to keep a flawed system in use without
much concern if it is found that the attack can be retaliated.
An attack is always the outcome of a balanced decision between the risks of performing it and the consequent benefits. The chance of retaliation may influence the
balance favourably — from the legal perspective. Who would infect a competitor’s
computer if the chances of consequently having a room of computers infected by
that competitor were significant? Retaliation may in fact be taken as a strategy to
keep a heterogeneous system stable, in a setting where ethical issues unfortunately
seem weary.
Our contribution here is a generalization of the concept of retaliation from the
specific setting of security protocols to the broad security setting. Industrial espionage, which is a well-known though hardly documented reality, arguably proceeds
on this very paradigm: spy on competitors but never allow them to take advantage
of this espionage. Hence, we feel that the classical EF must be upgraded to consider
attacks on assets that can be retaliated. This inspires the following definition.
Definition 3.5 (EFR) The Exposure Factor under Retaliation, EFR in brief, expresses the influence that the chance of retaliating an attack to an asset plays on
the EF as follows:
EF R = EF × (1 − RF )
RF being the Retaliation Factor that expresses the percentage of retaliation that
can be performed.
Also in this case an interpretation in terms of set theory may help the reader’s
intuition. The − and × operators can be interpreted routinely as set difference and
set intersection.
It is interesting to notice in numerical terms that a null RF leaves the EFR
unaltered as EF, whereas the highest RF brings down to null EFR regardless of EF.
These simple observations underly the following double proposition.
Proposition 3.6
•

If RF = 0, then EF R = EF .

•

If RF = 1, then EF R = 0.

Focusing on EF, it is clear that a null EF causes a null EFR. while the highest
EF leaves EFR entirely dependent on RF, as stated in the following proposition.
Proposition 3.7
•

If EF = 0, then EF R = 0.

•

If EF = 1, then EF R = 1 − RF .

The consequences of this proposition are not trivial. The first of its statements
says that zero damage entails zero retaliation, as it is intuitive. The second high188
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lights that the highest EF and the highest RF together bring the EFR down to null.
Some pondering may convince that this is exactly in the spirit of retaliation. If we
can totally retaliate, then we can get paid back of exactly what was stolen to us.
All indicators normally are conventional percentages and hence range between
0 and 1. However, we can imagine that the right end of the range of RF is open.
It means that retaliation can even double or more the effects of the action that
induced it in the first place. Interestingly enough, an EF of 1 and an RF of 2 will
produce and EFR of −1 which in fact expresses a benefit for the entity that was
originally attacked but then retaliated back.
As done in the previous section, all indicators relying on EF can be easily reformulated to rely on EFR, as stated in the following definition.
Definition 3.8 (AROR, SLER, ALER and ROIR)
•

The Annualized Rate of Occurrence with Retaliation, AROR in brief, is the rate
of occurrence per year of an attack that can be retaliated.

•

The Single Loss Exposure with Retaliation, SLER in brief, is the cost of a single
attack that can be retaliated:
SLER = AV × EF R

•

The Annualized Loss Expectancy with Retaliation, ALER in brief, is the cost per
year of an attack that can be retaliated:
ALER = SLER × AROR

•

The Return On Investment with Retaliation, ROIR in brief, is the economic return
of an enterprise’s investment against an attack that can be retaliated:
ROIR =

(ALER × M R) − CSI
CSI

It can be seen that a very small ALER, namely a negative number actually
expressing a benefit for the attacked enterprise, would produce a negative ROIR.
Not only would this be an indication that a security investment is inconvenient,
but it would also express the paradox that the enterprise rather benefits from being
attacked and then retaliating. To the best of our knowledge, this is the first time
that negative versus positive outcomes are accounted for in the context of Risk
Analysis.
It is interesting to describe Table 2. It is assumed that an attack on the first
asset has a small chance of retaliation, 25%. This moderately differentiates the
EFR from the EF. A similar minor difference hence appears between the SLE and
the SLER. The AROR, which is only 15%, is assumed to be much lower than the
ARO because an attack that can be retaliated is better than one that cannot be
and hence pessimistically considered rarer. This produces a much smaller ALER
than the corresponding ALE. Such a conclusion might seem positive but in fact is
not. It is merely due to the smaller AROR and not to the benefits of retaliation.
These are better reflected by the SLER.
The second asset sees a similarly low retaliation factor but no variation between
ARO and AROR. With this very static asset, it is reasonable to assume that attacks
that can be retaliated occur at the same rate as attacks that cannot. This is in
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contrast with the first asset. The same considerations made for the first asset apply
to the SLER and to the AROR here.
The third asset gains interest in this Table. It is assumed that when the single
researcher’s machine is attacked, the researcher has sufficient knowledge to learn
and do the same back to its attacker. He might even most realistically improve the
attack methodology, as the current statistics confirm. Here comes an RF of 130%,
producing a negative EFR, precisely of −4, 5%. The negative SLER signifies that
the researcher that was originally attacked will actually profit 135$ from attacking
back! The negative ALER also reflects this setting. Because the MR and the CSI are
never negative, the negative ALER produces a negative ROIR. It is a clear indication
that any security investment to prevent the attack is technically inconvenient: the
researcher benefits from being attacked and then attacking back.
Asset
Demo Machine
Simulation Infrastructure
Researcher’s Machine

AV

RF

EF

EFR

ARO

AROR

SLE

SLER

ALE

ALER

5000$

25%

30%

23%

55%

15%

1500$

1150$

825$

172,5$

30000$

25%

40%

30%

60%

60%

12000$

9000$

7200$

5400$

3000$

130%

15%

-4,5%

20%

20%

450$

-135$

90$

-27 $

Table 2
Demonstrating EFR and related indicators.

3.3

The Mitigated Risk against Collusion

Facing a single attacker is not generally the same as facing a team of attackers working for the same illegal purpose. Researchers in computer security have considered
this issue determinant ever since the 1970s. A security measure may withstand an
attacker but fail to resist another one. Therefore, any security statement is strongly
dependent on the kind of attacker that is assumed to operate.
A milestone in this area of research is the work of Dolev and Yao [6]. They
advance a formal account for the threats against computer security and come to the
brilliant conclusion that any set of colluding attackers is functionally equivalent to
a single super-potent attacker. Equivalence here means that any illegal operation
that the set of attackers can accomplish, also the single super-potent attacker can
do.
Remarkably, this model of attacker has been adopted by researchers in computer security for some two decades. However, its age is starting to show [2], as
collusion against computer security is not always necessary or desired at present.
Offensive skills have become easy and cheap to acquire, so the present setting sees
a large number attackers each working for his own sake. It is worth remarking that
our treatment here is oriented to any security issues that an enterprise must face,
and not to just those in computer security. If it is debateable that the Dolev-Yao
threat model is rather unrealistic for computer security nowadays, it undoubtedly
is entirely inappropriate for general security.
The best example might come from film fictions presenting attacks to banks or
casinos performed by teams of colluded robbers. It is clear that a single attacker
would have failed against such a demanding target. Not even surrounding a treasure
with a number of robust steal-alloy doors operated by retina scanners will protect
the treasure from an offending team with the same number of kamikazes plus a
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leader. If these examples confirm yet again the importance of setting a threat
model, they also call for a detailed Risk Analysis able to account for the differences
between one and many colluded attackers.
The Mitigated Risk [5] easily reflects the moderation percentage of a security
attack following the adoption of a security measure. This indicator appears to be
too static to both account for mitigation against a single attacker and a team of
attackers. This concern inspires the following definition.
Definition 3.9 (MRC) The Mitigated Risk against Collusion, MRC in brief, expresses the influence that collusion of attackers plays on the MR as follows:
M RC = M R × (M R − CF )
CF being the Collusion Factor that expresses the percentage of collusion of the
attacker(s).
Identical propositions to 3.6 and 3.7 can be stated here replacing EFR with
MRC, EF with MR, and RF with CF. Similar considerations apply. If CF is null,
then MRC equals MR. Also, if a risk is totally mitigated, that is MR is 1, but CF
is also 1, then MRC goes down to 0. The highest CF expresses a theoretical team
of an infinite number of attackers, which can be imagined to subvert any security
measure 5 .
Following the MRC, also the ROI can be easily augmented as the following
definition states.
Definition 3.10 (ROIC) The Return On Investment against Collusion, ROIC in
brief, is the economic return of an enterprise’s investment against an attack mounted
by one or more colluding attackers:
(ALE × M RC) − CSI
ROIC =
CSI
Table 3 exemplifies the indicators defined in this section. It can be seen that
the MRC of the first asset dramatically reduces the MR because of the high CF,
which is realistic because of the importance of the machine. Therefore, while the
ROI is moderately positive, the ROIC is significantly negative, expressing the large
difference between adopting the related security measure against a single attacker or
against a rather large team of colluded attackers (as indicated by CF=45%). This
discrepancy precisely alerts the enterprise against attacks distributed on various,
related fronts. The very security measure that is considered will not be effective
against them.
As a transversal observation, let us consider the fourth column. It shows that
the Cost of Security Investment is always lower than the ALE, as it is sensible. It
is relatively low in case of the second asset. Here, the MRC also is much lower
than the MR but the discrepancy is smaller than in the first case. In consequence,
the ROI and ROIC are not as far apart as they were with the first asset, although
they continue to signify that the security measure is only effective against a single
attacker.
5

Notice that the percentage of collusion of the attackers, CF, depends to the type of applications, protocols
and systems that we consider.
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The third asset shows a high CSI compared to its ALE. The CF is low, as we
are assuming an individual’s networked machine. It can be seen that the MRC only
moderately decreases the MR, and so does the ROIC with the ROI. The related
security measure that is effective against a single attacker still is effective against a
relatively small team of hackers.
Asset
Demo Machine
Simulation Infrastructure
Researcher’s Machine

AV

ALE

CSI

CF

MR

MRC

ROI

ROIC

5000$

825$

600$

45%

85%

46,75%

16,87%

-35,71%

30000$

7200$

4500$

35%

75%

45%

20%

-22

3000$

90$

70$

10%

90%

81%

15,71%

4,14

Table 3
Demonstrating MRC and related indicators.

4

Conclusion

Risk Analysis perhaps is the main phase of the Risk Management process, as it provides the mathematical methods to evaluate the risk and decide consequent security
investments. It has gained importance in recent years and lately any medium or
larger enterprise makes some investment in this process.
A variety of indicators are defined in the quantitative approach to Risk Analysis. An important one, the Exposure Factor, expresses the damage that a successful
threat on an asset causes to the enterprise. Another significant indicator, the Mitigated Risk, formalises the success of a security measure in withstanding a threat.
This paper has advanced three novel indicators, two of which are modificators of
the Exposure Factor, and the other one is a modificator of the Mitigated Risk.
Our Exposure Factor during Critical Time (EFCT) expresses the influence of
time-criticality on EF. The Exposure Factor against Retaliation (EFR) indicates
how the chance of retaliation can influence EF. The Mitigated Risk against Collusion
(MRC) formalises the impact of a security measure against a team of colluded
attackers. We have seen simulated results to demonstrate the novel insights that
the three modificators can bring out.
All fundamental indicators defined in terms of EF, such as SLE and then ALE,
or in terms of MR, such as ROI, have to be redefined in terms of EFCT, EFR and
MRC, producing four sibling sets of indicators if we include the classical ones. In
consequence, an enterprise may calculate the classical set first and then our three
augmented sets. An evaluation of eventual discrepancies between related indicators,
such as SLE and SLECT, or ALE and ALER, would confirm that attention must
be paid to the very aspect that the augmented indicator considers, such as timecriticality or retaliation.
As future work we plan to investigate on acceptable thresholds for the new
indicators we introduce also, we plan to use intervals of value (instead of only a
single) for the indicator (ARO, EF, CFT, RF and CF). Using intervals we can take
in account the uncertainty related to the estimation of the above indicators. Then
we plan to study the effectiveness of our new indicators by testing them in came
real cases.
Our present effort confirms that research in Risk Analysis is strongly motivated
and steadily progressing.
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Abstract
Traditional access control mechanisms aim to prevent illegal actions a-priori occurrence, i.e. before granting
a request for a document. There are scenarios however where the security decision can not be made on
the fly. For these settings we developed a language and a framework for a-posteriori access control. In
this paper we show how the framework can be used in a practical scenario. In particular, we work out
the example of an Electronic Health Record (EHR) system, we outline the full architecture needed for
audit-based access control and we discuss the requirements and limitations of this approach concerning the
underlying infrastructure and its users.
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1

Introduction

Increasingly often, sensitive data needs to be accessed and exchanged across complex and distributed computer systems. To protect data confidentiality, numerous
distributed access control mechanisms have been developed. Typically, these systems try to prevent illegitimate actions before their occurrence, by deciding on the
fly if access should be granted or not.
To see why sometimes a different approach is needed, consider the specific issue
of the modernization of health care systems. Roughly, Electronic Health Record
(EHR) systems must fulfill two requirements [16]: (1) To provide high-quality health
care, the EHR must be immediately available, preferably across the boundaries of
the different hospitals and abroad. (2) To protect the patient’s privacy, the EHR
must remain confidential and should be disclosed only according to the law and/or
the patient’s explicit consent. The latter requirement is particularly important in a
1
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country such as The Netherlands, where medical insurances are privatized and the
patients’ medical data is worth millions.
Note that fulfilling both requirements is hard. To fulfill the first requirement, the
mechanism should be relatively simple and fast. The second requirement however
states that access should only be granted under precise conditions and circumstances. Considering the complexity of the medical work flow, the large number of
health records and the variety of institutions, users and systems involved, it seems
likely that checking these circumstances and conditions is slow and prone to errors.
Besides the problem of designing a fast access control mechanism that at the
same time takes into account complex conditions [1,3,8], it is considered impossible,
in general, to design an access control mechanism that models every circumstance
perfectly [11]; in other words, there are always exceptional, unforeseen circumstances. This is an important issue in the EHR setting, given the mobility of
patients and staff, and the urgency of health care. We believe that at least it should
be possible for medical staff to self-authorize exceptions to rules, while leaving the
process of justifying the exceptions for later.
In this paper we show how the Audit Logic [4,7], an a-posteriori access control
framework, can be used in the EHR setting. In the Audit Logic framework, a-priori
access control is minimized to the mere authentication of users and objects, and
their basic authorizations. More complex security procedures are performed in an
a-posteriori auditing mechanism. Here we formalize a scenario involving medical
personnel and health records to show how this access control mechanism works
in practice. Finally we discuss the main advantages and drawbacks of using an
a-posteriori access control mechanism rather than a preventive one in the specific
EHR scenario.

Related work
The Cassandra system [3] was designed to implement an a-priori access control
mechanism in an EHR system. The authors test the expressivity of the Cassandra
policy language by expressing existing policies regarding access to medical data and
activation of medical roles. The policy languages used in the Cassandra system are
different flavors of Datalog with constraints. While Cassandra’s policy language is
in theory undecidable, it is argued that this is not problematic in practice. On the
other hand, the Audit Logic policy language that we use is not based on Datalog,
but on a fragment of first-order logic [5] (which is semi-decidable).
Rissanen et al. [11] address the issue of how to override safely the decisions of
a preventive access control system called the Privilege Calculus. At each override
a procedure starts to find the appropriate authority which is notified to audit the
override. In our approach there is only a minimal preventive access control mechanism, which can not be overriden. Moreover, in our approach it is up to the auditors
to decide when and which users to audit.
The policy language used in our framework is most closely related to Binder [1].
In Binder delegation is also modeled with the says predicate, which, however, may
not be nested inside another says predicate, to keep the language decidable. This
restriction is absent in the Audit Logic, and it was shown that the corresponding
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logic is semi-decidable [5]. Halpern and Weissman [8] also use first-order logic to
model security policies. Their setting is centralized and they do not consider a
special connective to express delegations.
A related problem is the enforcement of copyrights in content-sharing systems
(DRM). It has been argued that DRM can be used to enforce privacy policies.
For instance, Conrado et al. [6] propose to use DRM to enable privacy in contentsharing systems and vice versa to use privacy as a driver for a wider use of DRM
enabled devices. DRM however, unlike the Audit Logic, requires special (compliant)
hardware or software at the application layer. This makes DRM unsuitable for EHR
systems or enterprise-privacy systems.
In the context of DRM, a type of a-posteriori access control was proposed by
Shmatikov and Talcott [14]. There, a reputation-based trust management (TM)
model is presented, in which the reputation of individual agents is determined by the
fulfilment or violation of (DRM) licenses. We believe that Trust Management [10],
coupled with auditing, may be an interesting solution, especially in large distributed
EHR systems.
The justification proofs in the Audit Logic framework are based on a formal logic.
A number of distributed access control models are based on formal logics (see the
survey by Abadi [1]). In these models an authorization request or an authentication
credential corresponds to a logical formula and the authorization or authentication
decision corresponds to a proof of the formula. In the PCA framework [2], proposed
by Appel and Felten, higher-order logic proofs are generated by the clients, proving
that they have the authorization to access webservers. The undecidability of proof
finding in higher order logic is not a problem in their setting, because it is the user’s
task to find the proofs. A similar construction is used in the Audit Logic, where
users show auditors that they are accountable by submitting formal proofs, that
can be checked automatically.

2

Architecture

In this section we recapitulate the main definitions of the Audit Logic. We refer to
earlier work for a more complete description [4].
Policies and Actions
The framework is based on a group of agents executing actions, that can be audited to check whether their actions comply with the relevant (privacy) policies.
Actions are modeled by a set of predicates Act. The basic set of actions contains
comm(a, b, φ) and creates(a, d): creates(a, d) represents the creation of a piece of
data d by agent a, while comm(a, b, φ) denotes the communication of policy φ from
agent a to agent b. By communicating policies agents delegate rights to other
agents to execute certain actions. In addition to the basic actions, there may be
scenario-specific actions such as read(a, d), expressing the action of a reading d, or
giveDrug(a, b, c), expressing that a administers b a drug c. Policies are built using
a set of atomic predicates, which can be either permissions, or conditions. The
basic permission is owns(a, d) expressing that a owns d. Additionally, one may have
scenario-specific predicates such as mayRead(a, d), expressing the permission that
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a may execute the reads action on d, or the condition isNurse(a), expressing that
agent a is a nurse. Complex policies are built from permissions and conditions using
logical connectives. The grammar of the policy language is [4]:
φ ::= φ ∧ φ | ∀o. φ | φ → φ | a says φ to b | !α → φ | ?α → φ |
::= p(o1 , ..., on )| a owns d | >.
Here o are objects or variables of the appropriate sort, and !α → φ and ?α → φ
express use once and use many obligations, respectively. For example the policy
Each time a nurse gives drug to a patient, agent c can bill that patient is written
as:


isNurse(x) ∧ isPatient(y) → !giveDrug(x, y, c) → mayBill(c, y)
Use-once obligations require special care, in the distributed setting we are considering, to ensure that they are used only to justify a single action [4]. The owns
predicate models ownership of data, which gives the permission to derive any policy
concerning this data, including the permission to delegate permissions about it to
other agents. The connectives ∧, → and ∀ are treated as usual. The says construct
is a special connective used to express the permission to delegate policies. For example, the policy Any doctor can delegate to a nurse, the treatment of his patient.
is written as

∀x, y, z. isDoctorOf(x, y) ∧ isNurse(z) → x says mayTreat(z, y) to z.
Our logic allows to derive permissions from a set of actions. We refer to earlier
work for a more complete description of the underlying derivation system [5]. Here
it is important to be aware of the fact that when an agent a can derive (b says φ to a)
then a can also derive φ.
Logging and Accountability
In the Audit Logic, similarly to what happens in proof-carrying code frameworks [2,17], when an action of an agent is audited, by an auditor, the agent has to
present a justification proof for it. The agent may use (part of) its log as evidence
in the justification proof.
For example, consider the two actions executed by agents a and b in Figure 1:
In step (1) agent a communicates the policy φ to agent b and agent b logs this
communication (2), for later. Agent b reads data d (3) and at some moment (4) the
Auditing Authority finds this action in some audit trail, in this case the log of queries
executed at some database. The auditor decides to ask agent b for justification
(5). Agent b justifies, and uses the logged evidence (in step 2) of agent a’s policy
communication. The auditing authority now asks agent a for a justification of
having said φ to b.
A formal proof system, denoted `, is used to derive justification proofs from
evidences in the log. Informally, an agent a can justify an action α from an excerpt
 of its log, by proving that
 `a φ(α)
where φ is the proof-obligation for the action α. For example, suppose that
the proof-obligation for the action read(a, d) is the formula mayRead(a, d), then
198

Dekker and Etalle
'$



a







Log
PP
PP 1: comm(a,b,φ)
&%
..


PP
O...
PP
..
PP
..
2
..
PP
..
PP
..
P
#
..
PP
3: read (b,d)
..
P
q
..
.
6: justify
comm(a,b,φ) ?
b
..
..
.
..
... "!
..


...
..
.
.
..
..
.
..
.
..
...
..
...
.
..
.
..
...
..
...
5: justify
read (b,d) ?
.
..
.
.
..
...
.
..
.
..
...
..
...
.
..
.
..
..
...
..
.
.
..
...
..
4.............. database query log
...
..
.
.
..
.
read c e
 .

.
.
.
.
.
.
.
..
........
.9
read b d
Auditor



...



Fig. 1. An overview of the architecture. Agents execute actions and keep logs in order to respond to a
possible audit later on. Dotted arrows denote interactions with an auditor. In the picture φ denotes the
policy mayRead(b, d).

to justify the action read(a, d) to an auditor, agent a has to supply a proof of
 `a mayRead(a, d). This proof can then be checked by the auditor. Here we are not
interested in specifying how auditors collect evidence and which actions should be
audited by the auditors [13]. More details regarding proof-obligations can be found
in earlier work [4].
In the event of an audit, an agent needs to find justification proofs based on its
log. This involves reasoning about possibly complex policies and actions, hence we
need a theorem prover. Moreover, a tool is needed for the auditors to check the
justification proofs; this is an automatic proof checker.
The tool architecture for finding and checking proofs are depicted in Figure 2.
For reasons of safety and efficiency both tools are implemented separately using
different systems [5]: The proof checker uses Twelf, the proof finder uses SWI
Prolog. Shortly, the reason for this distinction is that proof finding is much harder
than proof checking. Prolog is a fast application for finding proofs, but the code can
be hard to verify for soundness. Proof checking on the other hand is much easier,
and can be done by type-checking. Our type-checker is coded in a few lines of Twelf
code which can be checked manually for soundness.
Figure 2 shows how the tools are used in the framework. Assume that an agent a
has performed an action α and that the auditing authority wants a to justify α.
First, (1) agent a is audited for action α. Agent a now selects an excerpt  of its log
and a policy φ that is a’s proof obligation for action α and (2) tries to find a proof
of  `a φ using the proof finder. Then (3) the proof π and the excerpt  are sent
to the auditor for checking (4) and finally, (5) the auditor checks that π is indeed
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Fig. 2. An overview of the tools for the framework: The proof checker and the proof finder.

a proof of  `a φ by using the proof checker (6). The syntax of the proofs can be
seen in Figure 5.
Case Study
To show how the Audit Logic can be used in an EHR setting, we describe a simple
scenario involving health records and medical personnel.
Medical records need to be processed and accessed by numerous systems in
different places. To protect the patient’s privacy and the privacy of medical personnel, users can specify policies that describe who can access the medical record
and under which circumstances. In the sequel, we ignore the issues of moving the
medical record from one system to the other, instead we focus on the policies that
accompany the medical record.
Setup
The agents involved here are patients, doctors, nurses and administrative employees; the users of the EHR system. The data consists of the medical records and
the actions we consider are reading a medical record, updating a medical record,
administering medicines and billing a patient for them (cf. Section 2).
The form of the medical records we consider is inspired by the legal directives
on privacy of health records [15,16]. A medical record is divided into two parts:
first, the personal information, PI, records all non-medical information related to
the patient, like billing information, and information regarding the patient’s family
members (which may have medical records of their own). Second, the medical data
(MD) gathers all the medical information of the patient, like diagnoses and given
prescriptions. Updates to the medical record are performed by appending new
information together with the name of the agent making the update.
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`
´
H1 ∀a, d. isPatient(a) ∧ isPI(a, d) → owns(a, d).
`
´
H2 ∀a, d. isPatient(a) ∧ isMD(a, d) → owns(a, d).
`
´
H3 ∀a, b. isDoctorOf(b, a) ∧ isPI(a, d) → mayRead(b, d).
`
´
`
´
H4 ∀a, b. isDoctorOf(b, a) ∧ isMD(a, d) → mayRead(b, d) ∧ mayUpdate(b, d) .
H5 ∀a, b, c.isDoctorOf(b, a) → mayGiveDrug(b, a, c)
`
´
H6 ∀a, b, c, d. isDoctorOf(b, a) ∧ onStaffOf(c, b) → b says mayGiveDrug(c, a, d) to c.
`
´
H7 ∀a, b, c, d.isAdministration(c) → !giveDrug(b, a, d) → mayBill(c, a, d) .

Fig. 3. The hospital’s policy written in the Audit Logic’s policy language.

Additionally, several auditors have the mandate of controlling that the medical
records are used appropriately, i.e. the hospital’s internal auditor, a government
authority and a patient union representative. Independently, these auditors may
audit different sections of the organization.
The hospital has defined a general policy, φh , to protect the privacy of patients
and allows medical personnel to access and handle the necessary health information:
H1 A patient may read and update the PI section of his medical record and authorize
others to do so;
H2 A patient may read and update the MD section of his medical record and authorize
others to do so;
H3 A doctor may read the PI section of the medical records of his patients;
H4 A doctor may read and update the MD section of the medical record of his
patients;
H5 A doctor may give medicines to his patients;
H6 A doctor can delegate to a nurse on his staff the administering of medicines;
H7 An administration employee may bill a patient each time someone has given
medicines to that patient;
In Figure 3 the hospital’s policy is formalized using the policy grammar from Section 2.
Additional customized policies may be added later to this general policy by the
individual users, for example explicit patient consent given to medical staff. Users
may send policies to each other by using email.
Note that in this setting whatever is not explicitly mentioned in a policy, is not
permitted, and that each policy added entails more permissions (monotonicity). A
special mechanism would be required to model explicit prohibitions, basically to
ensure the proper propagation of these prohibitions in a distributed setting. For an
example of such a mechanism we refer to the revocation mechanism of SPKI/SDSI.

2.1

Scenario

Let us instantiate the general setting to a concrete instance. We have patients Alice
and Bob, doctors David and Diana, a nurse Natalie and an administrative employee
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called Charlie. Alice trusts doctor David to give her medical file to other doctors,
in case other doctors need to read it, say to get a second opinion. Alice’s policy φa
is in words: Dr. David can delegate the permission to read the MD section of Alice’s
medical record. It is formalized as follows:
∀b, d

isMD(alice, d)


∧ isDoctor(b) → david says mayRead(b, d) to b.

Alice’s policy, hence, is more specific than the rules in the hospital’s policy. The
hospital’s policy states that only (H4) Alice’s doctor may read her medical file. Alice
now gives the permission to David, to give read permission also to other doctors.
Note that this last
Let us see a sequence of actions performed by the users.
A1 The hospital gives its policy to Dr. David.
A2 Dr. David logs this for later.
A3 Alice becomes patient of Dr. David.
A4 Dr. David logs this for later.
A5 Alice meets Dr. David in his office.
A6 Dr. David reads the PI section of Alice’s record, to remind himself of Alice’s
personal details.
A7 Alice communicates her new policy φa to Dr. David.
A8 Dr. David logs this communication for later.
A9 Dr. David updates the MD section of Alice’s record.
These actions are formalized in the appendix. Note that Dr. David logs the events
A1, A3 and A7, because the evidence of these events may be useful for him later
on. For example, Dr. David can use A8 later on to prove that he was allowed to
show Alice’s file to another doctor. The auditors on the other hand may keep an
independent (e.g. random) track of actions, in so-called audit trails. In particular,
the hospital’s privacy officer routinely monitors the queries to a database with medical records, both to detect anomalous behavior and to ensure that the hospital’s
policy is adhered to. The emails between Dr. David and patient Alice, possibly
containing policies are not monitored by the hospital’s privacy officer. They may
become known to him only because some user uses the policy communication in
some justification proof. Independently, an external auditor controls the financial
accountability of the hospital, i.e. to ensure that only actual costs are billed to
patients.
After some time, the hospital’s privacy officer asks Dr. David for a justification
for having accessed Alice’s file. To give a justification Dr. David needs to show to
the auditor the log entries corresponding to A2 and A4 from the sequence above,
and a proof that:
[A2, A4] `david mayRead(david, alice).
David’s proof is automatically checked and the auditor finds that David is accountable.
Now, unexpectedly, Alice arrives injured at the hospital, while Dr, David is off
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Fig. 4. The sequence of actions involving the patient Alice, where ”auth. Q” denotes Dr. Diana’s authorization for nurse Natalie to give the medicine Qurol, and ”consent” denotes Alice’s explicit consent to being
treated by Dr. Diana.

duty. Dr. Diana who is on a shift with nurse Natalie, treats Alice upon arrival:
B1 Dr. Diana logs that Natalie is a nurse on his shift.
Informally Alice asks for treatment.
B2 Dr. Diana reads the MD section of Alice’s medical record.
B3 Dr. Diana updates the MD section of Alice’s record.
Informally Dr. Diana tells nurse Natalie to give Alice the medicine Qurol.
B4 Natalie administers the medicine.
B5 Natalie notifies billing that Qurol was given to Alice.
B6 Charlie logs this for later.
B7 Charlie bills Alice for the medicine.
B8 Charlie logs this, together with a reference to Natalie’s notification.
The actions in this sequence are shown in Figure 4 and formalized in the appendix.
Note that both Diana and Natalie operated initially without proper authorizations.
Alice’s assertion that she is/consents to being Diana’s patient was missing. Moreover, Natalie should have had Diana’s explicit authorization to administer Qurol.
Say half an hour later, when Alice is a bit better, she authorizes Diana, and, say
when the shift is over, Diana authorizes Natalie:
B9 Alice becomes patient of Dr. Diana.
B10 Dr. Diana logs this for later.
B11 Dr. Diana tells nurse Natalie to give Alice the medicine Qurol.
B12 Natalie logs this for later.
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[H5]
`

[B1]

isDoctorOf(diana, alice) ∧ isStaffOf(natalie, diana)

∀e

´

[B9]

isDoctorOf(diana, alice) ∧ isStaffOf(natalie, diana)

∧i

→ diana says mayGiveDrug(natalie, alice, qurol) to c.
→ e

diana says mayGiveDrug(natalie, alice, qurol) to natalie

Fig. 5. A sketch of an accountability proof.

Note that the medical staff first treats Alice and then records the necessary details
for administration and accountability. Although initially not all the authorizations
were available, a-posteriori, the operators can account for their actions. For example, when Alice is asked to account for giving Qurol to Alice, she can send the log
entry corresponding to item B11 above, together with a proof of
[B12] `natalie mayGiveDrug(natalie, alice, qurol).
To illustrate a more complex proof, Diana’s proof for the delegation to Natalie
(B11 above) is more involved. To account for it, Diana has to prove that:
[H5, B1, B9] `Diana Diana says mayGiveDrug(natalie, alice, qurol) to alice.
The actual proof involves a number of steps. Diana can use his proof finder to
generate the exact proof for him. In Figure 5 we sketch the proof. The auditor
can check this proof automatically, using the proof checker. We refer the interested
reader to earlier work for more details about the implementation of the tools [5].
Finally, to illustrate the use of use-once obligations, the next day Natalie gives
another dose of Qurol, in line with what Dr. Diana told her.
C1 Natalie administers the medicine.
C2 Natalie notifies billing that Qurol was given to Alice.
C3 Charlie logs this for later.
C4 Charlie bills Alice for the medicine.
C5 Charlie logs this, together with a reference to Natalie’s notification (C3).
Notice that the policy (H7) allowing Charlie to bill Alice for the medicines contains
a use-once obligation (cf. Section 2): Each time someone gives drugs to Alice,
Charlie can add to Alice’s bill. Charlie needs to log the billing action, together with
a reference to the corresponding notification by Alice [4]. In other words, when
billing Alice, Charlie has to state, in his log, to which notification it belongs. This
allows the external auditor, described earlier, to check that each item on the bill
corresponds to a dose of Qurol administered by Natalie.

3

Discussion

The case-study shows how a-posteriori access control can be used in the EHR setting. In this section we elaborate on the main advantages and the main drawbacks
of this approach.
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A-posteriori versus a-priori
The advantage of a-posteriori access control is that it allows the medical staff to
go ahead with their duties, without worrying about problems like expiration of
certificates, passwords or failing network connectivity to some authorization server.
These issues can be dealt with at a more convenient time. By definition a preventive
access control system does not provide this kind of flexibility. In practice, an apriori access control system has to be extended with mechanisms by which users
can override the a-priori decisions of the access control mechanism [11]. These
overrides must be reviewed later on for legitimacy, and for this purpose users must
record the circumstances under which they needed to override. This logging is a
central part of the Audit Logic. Useful events or performed actions have to be
logged by the medical staff, for the purpose of accountability. By keeping logs of
such events and actions, doctors and nurses can account to multiple auditors that
come at different times. In a traditional a-priori access control system, on the other
hand, the authorizations are only checked once by a single authority, i.e. at the
moment access is requested.
A-posteriori access control has a characteristic drawback: it does not prevent
misbehavior, hence it does not give the robust security guarantees that are required
in e.g. military information systems. In many settings, a-posteriori access control
can not replace preventive access control at all because the costs of incidental misuse
are much higher than the costs of a (too) preventive security mechanism.
Many countries have adopted legislation that describes rather explicitly the requirements for EHR systems [15,16]. Consider for example the summary of the US
act HIPAA [16]. The principal rule is as follows:
A covered entity may not use or disclose protected health information, except either:
(1) as the Privacy Rule permits or requires; or (2) as the individual who is the subject of the information authorizes in writing. 4
The HIPAA act stresses that patients have the right to justifications of past disclosures of their medical records. In HIPAA it is called Disclosure Accounting, being
the subject’s right to get an accounting of disclosures of its EHR in the past six
years.
The a-posteriori access control mechanism, described in this paper, provides a
formal definition of this accounting and the tools to automate such accounting.
Although not required in the HIPAA act, automation is convenient to be able to
run audit tools without human supervision, enhancing both the privacy and the
efficiency of the audits.
Finally, about the implementation of the law, the HIPAA act states that The
Privacy Rule does not require that every risk of an incidental use or disclosure of
protected health information be eliminated. Therefore, the main drawback of our
approach, i.e. that with a-posteriori access control we can not completely exclude
misuse, is in principle allowed for by the law.

4

This was also illustrated in the scenario; patient Alice gave extra permissions to her doctor David.
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Infrastructure
We outline the requirements with respect to the underlying infrastructure.
Actions are executed at the session layer. Here authentication and nonrepudiation is required, to be able to determine which users were responsible for
which actions. Once an action is executed, the evidence of its occurrence should be
safely stored for later, this is called an audit trail. Also, time-stamping of actions
is required, to be able to demonstrate that an action was not executed before another, or before a required policy was received. Audit trails should provide auditors
with a transcript of all (or most) user actions, to detect misbehavior. Consider
the example in Figure 1. Here, a database system provides a secure log of past
queries to some auditor. On the other hand, the policy communications between
the two agents are ignored by the auditor. For example, the users may be using
some private email system to communicate (signed) authorizations. The auditors
do not monitor these exchanges. Additionally, besides using the logging facilities
of electronic systems such as databases and computers, audit trails can also be established using cameras, key-loggers, RFID sensors, database query logs, etc. The
audit trails need protection from tampering [13], but this is already required for
accounting and security purposes [9].
Moving up to the application layer, the main requirement here is the presence
of a secure device for users to log the actions and events useful to them. Moreover,
both auditors and user may use the tools shown in Section 2 to find and check
accountability proofs automatically. These evidences are used by the users in the
event of an audit. For example, suppose a doctor changes a medical file and a policy
states that in that case the corresponding patient should be notified. To justify his
actions later on, he should log the action of notifying the patient. The notification
is executed at the session layer, where it may be caught in an audit trail. At the
same time the logging device must create a tuple containing the logged action, its
time-stamp and possibly other parameters, which can be used as evidence in an
audit later on [4]. To prevent that users forge their logs, some secure device is
needed that takes care of this logging.
At the application layer, audit-based access control has little impact, which
makes it rather suitable to implement across different institutions, where many
different kinds of legacy systems are used. For example, the databases schemas of
the involved organizations can remain the same and the ICT infrastructures would
not have to be re-designed from scratch.
Privacy and Trust
An important requirement for a-posteriori access control is that there must be some
mechanism in place to ensure that users can be held accountable for their actions,
i.e. that a user will not vanish after executing his (illegal) actions. This is necessary
for the trust of users in each other, and in the EHR system. In real life, this
is often done using a bail sum or by some legally binding agreement, such as an
employment contract. If this requirement is not met, malicious users can perform
actions and disappear before they can be held accountable. In our setting this
is particularly important, given the fact that users can give extra permissions to
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others. A malicious user can set off a cascade of actions by other users.
A more complex aspect is trust management. We assumed for simplicity that
all users were equally trusted to utter security statements. However, consider the
case in which some unknown doctor made changes to the drug prescriptions for
Alice. Strictly speaking, Dr. David can trust another doctor, however, Dr. David’s
employer may require him to make a more complex trust decision that involves
checking the foreign doctor’s reputation and expertise area. Making such decisions
can be supported by using trust management (TM) systems [10]. On the one hand,
the TM system should give a full view of how users can be trusted, and on the
other hand, when an auditing authority finds that a user is not accountable, it
should report this to the TM system to decrease part the user’s reputation.
In practice, also in a-priori access control systems some authority checks the
system for flaws or abuse by logging and auditing user behavior. In fact this is
considered to be essential in conventional access control [12]. Often, these audits
are conducted without using formal or public procedures. In the auditing approach
we have removed the a-priori access control, and provided a formal and automated
auditing procedure. Automation allows for fast routine audits, and is more privacyfriendly than auditing by hand. It remains a question if the user’s perception of
privacy is any different in either approach.

4

Conclusions

In this paper we show how the Audit Logic [4,7] can be used in the setting of
Electronic Health Records. We outlined the full architecture and we discussed the
advantages and drawbacks of this approach, regarding ICT infrastructure and the
users’ privacy and trust.
We showed that our approach requires minimal changes to the infrastructure.
At the lower layers, secure audit trails, with all (or most) of the user actions, are
already required [9]. By minimizing the a-priori access control and relying on aposteriori access control we get a more flexible system to adapt to the medical
information flow. Yet the audit mechanism provides the necessary assurance, later
on, that the staff complied to the relevant policies. A-posteriori access control is
convenient when authorizations are not available on the moment that access to
medical files is needed. Moreover, as mentioned before, this type of auditing is
required by legislation concerning EHR systems [16]. In the Audit Logic framework
such audits are performed by a formal and automated auditing procedure.
In the EHR setting, privacy is an important issue for both patients and medical
staff. A-posteriori access control is in theory more intrusive to the user’s privacy
than a-priori access control. A-priori access control however is also coupled with
audits of logs and user actions [12,13]. An automatic audit procedure not only
enhances the privacy of the patients, but also that of the medical staff, wary perhaps
of human auditors that go through the logs by hand. Formal and public auditing
procedures make the privacy protection mechanism also more transparent to the
patients as well as to the medical staff. In the future we wish to investigate how
we can control the actions of the auditors in turn and how we can achieve maximal
privacy of the (honest) users with respect the auditors.
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A

Appendix

For the sake of brevity, the two sequences of actions depicted in Section 2 are
formalized here.
The first sequence, where patient Alice visits Dr. David in his office:
A1
A3
A6
A7
A9

comm(hospital, david, φh ).
comm(alice, david, isDoctorOf(david, alice)).
read(david, md alice).
comm(alice, david, φa ).
update(david, md alice).

The second sequence, where Alice arrives, unexpectedly, in the hospital, while
Dr. Diana is on duty:
B1
B2
B3
B4
B5
B7
B9
B11

comm(natalie, diana, isOnStaffOf(natalie, diana)).
read(diana, md alice).
update(diana, md alice).
giveDrug(natalie, alice, qurol).
notify(natalie, charlie, qurol, alice).
bill(charlie, alice, qurol).
comm(alice, diana, isDoctorOf(diana, alice)).
comm(diana, natalie, mayGiveDrug(natalie, alice, qurol)).
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Abstract
Computer-Supported Cooperative Work (CSCW) is a research field where the role played by individuals as
members of groups is fundamental. The human being is not considered as an individual entity, but it is
considered as a being embedded into the society, where he works and interacts. From the beginning, many
CSCW systems have arisen. Some taxonomies appeared in order to find a way to classify all these tools, but
they have become more and more complicated, therefore nowadays such classifications cannot sort them
correctly. In this paper we present a taxonomy according to these changes, so that CSCW systems can be
classified in a more flexible way.
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1

Introduction

Paul Cashman and Irene Greif organized a multidisciplinary workshop in the mid1980s. Many people from different fields but with the same aim: knowing how
computer science could help people who work together, computer science as a way
to solve their own necessities. In this workshop, Computer-Supported Cooperative
Work was coined [5].
The term groupware was used by Peter and Trudy Johnson-Lenz before the
CSCW one. Its original definition is ”intentional group processes plus software to
support them”, that is, software that supports group processes. It appeared in
1981, in the paper ”Consider the Groupware: Design and Group Process Impacts
on Communication in the Electronic Medium” [9].
We could say that CSCW describes the research and groupware describes the
technology [7]. As Greenberg [6] stated, ”CSCW can also be considered as a sci1
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entific discipline guiding the design and development of groupware in a meticulous
and appropriate way”.
Due to the interdisciplinary character of CSCW [5], the number of fields where it
could be applied is very wide. If we just observe, for example, the number of different
fields in the congress CSCW 2004, that took place in November 2004, in Chicago,
we can appreciate such a magnitude. There were sessions dedicated to: dynamic
architectures, collaboration involving large displays, knowledge sharing in software
engineering, evaluation methods, medical applications, systems, social awareness
and availability, communities, interactions with shared displays, tabletop design,
organizational issues, distilling knowledge, gaming, distributed teams, operational
transformation, gesturing, moving and talking together, bridging the physical and
the digital, information sharing and access, and synchronous collaboration.
As systems in general tend to be collaborative, to ease the human communication
and to be a useful tool in the processes and human coordination, it is expected that
the number of applications, ideas, forms, etc. will grow in the years to come.
Until this moment, the possibilities to classify tools, functions, etc. related with
CSCW were based on a time-space array [8], always looking for an adaptation to
the innovations that arise, to the new possibilities for communication, collaboration
and coordination.
Taxonomies provide a way to classify different groupware tools. However, it is
not always easy to do it, and sometimes we do not know where to place a simple
tool, and even less where to place a complex system. Nowadays systems are so
complicated that they need a new different method to classify them.
If we consider a simple tool which has a concrete functionality to solve a specific
problem, such as a chat, the complexity to classify the tool in one of the previous
taxonomies is easy. But considering a complex system that implements several
functions, such as a document management system that offers tools, functions for
the version control, sharing, check-in and check-out, publication, approval, etc. the
problem of the system classification becomes more difficult.
How do we classify a document management system? The control version function is not considered to be only used by dispersed users. It could even include a
collaboration system to create the documents in real time. Or even, it could have
a shared agenda for a group of users, would it imply that they are not working
side by side? Therefore, are the classical taxonomies appropriate to classify all the
groupware applications? Existing classification methods that have been considered
so far are correct, but the complexity of the new tools and the big systems have
made the idea obsolete in some way.
In this paper we present a new classification for CSCW systems based on logical
principles of this philosophy to be able to classify them in a flexible and appropriate
way.
In the next section, we present some existing proposals that allow us to classify
CSCW systems. We describe the proposed solution in section 3. Section 4 offers
some examples of the application of the classification method proposed. In section 5,
we expose the results and sum up the conclusions extracted from the test developed
to know the ”impact” of the proposed solution in the CSCW context. Lastly, section
6 shows some conclusions about this work.
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2

Existing Classifications

Up to now, groupware tools have been classified in many ways [2, 3, 4, 7, 8], but
most of them are based on an original matrix created by Johansen in 1988 (see
Table 1) [8]. In this section, some of the main taxonomies, as well as the Johansen’s
one, are introduced as related and previous works.

2.1

Johansen’s Time-Space Matrix

In this first classification, tools are categorized according to time and space. The
human-computer interaction can take place on same physical space, as a meeting
room, a conference room or a common workspace; but it also can take place in the
distance. Some examples of the latter one are videoconference rooms, the use of
collaborative editors or shared whiteboards.
Likewise, the temporal dimension of these systems eases a differentiation between
those in which the interaction takes place in real time, such as IP telephony or chat
rooms; and those in which time is not so relevant, at least, not very much, such as
email, version control, agendas, etc.

Table 1. Johansen time-space matrix [8]
Hence, tools can be classified in four ways: synchronous / in the same place,
synchronous / in different places, asynchronous / in the same place, asynchronous
/ in different places. E-mail would be an asynchronous tool and, in theory, destined
to persons allocated in different places.
But systems have become more and more complicated over time, so much that
the matrix could be used to classify the functionality of a single groupware system,
considering the system as a set of groupware tools, each one of them offering a
functionality that solves one determined problem, and that allows us to classify it.
For example, the BSCW [1] knowledge management system, is a Web-based
collaborative tool, developed in Python, that allows different members of a group
to cooperate synchronously or asynchronously over the Internet or from an intranet.
As a big system, BSCW solves several problems about the document management,
problems that could be solved, each one, by a different tool: control version, checkin and check-out, publication, and so forth. We could consider BSCW as a system
composed of several groupware tools and so, as a whole, its classification in the
array is not so clear [13], although it is easy to classify in the array all its different
tools.
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2.2

Other Classifications

Another classification, very similar to the previous one, is presented by Grudin [7,2].
It is based in Johansen’s time-space matrix [8] to create a groupware classification.
Again, the activity can be done in the same place or in different places, and in
the same time or in different time. The clue is if the user knows (or not) those
places and times which are different. That is, a new characteristic is introduced
according to the users knowledge.
By its spatial characteristic, the groupware applications can be applications that
take place in the same physical site, oriented to be used by all users in the same
workplace. It is also possible that they take place in different but known places or
even they could take place in different and unknown places. The same occurs with
its temporal particularities.
Erik Andriessen goes beyond and extends even more Johansen’s original classification, with five possible groups of ICT processes [4]:
•

Person interchange processes: communication.

•

Task oriented processes: cooperation, coordination and information sharing.

•

Group oriented processes: social interactions.

3

Proposed Solution

To overcome this situation, it is possible to change some things in the classical
classifications. Instead of trying to classify the tools as they can fit in the arrays, we
can show the relationship between a function, or an application or a system, with
the time-space features and with the typical CSCW characteristics: information
sharing, communication and coordination [11,12].
In this way, the possibility that a function, but specially an application or system,
can have several characteristics at the same time is not restricted.

Table 2. Possibilities regarding CSCW Characteristics
3.1

CSCW Characteristics

The common CSCW characteristics are seven possibilities, from A to G, as shown
in Table 2. Of course, the first option is not valid, because a system that has not
at least one of the three is not a CSCW system.
Coordination is fundamental in an organization. Harmonizing mediums, efforts,
and so forth, to do a common action. Poltrock and Grudin [11] define coordination
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tools as the groupware which allow users to capture and coordinate the internal
processes of an organization. Such coordination might increase quality and reduce
costs.
Communication could be understood just like it is defined in the Wikipedia,
another collaborative Web phenomenon: ”the process of exchanging information
usually via a common system of symbols” [14]. Communication has had a big
revolution with the arrival of Internet, high quality connections and a big number
of well-known programs. ”CSCW could bring people into contact through frequent,
unplanned, high-quality and real time interactions” [6]. Communication among
people, among the members of an organization, is necessary to send and to receive
information, solicitudes, instructions, to be in the swim of the state of the enterprise,
to be informed about the latest news flashes, and so on. As said in [11], ”computers
are becoming increasingly powerful communication devices”. People talk to one
another through the Web instead of using classical communication mediums, such
as telephone.
Data, information, documents in general are shared, elaborated, modified in a
virtual space which provides software to ease all these operations in a coherent manner. ”Groupware supports sharing information by enabling interaction through a
shared document or collection of documents... These environments integrate both
communication and workflow features on a core of cooperation support” [11]. Collaborative Web applications such as SharePoint Portal Server [10] or BSCW [1]
provide a way to control the access to the information, allow users to manage different versions of documents, ease publication and protection processes, support
advanced searches, provide mechanisms to approve documents, and so on.

Table 3. Time-space possibilities
3.2

Time-Space Characteristics

On the other hand, we can observe nine time-space characteristics. In this sense,
an application can be synchronous, asynchronous or both and at the same time,
considering the space, it can be in the same or in a different one. The states in
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which the application appears that cannot be synchronous nor asynchronous, or
that it does not appear in the same space nor in different spaces, are forbidden
states because they are not possible. The only possible states, as shown in Table 3,
are: 5, 6, 7, 9, 10, 11, 13, 14 and 15.

3.3

Resulting Classification Array

As a result of the previous considerations, an application could be classified in the
table shown in Table 4, a non-exclusive classification, which clearly indicates what
type of function, tool or system it is.

Table 4. Non-exclusive classification
Table 5. Classification according to basic and original functionality
Table 6. Classification according to possible additional functionality
Following these same guidelines, instead of using the table, we can utilize an
associated code, the general type, joining the letter that represents the CSCW characteristics with the number of the time-space property.
For example, an application that would only allow chatting would be of type
B-9, because it has nothing to do with collaboration or with coordination, but with
communication, and as far as time-space characteristics are concerned, it has been
completely defined by means of code 9 that it is a synchronous tool that can be
used on distance. It also could be used in the same place, but this would have no
sense at first.
The questions we could ask to determine what each functionality achieves are
the following:
•

Are the users helped to collaborate to attain a goal? Do they share information?
Do they work with it?

•

Can it be used as a communication method? Are users informed about anything?
Do they inform themselves using this tool?
216

Penichet et alii
•

Does it coordinate processes and persons?

•

Is the tool used in real time?

•

Is it suitable to use it pre-recorded?

•

Is it suitable to use it in the same physical space?

•

Can the tool be used in different spaces?

4

Classification Examples

Table 4 shows some functionality, tools and complex systems examples.
Furthermore, depending on the consideration we do, we can obtain some results
or others from the non-exclusive classification table. For example, if anybody needs
to classify tools according to the basic and original functionality they have been
implemented for, he or she can obtain the results shown in Table 5; however, if he
or she wants to obtain a classification of those functions the tools could be used for,
then additionally, he or she would obtain a classification as shown in Table 6.
In this example we can appreciate the different classifications of a simple tool:
e-mail. If we want to determine the basic and original characteristics of this type
of tool, we obtain type B-5, which means that it is a synchronous communication
tool for dispersed persons.
If we want to show the possibilities of e-mail, the result would be that of type
G-7. A tool that can promote collaboration among users and that can help to
coordinate different persons. They are not synchronous programmes in themselves,
because the sent message can arrive some time later, and even as they are oriented
to send messages from different spaces, they can be used from within an office, as
reminders, to inform, coordinate, etcetera.

5

Assessing The Proposed Classification

In section 4, we have offered the proposed solution to solve the current problems
identified in the previous section. In this section, we show the opinion of several
CSCW experts about the proposed classification.
With this aim, we have opted for carrying out a brief test. This test is independent of the natural validation by acceptance. By means of this kind of validation,
the classification is showed in different forums (congresses, journals, etc.). So, we
can verify (after a while) if the classification remains in the state of the art of the
CSCW field or if it is forgotten.
The test intends to achieve a first and very general approximation in order to
know if the proposed solution is welcome in the scientific context. Subsequently, it
would be a very good idea to carry out a more detailed test in order to verify the
classification’s main performances.
A correctly selected population for responding to the test is an essential aspect
to assure that the results are worthwhile. In this sense, the test’s first question is
to determine the experience that the polled person has in CSCW. So, we will be
able to isolate groups of answers. In this way, we can give a greater weight to the
results provided by the group of experts.
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The test proposes two more questions. On the one hand, it intends to know
”How much it is valued the challenge to define a new CSCW classification”. The
question purpose is to know if the polled person thinks that new classifications are
needed, independently of the proposed solution in this paper. In other words, we
wish to know if the polled expert thinks that the current classifications are valid
to classify the current CSCW systems. On the other hand, it tries to know ”How
much it is valued the contribution of the proposed solution to the CSCW field”.
To carry out the test, we have elaborated a polled list composed by 26 CSCW
experts and postdoctoral students. All polled are from different Spanish universities.
The test was carried out during August of 2005. Next, we show the analysis results.

Table 7. Analysis results
5.1

Analysis Results

First of all, the participation percentage is 34.6%. This value is enough to extract
a series of valid conclusions.
According to the first question results, the percentage of polled whose level of
knowledge in CSCW reaches the degree of expert is 44%, 56% has a basic level,
and 0% has null knowledge in this matter. The correct selection of candidates thus
permitted to achieve that all the polled have knowledge on CSCW.
According to the second question results, the percentage of polled that values
the challenge to define a new CSCW classification as an excellent idea is 89%, 11%
values it as indifferent, and 0% thinks that it is a very bad idea. Nevertheless, the
percentage of polled that values the challenge to define a new classification as an
excellent idea is 100% among the group of experts, and still 80% among the group
of basic knowledge on CSCW.
According to the third question results, the percentage of polled that values the
contribution of the proposed solution to the CSCW field as very positive is 33%,
67% values it as positive, and 0% thinks that it does not provide anything new.
218

Penichet et alii

Nevertheless, the value very positive is 75% among the group of experts, and 0%
among the group of basic knowledge on CSCW. Table 7 summarizes the analysis
results.
In conclusion, we want to emphasize that the main reason to propose a new
classification is corroborated. This test concludes that new CSCW classifications
are needed to fit the current CSCW systems. Furthermore, the proposed solution
has a very good acceptance in the field of CSCW.
Finally, we want to emphasize that the best test values about the proposed
solution are more frequently given among the group of experts than the group of
basic knowledge on CSCW.

6

Conclusions

From this classification we can obtain some interesting conclusions about the typical
configuration of the CSCW systems.
The less frequent applications are the ones that can be classified in an even
pattern, that is, the tools of type *-6, *-10, *-14 are not very frequent because it
is not usual to create a system to work exclusively in the same place, as could be
a meeting room. In general, the CSCW applications can be classified in odd timespace patterns (*-5, *-7, *- 9, *-11, *-13, and *-15), because they are intended to
be used in dispersed spaces, though many of them can be used in the same space
and it is correct to use them (actually, it is so in most cases).
This is a logical conclusion, because the communication method for these systems is Internet (or other communication networks). The time-space patterns in
which most of the tools can be classified are *-7, *-9, and *-11; synchronous or
asynchronous tools, regardless the place we use them, or synchronous tools oriented
to be used in different spaces.
According to the CSCW characteristics, the applications tend to include, at
least, communication as one of its functions, directly among members of the organization or information communication, as news, events, etcetera, for the members
of the organization. As we can appreciate in Table 4, in this small classification,
more than 85% of the tools can be classified in *-B, *-C, *-F or *-G patterns, that
are the ones of the communication.
The taxonomy is non-exclusive, meaning that a function could be classified with
different attributes at the same time. That is, a tool could be classified considering
its possibilities of being used in the same space or in different spaces.
The non-exclusive classification array is consistent, because the tools can only
be classified in a single way based on the definition of the author about its origin
and objectives. Tools are originally created to do a function, and these functions
are used to create the classification.
Another consideration we could take into account is that a tool implemented to
do a concrete function can be used to do other ones. Originally, e-mail was used for
the communication in dispersed spaces, but we have seen in the previous section,
that it could be used in the same space. So, the non-exclusive classification array is
flexible according to the needs that arise from time to time, so it can be suited to
other possible classification needs maintaining the same structure. Hence, we can
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state that an e-mail tool is of type B-5 but, in any case, we could consider a flexible
approach if we wanted to show the additional possibilities of this tool, so it could
correspond to a tool of type G-7.
Lastly, we want to remark that in order to assess the need and validity of the
proposed classification method, we have developed a test whose results validate the
proposal.
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